
Two-stage retriever-reader approaches
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Part IV



Problem setup
• Input: question Q, D = English Wikipedia (~5 million documents) 
• Output: answer A
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Chen et al., 2017. Reading Wikipedia to Answer Open-domain Questions

What U.S. state’s motto 
is “Live free or Die”?

What part of the atom 
did Chadwick discover?

Who wrote the film Gigli?

New Hampshire

neutron

Martin Brest

“Machine Reading at Scale”



• We treat Wikipedia as a generic collection of articles and don’t 
consider its internal graph structure in this setting  easy to 
extend to any collection of documents.

⟹
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Why is Wikipedia?

• The search problem is challenging and realistic while its scale is 
still manageable, especially for academic research.

• Wikipedia contains a wealth of information of real-world facts. We 
don’t consider the redundancy problem too much here (vs. Web 
documents or news corpora).



DrQA: a first neural open-domain QA system 
[Chen et al., 2017]
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Document 
Reader

Document  
Retriever

833,500

Q:  How many of Warsaw's inhabitants  
spoke Polish in 1933?

Information Retrieval Reading Comprehension

Chen et al., 2017. Reading Wikipedia to Answer Open-domain Questions



Document Retriever
• A TF-IDF weighted term vector model over unigrams/bigrams:
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tf-idf(t, d,D) = tf(t, d)⇥ idf(t,D)
<latexit sha1_base64="1TYxVulOOeA2J2YJywirEi2576M=">AAACKXicbVDLSgMxFM34rPU16tJNsAgt1DIjgm6Eol24rGAf0JaSyWTa0MyD5I5Yhv6OG3/FjYKibv0R03YK2nogcO4593JzjxMJrsCyPo2l5ZXVtfXMRnZza3tn19zbr6swlpTVaChC2XSIYoIHrAYcBGtGkhHfEazhDK7HfuOeScXD4A6GEev4pBdwj1MCWuqa5TawB0jAO+GuN8pDEbtFXCngSzwzpmJB19xnKpVnzZVC18xZJWsCvEjslORQimrXfG27IY19FgAVRKmWbUXQSYgETgUbZduxYhGhA9JjLU0Dord2ksmlI3ysFRd7odQvADxRf08kxFdq6Du60yfQV/PeWPzPa8XgXXQSHkQxsIBOF3mxwBDicWzY5ZJREENNCJVc/xXTPpGEgg43q0Ow509eJPXTkm2V7NuzXPkqjSODDtERyiMbnaMyukFVVEMUPaJn9IbejSfjxfgwvqatS0Y6c4D+wPj+AUeKpMc=</latexit><latexit sha1_base64="1TYxVulOOeA2J2YJywirEi2576M=">AAACKXicbVDLSgMxFM34rPU16tJNsAgt1DIjgm6Eol24rGAf0JaSyWTa0MyD5I5Yhv6OG3/FjYKibv0R03YK2nogcO4593JzjxMJrsCyPo2l5ZXVtfXMRnZza3tn19zbr6swlpTVaChC2XSIYoIHrAYcBGtGkhHfEazhDK7HfuOeScXD4A6GEev4pBdwj1MCWuqa5TawB0jAO+GuN8pDEbtFXCngSzwzpmJB19xnKpVnzZVC18xZJWsCvEjslORQimrXfG27IY19FgAVRKmWbUXQSYgETgUbZduxYhGhA9JjLU0Dord2ksmlI3ysFRd7odQvADxRf08kxFdq6Du60yfQV/PeWPzPa8XgXXQSHkQxsIBOF3mxwBDicWzY5ZJREENNCJVc/xXTPpGEgg43q0Ow509eJPXTkm2V7NuzXPkqjSODDtERyiMbnaMyukFVVEMUPaJn9IbejSfjxfgwvqatS0Y6c4D+wPj+AUeKpMc=</latexit><latexit sha1_base64="1TYxVulOOeA2J2YJywirEi2576M=">AAACKXicbVDLSgMxFM34rPU16tJNsAgt1DIjgm6Eol24rGAf0JaSyWTa0MyD5I5Yhv6OG3/FjYKibv0R03YK2nogcO4593JzjxMJrsCyPo2l5ZXVtfXMRnZza3tn19zbr6swlpTVaChC2XSIYoIHrAYcBGtGkhHfEazhDK7HfuOeScXD4A6GEev4pBdwj1MCWuqa5TawB0jAO+GuN8pDEbtFXCngSzwzpmJB19xnKpVnzZVC18xZJWsCvEjslORQimrXfG27IY19FgAVRKmWbUXQSYgETgUbZduxYhGhA9JjLU0Dord2ksmlI3ysFRd7odQvADxRf08kxFdq6Du60yfQV/PeWPzPa8XgXXQSHkQxsIBOF3mxwBDicWzY5ZJREENNCJVc/xXTPpGEgg43q0Ow509eJPXTkm2V7NuzXPkqjSODDtERyiMbnaMyukFVVEMUPaJn9IbejSfjxfgwvqatS0Y6c4D+wPj+AUeKpMc=</latexit><latexit sha1_base64="1TYxVulOOeA2J2YJywirEi2576M=">AAACKXicbVDLSgMxFM34rPU16tJNsAgt1DIjgm6Eol24rGAf0JaSyWTa0MyD5I5Yhv6OG3/FjYKibv0R03YK2nogcO4593JzjxMJrsCyPo2l5ZXVtfXMRnZza3tn19zbr6swlpTVaChC2XSIYoIHrAYcBGtGkhHfEazhDK7HfuOeScXD4A6GEev4pBdwj1MCWuqa5TawB0jAO+GuN8pDEbtFXCngSzwzpmJB19xnKpVnzZVC18xZJWsCvEjslORQimrXfG27IY19FgAVRKmWbUXQSYgETgUbZduxYhGhA9JjLU0Dord2ksmlI3ysFRd7odQvADxRf08kxFdq6Du60yfQV/PeWPzPa8XgXXQSHkQxsIBOF3mxwBDicWzY5ZJREENNCJVc/xXTPpGEgg43q0Ow509eJPXTkm2V7NuzXPkqjSODDtERyiMbnaMyukFVVEMUPaJn9IbejSfjxfgwvqatS0Y6c4D+wPj+AUeKpMc=</latexit>

tf =term frequency, idf = inverse document frequency  
t: term (uni/bi), d: document (= one Wiki. article), D: corpus (= Wikipedia)

• Retriever at document level instead of paragraph level.

idf(t,D) = log

✓
|D|

|d 2 D : t 2 d|

◆

<latexit sha1_base64="98pjCAaBmVIL0jR4Jtto0dtEPC8="></latexit><latexit sha1_base64="98pjCAaBmVIL0jR4Jtto0dtEPC8="></latexit><latexit sha1_base64="98pjCAaBmVIL0jR4Jtto0dtEPC8="></latexit><latexit sha1_base64="98pjCAaBmVIL0jR4Jtto0dtEPC8="></latexit>

tf(t, d) = log (1 + freq(t, d))
<latexit sha1_base64="QGwNSdrTYDEAmDdMji/i5ojiv58=">AAACIXicbVDLSgNBEJz1GeMr6tHLYBAiStgVwVyEoBePEcwDsiHMTnqTwdmHM71iWPIrXvwVLx4UyU38GSfJHjRaMFBUVdPT5cVSaLTtT2thcWl5ZTW3ll/f2NzaLuzsNnSUKA51HslItTymQYoQ6ihQQitWwAJPQtO7u5r4zQdQWkThLQ5j6ASsHwpfcIZG6hYqLsIjpuiPSnhCe0f0groy6rsSfCw59JjOfF/BfZZwlegP8KhbKNplewr6lzgZKZIMtW5h7PYingQQIpdM67Zjx9hJmULBJYzybqIhZvyO9aFtaMgC0J10euGIHhqlR/1ImRcinao/J1IWaD0MPJMMGA70vDcR//PaCfqVTirCOEEI+WyRn0iKEZ3URXtCAUc5NIRxJcxfKR8wxTiaUvOmBGf+5L+kcVp27LJzc1asXmZ15Mg+OSAl4pBzUiXXpEbqhJMn8kLeyLv1bL1aH9Z4Fl2wspk98gvW1zfLg6II</latexit><latexit sha1_base64="QGwNSdrTYDEAmDdMji/i5ojiv58=">AAACIXicbVDLSgNBEJz1GeMr6tHLYBAiStgVwVyEoBePEcwDsiHMTnqTwdmHM71iWPIrXvwVLx4UyU38GSfJHjRaMFBUVdPT5cVSaLTtT2thcWl5ZTW3ll/f2NzaLuzsNnSUKA51HslItTymQYoQ6ihQQitWwAJPQtO7u5r4zQdQWkThLQ5j6ASsHwpfcIZG6hYqLsIjpuiPSnhCe0f0groy6rsSfCw59JjOfF/BfZZwlegP8KhbKNplewr6lzgZKZIMtW5h7PYingQQIpdM67Zjx9hJmULBJYzybqIhZvyO9aFtaMgC0J10euGIHhqlR/1ImRcinao/J1IWaD0MPJMMGA70vDcR//PaCfqVTirCOEEI+WyRn0iKEZ3URXtCAUc5NIRxJcxfKR8wxTiaUvOmBGf+5L+kcVp27LJzc1asXmZ15Mg+OSAl4pBzUiXXpEbqhJMn8kLeyLv1bL1aH9Z4Fl2wspk98gvW1zfLg6II</latexit><latexit sha1_base64="QGwNSdrTYDEAmDdMji/i5ojiv58=">AAACIXicbVDLSgNBEJz1GeMr6tHLYBAiStgVwVyEoBePEcwDsiHMTnqTwdmHM71iWPIrXvwVLx4UyU38GSfJHjRaMFBUVdPT5cVSaLTtT2thcWl5ZTW3ll/f2NzaLuzsNnSUKA51HslItTymQYoQ6ihQQitWwAJPQtO7u5r4zQdQWkThLQ5j6ASsHwpfcIZG6hYqLsIjpuiPSnhCe0f0groy6rsSfCw59JjOfF/BfZZwlegP8KhbKNplewr6lzgZKZIMtW5h7PYingQQIpdM67Zjx9hJmULBJYzybqIhZvyO9aFtaMgC0J10euGIHhqlR/1ImRcinao/J1IWaD0MPJMMGA70vDcR//PaCfqVTirCOEEI+WyRn0iKEZ3URXtCAUc5NIRxJcxfKR8wxTiaUvOmBGf+5L+kcVp27LJzc1asXmZ15Mg+OSAl4pBzUiXXpEbqhJMn8kLeyLv1bL1aH9Z4Fl2wspk98gvW1zfLg6II</latexit><latexit sha1_base64="QGwNSdrTYDEAmDdMji/i5ojiv58=">AAACIXicbVDLSgNBEJz1GeMr6tHLYBAiStgVwVyEoBePEcwDsiHMTnqTwdmHM71iWPIrXvwVLx4UyU38GSfJHjRaMFBUVdPT5cVSaLTtT2thcWl5ZTW3ll/f2NzaLuzsNnSUKA51HslItTymQYoQ6ihQQitWwAJPQtO7u5r4zQdQWkThLQ5j6ASsHwpfcIZG6hYqLsIjpuiPSnhCe0f0groy6rsSfCw59JjOfF/BfZZwlegP8KhbKNplewr6lzgZKZIMtW5h7PYingQQIpdM67Zjx9hJmULBJYzybqIhZvyO9aFtaMgC0J10euGIHhqlR/1ImRcinao/J1IWaD0MPJMMGA70vDcR//PaCfqVTirCOEEI+WyRn0iKEZ3URXtCAUc5NIRxJcxfKR8wxTiaUvOmBGf+5L+kcVp27LJzc1asXmZ15Mg+OSAl4pBzUiXXpEbqhJMn8kLeyLv1bL1aH9Z4Fl2wspk98gvW1zfLg6II</latexit>

Chen et al., 2017. Reading Wikipedia to Answer Open-domain Questions

• This retriever is not trainable.



Document Reader

Cast as a reading comprehension problem: 
• Input is a passage P and a question Q  
• Output is an answer A
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Stanford Question Answering Dataset 
[Rajpurkar et al., 2016] 

Chen et al., 2017. Reading Wikipedia to Answer Open-domain Questions

paragraph, document, 
arbitrary-length text blocks..

A restricted setting is that A needs 
to be a segment of text in P => 
“extractive question answering”
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Which team won Super Bowl 50?Q

… ……P
p̃i

… ……

↵i = softmaxi(q
|Wsp̃i) q

answer start

Document Reader
On SQuAD 1.1, 
• F1 = 79.0

Chen et al., 2017. Reading Wikipedia to Answer Open-domain Questions



8Devlin et al., 2018. BERT: Pre-training of Deep Bidirectional Transformers for Language Understanding

Question = Segment A 
Passage = Segment B 
Answer = predicting two endpoints 
in segment B

On SQuAD 1.1, 

•              :  F1 = 90.9 

• RoBERTa: F1 = 94.6

Document Reader
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How to train the model?

Chen et al., 2017. Reading Wikipedia to Answer Open-domain Questions

• Using an existing reading comprehension dataset (e.g., SQuAD)!

• How about other QA datasets (e.g., WebQuestions, TREC)? 

DQA = {(Qi, Ai)}
<latexit sha1_base64="vrnDrp536xUx2lUuGr6LGip9prU=">AAACEXicbVDJSgNBEO2JW4xb1KOXxiBEkDAjgl6ERD14TMAskBmGnk5P0qRnobtGDMP8ghd/xYsHRbx68+bf2FkOmvig4PFeFVX1vFhwBab5beSWlldW1/LrhY3Nre2d4u5eS0WJpKxJIxHJjkcUEzxkTeAgWCeWjASeYG1veD322/dMKh6FdzCKmROQfsh9TgloyS2W7YDAgBKR3mRuagN7gLRRyzJ8ie203HD5Ca65/NjO3GLJrJgT4EVizUgJzVB3i192L6JJwEKggijVtcwYnJRI4FSwrGAnisWEDkmfdTUNScCUk04+yvCRVnrYj6SuEPBE/T2RkkCpUeDpzvH9at4bi/953QT8CyflYZwAC+l0kZ8IDBEex4N7XDIKYqQJoZLrWzEdEEko6BALOgRr/uVF0jqtWGbFapyVqlezOPLoAB2iMrLQOaqiW1RHTUTRI3pGr+jNeDJejHfjY9qaM2Yz++gPjM8fRjKcmw==</latexit><latexit sha1_base64="vrnDrp536xUx2lUuGr6LGip9prU=">AAACEXicbVDJSgNBEO2JW4xb1KOXxiBEkDAjgl6ERD14TMAskBmGnk5P0qRnobtGDMP8ghd/xYsHRbx68+bf2FkOmvig4PFeFVX1vFhwBab5beSWlldW1/LrhY3Nre2d4u5eS0WJpKxJIxHJjkcUEzxkTeAgWCeWjASeYG1veD322/dMKh6FdzCKmROQfsh9TgloyS2W7YDAgBKR3mRuagN7gLRRyzJ8ie203HD5Ca65/NjO3GLJrJgT4EVizUgJzVB3i192L6JJwEKggijVtcwYnJRI4FSwrGAnisWEDkmfdTUNScCUk04+yvCRVnrYj6SuEPBE/T2RkkCpUeDpzvH9at4bi/953QT8CyflYZwAC+l0kZ8IDBEex4N7XDIKYqQJoZLrWzEdEEko6BALOgRr/uVF0jqtWGbFapyVqlezOPLoAB2iMrLQOaqiW1RHTUTRI3pGr+jNeDJejHfjY9qaM2Yz++gPjM8fRjKcmw==</latexit><latexit sha1_base64="vrnDrp536xUx2lUuGr6LGip9prU=">AAACEXicbVDJSgNBEO2JW4xb1KOXxiBEkDAjgl6ERD14TMAskBmGnk5P0qRnobtGDMP8ghd/xYsHRbx68+bf2FkOmvig4PFeFVX1vFhwBab5beSWlldW1/LrhY3Nre2d4u5eS0WJpKxJIxHJjkcUEzxkTeAgWCeWjASeYG1veD322/dMKh6FdzCKmROQfsh9TgloyS2W7YDAgBKR3mRuagN7gLRRyzJ8ie203HD5Ca65/NjO3GLJrJgT4EVizUgJzVB3i192L6JJwEKggijVtcwYnJRI4FSwrGAnisWEDkmfdTUNScCUk04+yvCRVnrYj6SuEPBE/T2RkkCpUeDpzvH9at4bi/953QT8CyflYZwAC+l0kZ8IDBEex4N7XDIKYqQJoZLrWzEdEEko6BALOgRr/uVF0jqtWGbFapyVqlezOPLoAB2iMrLQOaqiW1RHTUTRI3pGr+jNeDJejHfjY9qaM2Yz++gPjM8fRjKcmw==</latexit><latexit sha1_base64="vrnDrp536xUx2lUuGr6LGip9prU=">AAACEXicbVDJSgNBEO2JW4xb1KOXxiBEkDAjgl6ERD14TMAskBmGnk5P0qRnobtGDMP8ghd/xYsHRbx68+bf2FkOmvig4PFeFVX1vFhwBab5beSWlldW1/LrhY3Nre2d4u5eS0WJpKxJIxHJjkcUEzxkTeAgWCeWjASeYG1veD322/dMKh6FdzCKmROQfsh9TgloyS2W7YDAgBKR3mRuagN7gLRRyzJ8ie203HD5Ca65/NjO3GLJrJgT4EVizUgJzVB3i192L6JJwEKggijVtcwYnJRI4FSwrGAnisWEDkmfdTUNScCUk04+yvCRVnrYj6SuEPBE/T2RkkCpUeDpzvH9at4bi/953QT8CyflYZwAC+l0kZ8IDBEex4N7XDIKYqQJoZLrWzEdEEko6BALOgRr/uVF0jqtWGbFapyVqlezOPLoAB2iMrLQOaqiW1RHTUTRI3pGr+jNeDJejHfjY9qaM2Yz++gPjM8fRjKcmw==</latexit>

Drc = {(Pi, Qi, Ai)}
<latexit sha1_base64="Uo7vr4p+GMmlcphBSqcoEgA/5xo=">AAACFnicbVDLSgMxFM3UV62vUZdugkWooGVGBN0I9bFw2YJ9QKcMmTRtQzMPkjtiGeYr3Pgrblwo4lbc+Tdm2i609UDC4Zx7Sc7xIsEVWNa3kVtYXFpeya8W1tY3NrfM7Z2GCmNJWZ2GIpQtjygmeMDqwEGwViQZ8T3Bmt7wOvOb90wqHgZ3MIpYxyf9gPc4JaAl1zx2fAIDSkRyk7qJA+wBEknTFF9gJylVXX6Ea9l16fJDJ3XNolW2xsDzxJ6SIpqi6ppfTjeksc8CoIIo1batCDoJkcCpYGnBiRWLCB2SPmtrGhCfqU4yjpXiA610cS+U+gSAx+rvjYT4So18T09mIdSsl4n/ee0YeuedhAdRDCygk4d6scAQ4qwj3OWSURAjTQiVXP8V0wGRhIJusqBLsGcjz5PGSdm2ynbttFi5mtaRR3toH5WQjc5QBd2iKqojih7RM3pFb8aT8WK8Gx+T0Zwx3dlFf2B8/gDR5J50</latexit><latexit sha1_base64="Uo7vr4p+GMmlcphBSqcoEgA/5xo=">AAACFnicbVDLSgMxFM3UV62vUZdugkWooGVGBN0I9bFw2YJ9QKcMmTRtQzMPkjtiGeYr3Pgrblwo4lbc+Tdm2i609UDC4Zx7Sc7xIsEVWNa3kVtYXFpeya8W1tY3NrfM7Z2GCmNJWZ2GIpQtjygmeMDqwEGwViQZ8T3Bmt7wOvOb90wqHgZ3MIpYxyf9gPc4JaAl1zx2fAIDSkRyk7qJA+wBEknTFF9gJylVXX6Ea9l16fJDJ3XNolW2xsDzxJ6SIpqi6ppfTjeksc8CoIIo1batCDoJkcCpYGnBiRWLCB2SPmtrGhCfqU4yjpXiA610cS+U+gSAx+rvjYT4So18T09mIdSsl4n/ee0YeuedhAdRDCygk4d6scAQ4qwj3OWSURAjTQiVXP8V0wGRhIJusqBLsGcjz5PGSdm2ynbttFi5mtaRR3toH5WQjc5QBd2iKqojih7RM3pFb8aT8WK8Gx+T0Zwx3dlFf2B8/gDR5J50</latexit><latexit sha1_base64="Uo7vr4p+GMmlcphBSqcoEgA/5xo=">AAACFnicbVDLSgMxFM3UV62vUZdugkWooGVGBN0I9bFw2YJ9QKcMmTRtQzMPkjtiGeYr3Pgrblwo4lbc+Tdm2i609UDC4Zx7Sc7xIsEVWNa3kVtYXFpeya8W1tY3NrfM7Z2GCmNJWZ2GIpQtjygmeMDqwEGwViQZ8T3Bmt7wOvOb90wqHgZ3MIpYxyf9gPc4JaAl1zx2fAIDSkRyk7qJA+wBEknTFF9gJylVXX6Ea9l16fJDJ3XNolW2xsDzxJ6SIpqi6ppfTjeksc8CoIIo1batCDoJkcCpYGnBiRWLCB2SPmtrGhCfqU4yjpXiA610cS+U+gSAx+rvjYT4So18T09mIdSsl4n/ee0YeuedhAdRDCygk4d6scAQ4qwj3OWSURAjTQiVXP8V0wGRhIJusqBLsGcjz5PGSdm2ynbttFi5mtaRR3toH5WQjc5QBd2iKqojih7RM3pFb8aT8WK8Gx+T0Zwx3dlFf2B8/gDR5J50</latexit><latexit sha1_base64="Uo7vr4p+GMmlcphBSqcoEgA/5xo=">AAACFnicbVDLSgMxFM3UV62vUZdugkWooGVGBN0I9bFw2YJ9QKcMmTRtQzMPkjtiGeYr3Pgrblwo4lbc+Tdm2i609UDC4Zx7Sc7xIsEVWNa3kVtYXFpeya8W1tY3NrfM7Z2GCmNJWZ2GIpQtjygmeMDqwEGwViQZ8T3Bmt7wOvOb90wqHgZ3MIpYxyf9gPc4JaAl1zx2fAIDSkRyk7qJA+wBEknTFF9gJylVXX6Ea9l16fJDJ3XNolW2xsDzxJ6SIpqi6ppfTjeksc8CoIIo1batCDoJkcCpYGnBiRWLCB2SPmtrGhCfqU4yjpXiA610cS+U+gSAx+rvjYT4So18T09mIdSsl4n/ee0YeuedhAdRDCygk4d6scAQ4qwj3OWSURAjTQiVXP8V0wGRhIJusqBLsGcjz5PGSdm2ynbttFi5mtaRR3toH5WQjc5QBd2iKqojih7RM3pFb8aT8WK8Gx+T0Zwx3dlFf2B8/gDR5J50</latexit>

Problem: very different distribution with real-world QA data. 

if passage is retrieved and answer can be found in passage 

(Q, A)             (P, Q, A) 

• Solution: create distantly-supervised examples using our retriever!

Similar to distant supervision  
in information extraction [Mintz et al., 2009]
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How to train the model?

Question:  What U.S. state’s motto is “Live free or Die”? 
Answer:  New Hampshire

"Live Free or Die" is the official motto of the U.S. state of New Hampshire, 
adopted by the state in 1945.[1] It is possibly the best-known of all state 
mottos, partly because it conveys an assertive independence historically 
found in American political philosophy and partly because of its contrast to 
the milder sentiments found in other state mottos.

Passage

Chen et al., 2017. Reading Wikipedia to Answer Open-domain Questions



Putting it together
Training time: 
• Document retriever: not trained 
• Document reader: a LSTM-based neural reading 

comprehension model trained on SQuAD + distantly-
supervised data generated from QA datasets 
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Inference time: 
• The document retriever returns top 5 documents 
• The reader reads every (natural) paragraph in these 5 

documents and predicts an answer and its span score. 
• The system finally returns the answer with the highest 

(unnormalized) span score.

Chen et al., 2017. Reading Wikipedia to Answer Open-domain Questions
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Experiments

% of questions answered correctly  
(top-1 prediction, exact match)

0

12.5

25

37.5

50

TREC WebQuestions WikiMovies

39.8

31.3

46

24.3
28.8

36.5

20.7
25.4 24.5

11.8

19.7

DrQA (SQuAD) DrQA (DS-QA) DrQA* YodaQA

Chen et al., 2017. Reading Wikipedia to Answer Open-domain Questions

See [Raison et al., 2018] 
Trained reader on 
full documents

Hybrid system on KBs, text, 
ontologies etc http://ailao.eu/
yodaqa/



How can we do better?

• DrQA considers retrieval at document level. 
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Does paragraph-level retriever work better?

• Answers in the retrieved passages might not be directly comparable 
at inference time.

Does multi-passage training help?

• The importance of each passage has been omitted.

Can we use passage retriever scores or even train a better ranker?

• The retriever is not trained!

The focus of the next part.



BERTserini [Yang et al., 2019]
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Anserini Retriever  
[Yang et al. 2017]: 

Lucene with BM25, operated 
on 29.5M paragraphs

BERT Reader: 
Trained on SQuAD

This system is only evaluated on SQuAD:  
27.1 (DrQA, SQuAD only)       38.6  !

<latexit sha1_base64="mV1huKb04Ko2bEAQjc/vwKNNTvA=">AAAB8nicdVDLSgMxFM3UV62vqks3wSK4GjI+667oxmUF+4C2lEyaaUMzyZDcUUrpZ7hxoYhbv8adf2M6raCiBy4czrmXe+8JEyksEPLh5RYWl5ZX8quFtfWNza3i9k7d6tQwXmNaatMMqeVSKF4DAZI3E8NpHEreCIdXU79xx40VWt3CKOGdmPaViASj4KRW24j+AKgx+r5bLBH/lAQXZwQTn2TISDk4DnAwV0pojmq3+N7uaZbGXAGT1NpWQBLojKkBwSSfFNqp5QllQ9rnLUcVjbntjLOTJ/jAKT0caeNKAc7U7xNjGls7ikPXGVMY2N/eVPzLa6UQlTtjoZIUuGKzRVEqMWg8/R/3hOEM5MgRyoxwt2I2oIYycCkVXAhfn+L/Sf3ID4gf3JyUKpfzOPJoD+2jQxSgc1RB16iKaoghjR7QE3r2wHv0XrzXWWvOm8/soh/w3j4B9DSRrw==</latexit><latexit sha1_base64="mV1huKb04Ko2bEAQjc/vwKNNTvA=">AAAB8nicdVDLSgMxFM3UV62vqks3wSK4GjI+667oxmUF+4C2lEyaaUMzyZDcUUrpZ7hxoYhbv8adf2M6raCiBy4czrmXe+8JEyksEPLh5RYWl5ZX8quFtfWNza3i9k7d6tQwXmNaatMMqeVSKF4DAZI3E8NpHEreCIdXU79xx40VWt3CKOGdmPaViASj4KRW24j+AKgx+r5bLBH/lAQXZwQTn2TISDk4DnAwV0pojmq3+N7uaZbGXAGT1NpWQBLojKkBwSSfFNqp5QllQ9rnLUcVjbntjLOTJ/jAKT0caeNKAc7U7xNjGls7ikPXGVMY2N/eVPzLa6UQlTtjoZIUuGKzRVEqMWg8/R/3hOEM5MgRyoxwt2I2oIYycCkVXAhfn+L/Sf3ID4gf3JyUKpfzOPJoD+2jQxSgc1RB16iKaoghjR7QE3r2wHv0XrzXWWvOm8/soh/w3j4B9DSRrw==</latexit><latexit sha1_base64="mV1huKb04Ko2bEAQjc/vwKNNTvA=">AAAB8nicdVDLSgMxFM3UV62vqks3wSK4GjI+667oxmUF+4C2lEyaaUMzyZDcUUrpZ7hxoYhbv8adf2M6raCiBy4czrmXe+8JEyksEPLh5RYWl5ZX8quFtfWNza3i9k7d6tQwXmNaatMMqeVSKF4DAZI3E8NpHEreCIdXU79xx40VWt3CKOGdmPaViASj4KRW24j+AKgx+r5bLBH/lAQXZwQTn2TISDk4DnAwV0pojmq3+N7uaZbGXAGT1NpWQBLojKkBwSSfFNqp5QllQ9rnLUcVjbntjLOTJ/jAKT0caeNKAc7U7xNjGls7ikPXGVMY2N/eVPzLa6UQlTtjoZIUuGKzRVEqMWg8/R/3hOEM5MgRyoxwt2I2oIYycCkVXAhfn+L/Sf3ID4gf3JyUKpfzOPJoD+2jQxSgc1RB16iKaoghjR7QE3r2wHv0XrzXWWvOm8/soh/w3j4B9DSRrw==</latexit><latexit sha1_base64="mV1huKb04Ko2bEAQjc/vwKNNTvA=">AAAB8nicdVDLSgMxFM3UV62vqks3wSK4GjI+667oxmUF+4C2lEyaaUMzyZDcUUrpZ7hxoYhbv8adf2M6raCiBy4czrmXe+8JEyksEPLh5RYWl5ZX8quFtfWNza3i9k7d6tQwXmNaatMMqeVSKF4DAZI3E8NpHEreCIdXU79xx40VWt3CKOGdmPaViASj4KRW24j+AKgx+r5bLBH/lAQXZwQTn2TISDk4DnAwV0pojmq3+N7uaZbGXAGT1NpWQBLojKkBwSSfFNqp5QllQ9rnLUcVjbntjLOTJ/jAKT0caeNKAc7U7xNjGls7ikPXGVMY2N/eVPzLa6UQlTtjoZIUuGKzRVEqMWg8/R/3hOEM5MgRyoxwt2I2oIYycCkVXAhfn+L/Sf3ID4gf3JyUKpfzOPJoD+2jQxSgc1RB16iKaoghjR7QE3r2wHv0XrzXWWvOm8/soh/w3j4B9DSRrw==</latexit>

Scoring from both 
retriever and reader: 



Multi-passage training  
[Clark and Gardner, 2018; Wang et al., 2019]

Shared normalization: process passages independently, but 
compute the span probability across spans in all passages in every 
mini-batch
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Clark and Gardner, 2018. Simple and Effective Multi-Paragraph Reading Comprehension 
Wang et al., 2019. Multi-passage BERT: A Globally Normalized BERT Model for Open-domain Question Answering

Passage reranker scores (next slide)



Training a passage re-ranker [Wang et al., 2018]

• Training a “deep” re-ranker model on retrieved passages can help 
further identify the relevance of the passages.
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Wang et al., 2018. R3: Reinforced Ranker-Reader for Open-Domain Question Answering 

• This reranker can be easily trained using distant supervision: 
whether the passage contains the answer or not.

 
Lin et al., 2018. Denoising Distantly Supervised Open-Domain Question Answering

• A better solution is to use training signal from the reader (next slide).

Wang et al., 2019. Multi-passage BERT: A Globally Normalized BERT Model for Open-domain Question Answering

(P1, Q) (P2, Q) … (PN, Q)

γi = softmaxi(v⊺MLP(ui))

 is a representation of ui (Pi, Q)



Reinforced ranker-reader
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Wang et al., 2018. R3: Reinforced Ranker-Reader for Open-Domain Question Answering 

Sample one passage

Reader

Retriever

Top K passages

Question Q

Reward(extracted 
answer, gold answer)

Re-ranker
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Experiments
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Wang et al., 2018. R3: Reinforced Ranker-Reader for Open-Domain Question Answering 



Training an answer re-ranker [Wang et al., 2018]

If every passage returns a candidate answer, can we re-rank the 
answer candidates based on all their evidence?
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Wang et al., 2018. Evidence Aggregation for Answer Re-Ranking in Open-Domain Question Answering 



Training an answer re-ranker
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Wang et al., 2018. Evidence Aggregation for Answer Re-Ranking in Open-Domain Question Answering 

• Strength-based re-ranker: if an answer candidate is supported 
by multiple pieces of evidence (with high confidence), the 
answer is more likely to be correct.

• Coverage-based re-ranker: one answer candidate is more 
likely to be answer if the union of its evidence covers most 
information in the question.

If every passage returns a candidate answer, can we re-rank the 
answer candidates based on all their evidence?

This works very well for Quasar-T, SearchQA, TriviaQA-unfiltered when there is 
enough redundancy: 35.3  42.3 on Quasar-T,  49.0  57.0 on SearchQA.→ →

Not clear in the full Wikipedia setting yet.



How if one passage contains  
multiple mentions of the answer?
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Min et al., 2019. A Discrete Hard EM Approach for Weakly Supervised Question Answering

In distant-supervised examples, we don’t know which span is 
the correct one.

Most previous work takes the first or a random mention as the gold label

Given

Retrieved
 passage



Hard EM Learning
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Min et al., 2019. A Discrete Hard EM Approach for Weakly Supervised Question Answering

MML = ∑
z∈Z

P(z ∣ Q, D)



Experiments
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First-only: always take the first span that appears in the passage
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Hard-EM > First Only, MML

 
Min et al., 2019. A Discrete Hard EM Approach for Weakly Supervised Question Answering

MML: marginalizes the likelihood of each possible answer span



Summary

• Document/passage retriever + neural reading comprehension 
largely simplified the open-domain QA pipeline 

• Several ways to further improve performance: 
• Globally normalized multi-passage training 
• Passage re-ranker 
• Answer re-ranker 
• Improved training methods
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Questions?


