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Neural Fields

Discrete Parameterizations Neural Fields Hybrid Parameterizations



Occupancy Networks: Learning 3D Reconstruction in Function Space, Mescheder et al. 
IM-Net: Learning Implicit Fields for Generative Shape Modeling, Chen et al. 
DeepSDF: Learning Continuous Signed Distance Functions for Shape Representation, Park et al. 2019 
Sitzmann et al:  Scene Representation Networks: Continuous 3D-Structure-Aware Neural Scene Representations, NeurIPS 2019.

Neural fields: Parameterize Field as Neural Network!
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Background: Kernel Machines
Given “training” set , a kernel machine makes predictions on a 
point  by interpolating labels  in the training set according to pairwise 

weights between  to  as measured by a kernel function: 
 
 
 
 
 

Where ,  is kernel function with .

{(xi, yi)}i
x yi

xi x

Kij = k(xi, xj) k k ≥ 0

f(x) =
n

∑
i=1

(K−1y)ik(xi, x)



SIREN: Neural Implicit Representations 
With Periodic Activation Functions  

Sitzmann & Martel et al. NeurIPS 2020

A Structured Dictionary Perspective on  
Implicit Neural Representations  

Yüce & Ortiz-Jiménez et al. CVPR 2022

Gaussian Activated Neural Radiance Fields for
High Fidelity Reconstruction & Pose Estimation 

Chng et al. ECCV 2022

Fourier Features Let Networks Learn
High Frequency Functions in Low Dimensional Domains  

Tancik, Srinivasan, Mildenhall et al, NeurIPS 2020
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NTK kernel  for a 4-layer 
ReLU MLP with one scalar input.

kNTK(xi, xj)

From “Fourier Features Let Networks Learn High Frequency 
Functions in Low Dimensional Domains”, Tancik, Srinivasan, 

Mildenhall et al.  

NTK of ReLU neural net is quite non-local. 



Feature Embeddings

Reconstructing continuous distributions of 3D protein…, Zhong et al.; Neural Radiance Fields, Mildenhall et al.



Feature Embeddings
γ(x) = [γ1(x), . . . , γn(x)]

Reconstructing continuous distributions of 3D protein…, Zhong et al.; Neural Radiance Fields, Mildenhall et al.
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γ2i(x) = sin(2i−1πxi)
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γ(x) = exp(−
∥t − x∥2

2σ2
) Gaussian Embeddings 

Zheng et al., arXiv 2021
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γ(x) = exp(−
∥t − x∥2

2σ2
) Gaussian Embeddings 

Zheng et al., arXiv 2021. . .
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NTK is local (note diagonal).

NTK kernel  for a 4-
layer ReLU MLP with one scalar input 

and Sinusoidal Feature Mapping 
.

kNTK(γ(xi), γ(xj))

γ(x) = [cos(2πx), sin(2πx)]

From “Fourier Features Let Networks Learn High Frequency 
Functions in Low Dimensional Domains”, Tancik, Srinivasan, 

Mildenhall et al.  



ReLU SIREN9

SIREN
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SIREN



ReLU SIREN9

~1MB compared to  
110MB of full mesh!

SIREN



Fourier Features
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Multiplicative Filter Networks  
Fathony et al. ICLR 2021

BACON: Band-limited coordinate networks for  
multiscale scene representation 

Lindell et al. CVPR 2022

Neural (?) Fields with analytical  
(but not tractably computable) Fourier spectrum!
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Multiplicative Filter Networks  
Fathony et al. ICLR 2021

BACON: Band-limited coordinate networks for  
multiscale scene representation 

Lindell et al. CVPR 2022

Neural (?) Fields with analytical  
(but not tractably computable) spectrum!

https://arxiv.org/pdf/2111.11426.pdf


Neural Fields 

Φ : ℝ3 → ℝn

• Storage memory does not grow with spatial resolution or 
number of spatial dimensions.


• Slow sampling: Each query takes a forward pass through the 
neural net. Means GPU-memory intensive forward passes.


• Does not expose locality: Can’t identify set of parameters / 
direction in parameter space that encodes particular spatial 
location. 


• Inconvenient processing: cannot run convolutions.


• But: automatic adaptive resolution. Over optimization, will 
converge to assign more compute to higher-frequency areas.

Neural Fields

Note: Despite their name, has nothing to do with Machine Learning itself.  
It’s as “smart” as a voxelgrid.



Hybrid discrete / continuous reps

Discrete Parameterizations Continuous Parameterizations Hybrid Parameterizations



Basic idea: Use Neural Net as Interpolation Kernel

Convolutional Occupancy Networks [Peng et al. 2020] 
Local Implicit Grid Representations for 3D Scenes [Jiang et al. 2020] 
Implicit Functions in Feature Space for 3D Shape Reconstruction and Completion [Chibane et al. 2020]  
Deep Local Shapes: Learning Local SDF Priors for Detailed 3D Reconstruction [Chabra et al. 2020]



Convolutional Occupancy Networks [Peng et al. 2020]

Ground plan & Orthographic Projection

Any assumptions made on scene? Any limitations?



Convolutional Occupancy Networks [Peng et al. 2020]

Ground plan & Orthographic Projection

No. You can still represent any scene - some info stored in NN, some in grid.



Tri-Planes and Orthographic Projection

Convolutional Occupancy Networks [Peng et al. 2020]



Image Grids & Perspective Projection

PixelNeRF (Yu et al. 2020)



Multi-scale Voxel Grids

Neural Geometric Level of Detail: Real-time Rendering with Implicit 3D Shapes, Takikawa, Litalien et al. 2021
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Multi-scale Voxel Grids

Neural Geometric Level of Detail: Real-time Rendering with Implicit 3D Shapes, Takikawa, Litalien et al. 2021



Multi-scale Voxel Grids + Hash Table

Instant Neural Graphics Primitives with a Multiresolution Hash Encoding, Müller et al. 2022
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Multi-scale Voxel Grids + Hash Table

Instant Neural Graphics Primitives with a Multiresolution Hash Encoding, Müller et al. 2022



Point Cloud & Nearest Neighbor

Hybrid representations can be used to decode a surface representation into 
a volume representation!

AirNet (Giebenhain et al. 2021)



ReLU Fields: How much MLP do you need?

ReLU Fields: The Little Non-linearity That Could (Karnewar et al. 2022)
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ReLU Fields: The Little Non-linearity That Could (Karnewar et al. 2022)

ReLU Fields: How much MLP do you need?



Hybrid Representations 

Φ : ℝ3 → ℝn

• Very natural to trade off memory with 
compute.


• Neural network can locally “super resolve” 
discrete representation: Basically acts as 
interpolation kernel.


• Can be the best of both worlds: Fast and 
“continuous”.

Hybrid Representations

̂f

(x1, v1) (x2, v2)

(x3, v3) (x4, v4)

x



Mean

Primitive-based representations

3D Gaussian Blobs 
floating in Space



Primitive-based representations

3D Gaussian Blobs 
floating in Space



σ = 0

Primitive-based representations

3D Gaussian Blobs 
floating in Space



σ = 0 σ = 0.5

3D Gaussian Blobs 
floating in Space

Primitive-based representations

RGB =



σ = 0 σ = 0.5

σ = 1

RGB =

RGB =

3D Gaussian Blobs 
floating in Space

Primitive-based representations
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How can we represent unbounded scenes?

Image Source: Wikipedia



How can we represent unbounded scenes?

Image Source: Wikipedia

Scene 
Representation 

Φ : ℝ3 → ℝn



Parameterizing Unbounded Scenes: 
Compactification

Come up with nonlinear mapping that “squashes” space, such that infinity is mapped 
to some finite value. Aligns with intuition “further away, less resolution”.

∞
rinner

Source: “Mip-NeRF 360: Unbounded Anti-Aliased Neural Radiance Fields”, Barron et al., CVPR 2022



Parameterizing Unbounded Scenes: 
Compactification

Come up with nonlinear mapping that “squashes” space, such that infinity is mapped 
to some finite value. Aligns with intuition “further away, less resolution”.

x′￼ =
(1 + k) − k/ | |u | |

u/ | |u | |
rinner

u =
x

rinner

Example Compactification function from  
“Mip-NeRF 360: Unbounded Anti-Aliased Neural 

Radiance Fields”, Barron et al., CVPR 2022

∞
rinner

Source: “Mip-NeRF 360: Unbounded Anti-Aliased Neural Radiance Fields”, Barron et al., CVPR 2022



Parameterizing Unbounded Scenes: 
Compactification

x ̂f

(x1, v1) (x2, v2)

(x3, v3) (x4, v4)

x′￼

Source: “Mip-NeRF 360: Unbounded Anti-Aliased Neural Radiance Fields”, Barron et al., CVPR 2022



Do we have to parameterize 3D Scene as 3D Function?

…𝒙 ∈

[]…𝒙 ∈

𝒙 ∈ Free  
Space

[]Free Space𝑥2

Objects

𝑥1

[]……

Φ:ℝ3    ℝ𝑛

42



Vincent Sitzmann, CVPR 2022 Tutorial on Neural Fields

3D-structured Representation

:ℝ3 → ℝnr
Camera Ray
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Vincent Sitzmann, CVPR 2022 Tutorial on Neural Fields

3D-structured Representation

:ℝ3 → ℝnr
Camera Ray



:ℝ3 → ℝn

[Adelson et al. 1991, Levoy et al. 1996, Gortler et al. 1996]

Light Field

r
Camera Ray



:ℝ3 → ℝn

Light Field Networks

r
Camera Ray



:ℝ3 → ℝn

Light Field Networks

r
Camera Ray



Light Field Networks

An Alternative Scene Representation

r

r
Camera Ray
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r

r
Camera Ray



Light Field Networks

An Alternative Scene Representation

r

r
Camera Ray



Light Field Networks

Ray Parameterization

An Alternative Scene Representation

r

r
Camera Ray



Just because Scene is 3D, don’t have to store 
information in 3D data structure…

xd

LF : ℝ3 × 𝕊2 → ℝ3, LF(x, d) = c

Light Field is 5-dimensional! What parameterizations are possible…?



Summary

• No “Artificial Intelligence”, “understanding” or “Machine Learning” when fitting a single 
representation to a single 3D thing, even if there are neural networks in them.


• It becomes a lot more interesting when considering inference, i.e., we want representation 
to be output of an encoder! More on that later in “Prior-based reconstruction”.
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3D Scene
Image  

Formation

Graphics! “inverse graphics”…?

Neural Scene 
RepresentationInference



3D Scene
Image  

Formation

Graphics! “inverse graphics”…?

Neural Scene 
RepresentationInference Downstream 

Tasks



Light Source

Light Transport & Cameras

What is  
recorded by this pixel?



Scene : Light sources,  
materials, shapes, …

ro

rd

Camera Ray Radiance of the ray

Function Signature of Rendering



The Rendering equation

Lo(x, ωo, λ) = Le(x, ωo, λ) + ∫Ω
f(x, ωi, ωo, λ) Li(x, ωi, λ) (ωi ⋅ n)dωi

The moral of the story:



Slide Credit: Stanford CS348I, Computer Graphics in the Age of AI, Stanford, C. Karen Liu & Jiajun Wu 
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• Radiance is energy per time, per unit area, per unit solid angle, per 
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Radiance
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• Radiance is a fundamental quantity of light.

• Radiance is density of photons at a point, traveling in the same direction, at 
given wavelength.

• Radiance is energy per time, per unit area, per unit solid angle, per 
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Radiance
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Slide Credit: Stanford CS348I, Computer Graphics in the Age of AI, Stanford, C. Karen Liu & Jiajun Wu 

• Radiance is a fundamental quantity of light.

• Radiance is density of photons at a point, traveling in the same direction, at 
given wavelength.

• Radiance is energy per time, per unit area, per unit solid angle, per 
wavelength.

Radiance

L(x, ω, λ) : ℝ3 × 𝕊2 × ℝ ↦ ℝ+

position direction wavelength

The “Light Field”: Radiance for every possible ray
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Radiance intuition

• Radiance properties

• Radiance along an unblocked ray is constant.

• Response of sensors is proportional to radiance of visible surface.

• Radiance of reflected light is proportional to that of incoming light:

L(x, ωo, λ) ∝ L(x, ωi, λ)
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Radiance intuition

• Radiance properties

• Radiance along an unblocked ray is constant.

• Response of sensors is proportional to radiance of visible surface.

• Radiance of reflected light is proportional to that of incoming light:

L(x, ωo, λ) ∝ L(x, ωi, λ)

reflected incoming



Slide Credit: Stanford CS348I, Computer Graphics in the Age of AI, Stanford, C. Karen Liu & Jiajun Wu 

• Constant of proportionality defines Bidirectional Reflectance Distribution 
Function (BRDF).

BRDF
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• Constant of proportionality defines Bidirectional Reflectance Distribution 
Function (BRDF).

BRDF

f(ωi, ωo) =
outgoing light in direction ωo
incoming light in direction ωi

ω = (θ, ϕ)

o

o
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• Constant of proportionality defines Bidirectional Reflectance Distribution 
Function (BRDF).

• BRDF describes how a material reflects light.

BRDF

f(ωi, ωo) =
outgoing light in direction ωo
incoming light in direction ωi

ω = (θ, ϕ)

o

o
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• Constant of proportionality defines Bidirectional Reflectance Distribution 
Function (BRDF).

• BRDF describes how a material reflects light.

• Helmholtz reciprocity:

BRDF

f(ωi, ωo) =
outgoing light in direction ωo
incoming light in direction ωi

ω = (θ, ϕ)

o

o

f(ω1, ω2) = f(ω2, ω1)
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Colors

Lo(x, ωo, λ) = Le(x, ωo, λ) + ∫Ω
f(x, ωi, ωo, λ) Li(x, ωi, λ) (ωi ⋅ n)dωi

L(x, ω) : ℝ3 × 𝕊2 ↦ ℝ3
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Differentiable Rendering

The structure of differentiable renderers, pros and cons and assumptions of different algorithms.

Part of our problem relates to inverting the rendering process: Given 2D images, we want to reconstruct 3D 
scenes. Differentiable rendering is one way of exactly inverting the rendering process.Why?
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InstantNGP, Müller et al. 2022Differentiable Signed Distance Function Rendering,  
Vicini et al. 2022
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Inverse Graphics: Given Images, Infer Camera 
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3D Scene

How to get camera poses?
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3D Scene

Bundle Adjustment (Multi-View Geometry Lecture)!

Input Images Optimize NeRF Render new viewsInput Images Optimize NeRF Render new views

Camera PosesImages

Reconstruct

Bundle Adjustment
Let ⇧ = {⇡i} denote the N cameras including their intrinsic and extrinsic parameters.
Let Xw = {xw

p } with xw
p 2 R3 denote the set of P �D points in world coordinates.

Let Xs = {xs
ip} with xs

ip 2 R2 denote the image (screen) observations in all i cameras.

Bundle adjustment minimizes the reprojection error of all observations:

⇧⇤,X ⇤
w = argmin

⇧,Xw

NX

i=1

PX

p=1

wip kxs
ip � ⇡i(x

w
p )k

2
2

Here, wip indicates if point p is observed in image i and ⇡i(xw
p ) is the �D-to-�D

projection of �D world point xw
p onto the �D image plane of the i’th camera, i.e.:

⇡i(x
w
p ) =

 
x̃sp/w̃

s
p

ỹsp/w̃
s
p

!
with x̃s

p = Ki(Ri x
w
p + ti)

��



3D Scene

Can assume we know the camera poses.

Input Images Optimize NeRF Render new viewsInput Images Optimize NeRF Render new views

Camera PosesImages

Reconstruct
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Differentiable Rendering

Optimization via SGD
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Differentiable Rendering

Given an observable variable (pixel colors), we will build a differentiable forward model that  
we then use to estimate unobserved (latent) variables (geometry, appearance)!

Input Images Optimize NeRF Render new views

Scene 
Representation

Input Images Optimize NeRF Render new views

GT Images

Input Images Optimize NeRF Render new views

Rendered Images

Differentiable 
Renderer



Questions?

81Neural Radiance Fields, Mildenhall et al. 2021
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General structure of Neural Renderers for 3D Fields

:ℝ3 → ℝn

Sphere-Tracing 
[JC Hart, 1996]
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𝒙 ∈ Free  
Space

Neural Field
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[
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Φ:ℝ3    ℝ𝑛

Scene Representation Networks (Sitzmann et al. 2019)

Free Space𝑥2

Objects

𝑥1



𝑥2

𝑥1

Sphere Tracing

Free Space
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Neural Renderer Step 1: Intersection Testing.

[]……

[]…
SRN:ℝ3     ℝ𝑛Scene Representation 

?

?
?

?

?

How to parameterize scene geometry?

{x |SDF(x) = 0}

SDF(x) = r

SDF(x) = r
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Signed Distance Function maps point to distance to closest surface.

Scene Representation 
ℝ𝑛    ℝ1
SDF MLP
ℝ𝑛    ℝ1

{𝑥 |SDF(𝑥) = 0}

{𝑥 |SDF(𝑥) = 0}

SRN:ℝ3     ℝ𝑛

?

?
?

?

?

How to parameterize scene geometry?

DeepSDF: Learning Continuous Signed Distance Functions for Shape Representation, Mescheder et al.
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March along ray until we find zero-levelset.
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Sphere Tracing Step 1: Intersection Testing.
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How to find intersections?
March along ray until we find zero-levelset.

{𝑥 |SDF(𝑥) = 0}

Naïve solution: constant steplength. Too expensive!

?

?
?

?

?
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Sphere Tracing Step 1: Intersection Testing.
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Sphere Tracing Step 1: Intersection Testing.

𝒗𝑖 feature 
vector

Scene Representation 

𝛿𝑖+1

Step length

𝐱𝟎

ℝ𝑛    ℝ1
SDF MLP

𝐱𝑖

world  
coordinates

SRN:ℝ3     ℝ𝑛
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Sphere Tracing Step 1: Intersection Testing.

𝐱𝟏

Guaranteed to not step through a surface.

Guaranteed to converge to surface.

ℝ𝑛    ℝ1
SDF MLP Step LSTM
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Sphere Tracing Step 1: Intersection Testing.

Final intersection estimate 𝑥𝑛

Length of each ray yields the depth map!



Neural Renderer Step 2: Color Generation

Scene Representation 
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Color MLP
ℝ𝑛    ℝ3SRN:ℝ3     ℝ𝑛
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Scene Representation Color MLP
ℝ𝑛    ℝ3SRN:ℝ3     ℝ𝑛
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Scene Representation Color MLP
ℝ𝑛    ℝ3SRN:ℝ3     ℝ𝑛

103

δxn

δΘ
=

δxn − 1
δΘ

+
SDF(SRN(xn−1))

δΘ
= ⋅ ⋅ ⋅

• End-to-end differentiable!

• But: Not obvious how these 
gradients manifest zero-levelsets.
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Further reading on computing gradients of 
sphere-tracing based renderers

Differentiable Rendering of Neural SDFs 
through Reparameterization 

Bangaru et al. 2022


Differentiable Volumetric Rendering 
Niemeyer et al. 2020


Differentiable signed distance function 
rendering


 Vicini et al. 2022




Vincent Sitzmann, CVPR 2022 Tutorial on Neural Fields

Hybrid implicit-
volumetricVolumetric Learned 

aggregation

General structure of Neural Renderers for 3D Fields

Sphere-Tracing 
[JC Hart, 1996]



Volume Rendering
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Scene is a cloud of tiny colored particles

Max and Chen 2010, Local and Global Illumination in the Volume Rendering Integral

Slide credit: Ben MildenhallNeural Radiance Fields, Mildenhall et al. 2021
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If a ray traveling through the scene hits a 
particle at , we return its color t c(t)

Camera

Ray r(t) = o + td

Slide credit: Ben MildenhallNeural Radiance Fields, Mildenhall et al. 2021
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If a ray traveling through the scene hits a 
particle at , we return its color t c(t)

Camera

Ray r(t) = o + td

t

Slide credit: Ben MildenhallNeural Radiance Fields, Mildenhall et al. 2021
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Probability that ray stops in a small interval around  is .  
 is known as the Volume Density.

t σ(t) dt
σ

P[hit at t] = σ(t) dtt

Slide credit: Ben MildenhallNeural Radiance Fields, Mildenhall et al. 2021
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Probability that ray stops in a small interval around  is .  
 is known as the Volume Density.

t σ(t) dt
σ

P[hit at t] = σ(t) dtt

Slide credit: Ben Mildenhall

Φ : ℝ3 → ℝ3 × ℝ+; Φ(x) = (σ, c)
Our field thus has the function signature:

Neural Radiance Fields, Mildenhall et al. 2021
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To determine if  is the first hit, need to know : 
probability that the ray didn’t hit any particles earlier. 

 is called Transmittance.

t T(t)

T(t)

P[no hits before t] = T(t)

t

Slide credit: Ben MildenhallNeural Radiance Fields, Mildenhall et al. 2021



Volume Rendering
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 and  are related via σ T
P[no hit before t + dt] = P[no hit before t] × P[no hit at t]

P[no hits before t] = T(t)

t P[hit at t] = σ(t) dt

Slide credit: Ben MildenhallNeural Radiance Fields, Mildenhall et al. 2021



 and  are related via σ T
P[ T(t + dt) ] = P[ T(t) ] × P[ 1 − σ(t)dt ]

Volume Rendering
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P[no hits before t] = T(t)

t P[hit at t] = σ(t) dt

Slide credit: Ben MildenhallNeural Radiance Fields, Mildenhall et al. 2021
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T(t + dt) = T(t)(1 − σ(t)dt)

P[ T(t + dt) ] = P[ T(t) ] × P[ 1 − σ(t)dt ]

Slide credit: Ben MildenhallNeural Radiance Fields, Mildenhall et al. 2021
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T(t + dt) − T(t)
dt

= − T(t)σ(t)

T′￼(t) = − T(t)σ(t)

T′￼(t)
T(t)

= − σ(t)

∫
b

a

T′￼(t)
T(t)

dt = − ∫
b

a
σ(t)dt

log T(t) |b
a = − ∫

b

a
σ(t)dt

T(t + dt) = T(t)(1 − σ(t)dt)

Neural Radiance Fields, Mildenhall et al. 2021



Volume Rendering
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T(t + dt) = T(t)(1 − σ(t)dt)

Solving simple  
differential equation 

(for great explanation, see  
“Volume Rendering Digest”,  

Tagliasacchi et al.)

T(t + dt) − T(t)
dt

= − T(t)σ(t)

T′￼(t) = − T(t)σ(t)

T′￼(t)
T(t)

= − σ(t)

∫
b

a

T′￼(t)
T(t)

dt = − ∫
b

a
σ(t)dt

log T(t) |b
a = − ∫

b

a
σ(t)dt

Neural Radiance Fields, Mildenhall et al. 2021



Volume Rendering
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T(a → b) :=
T(b)
T(a)

= exp (−∫
b

a
σ(t)dt)

T(t + dt) = T(t)(1 − σ(t)dt)

T(t + dt) − T(t)
dt

= − T(t)σ(t)

T′￼(t) = − T(t)σ(t)

T′￼(t)
T(t)

= − σ(t)

∫
b

a

T′￼(t)
T(t)

dt = − ∫
b

a
σ(t)dt

log T(t) |b
a = − ∫

b

a
σ(t)dt

Neural Radiance Fields, Mildenhall et al. 2021
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T(a → b) :=
T(b)
T(a)

= exp (−∫
b

a
σ(t)dt)

Neural Radiance Fields, Mildenhall et al. 2021



Volume Rendering
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T(a → b) :=
T(b)
T(a)

= exp (−∫
b

a
σ(t)dt)

T(t) := T(0 → t) = exp (−∫
t

0
σ(a)da)

Neural Radiance Fields, Mildenhall et al. 2021



Volume Rendering

120

No hits before  is equal to integral over density up until .t t

T(t) = exp (−∫
t

0
σ(a)da)

Neural Radiance Fields, Mildenhall et al. 2021



Volume Rendering
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No hits before  is equal to integral over density up until .t t

T(t) = exp (−∫
t

0
σ(a)da)

 can be seen as cumulative distribution function of  
probability that ray hits something before reaching .

1 − T(t)
t

Neural Radiance Fields, Mildenhall et al. 2021



Volume Rendering
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No hits before  is equal to integral over density up until .t t

T(t) = exp (−∫
t

0
σ(a)da)

Then  is probability that ray stops exactly at T′￼(t) = T(t)σ(t) t .

 can be seen as cumulative distribution function of  
probability that ray hits something before reaching .

1 − T(t)
t

Neural Radiance Fields, Mildenhall et al. 2021
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Volume Rendering
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Then  is probability that ray stops exactly at T′￼(t) = T(t)σ(t) t .

Neural Radiance Fields, Mildenhall et al. 2021



Volume Rendering
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Then  is probability that ray stops exactly at T′￼(t) = T(t)σ(t) t .

So the expected color returned by the ray will be 


Note the nested integral!

∫
t1

t0

T(t)σ(t)c(t) dt

Neural Radiance Fields, Mildenhall et al. 2021
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We use quadrature to approximate the nested integral,  

Slide credit: Ben MildenhallNeural Radiance Fields, Mildenhall et al. 2021
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We use quadrature to approximate the nested integral,  
splitting the ray up into  segments with endpoints  n {t1, t2, …, tn+1}

tN

t1

tn+1

ti

Slide credit: Ben MildenhallNeural Radiance Fields, Mildenhall et al. 2021



Approximating the nested integral
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We use quadrature to approximate the nested integral,  
splitting the ray up into  segments with endpoints  n {t1, t2, …, tn+1}

tN

t1

tn+1

ti

Slide credit: Ben Mildenhall

“Far Plane”

“Near Plane”

Neural Radiance Fields, Mildenhall et al. 2021



Approximating the nested integral
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We use quadrature to approximate the nested integral,  
splitting the ray up into  segments with endpoints  
with lengths 

n {t1, t2, …, tn+1}
δi = ti+1 − ti

tN

t1

tn+1

δi

ti

Slide credit: Ben MildenhallNeural Radiance Fields, Mildenhall et al. 2021



Approximating the nested integral
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We assume volume density and color are 
roughly constant within each interval

tN

ti

Slide credit: Ben MildenhallNeural Radiance Fields, Mildenhall et al. 2021



Approximating the nested integral
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This allows us to break the outer integral 
into a sum of analytic integrals

∫ T(t)σ(t)c(t) dt ≈
n

∑
i=1

∫
ti+1

ti

T(t)σici dt

Slide credit: Ben MildenhallNeural Radiance Fields, Mildenhall et al. 2021



Approximating the nested integral
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∫ T(t)σ(t)c(t) dt ≈
n

∑
i=1

∫
ti+1

ti

T(t)σici dt

This allows us to break the outer integral 
into a sum of analytically tractable integrals

Slide credit: Ben MildenhallNeural Radiance Fields, Mildenhall et al. 2021



Approximating the nested integral
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Caveat: piecewise constant density and color 
do not imply constant transmittance!

∫ T(t)σ(t)c(t) dt ≈
n

∑
i=1

∫
ti+1

ti

T(t)σici dt

Slide credit: Ben MildenhallNeural Radiance Fields, Mildenhall et al. 2021



Approximating the nested integral
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Caveat: piecewise constant density and color 
do not imply constant transmittance! 

Important to account for how early part of a 
segment blocks later part when  is highσi

∫ T(t)σ(t)c(t) dt ≈
n

∑
i=1

∫
ti+1

ti

T(t)σici dt

Slide credit: Ben MildenhallNeural Radiance Fields, Mildenhall et al. 2021
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∫ T(t)σ(t)c(t) dt ≈
n

∑
i=1

∫
ti+1

ti

T(t)σici dt

For , t ∈ [ti, ti+1] T(t) = exp (−∫
ti

t1

σi ds) exp (−∫
t

ti

σi ds)

Slide credit: Ben MildenhallNeural Radiance Fields, Mildenhall et al. 2021



Approximating the nested integral
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∫ T(t)σ(t)c(t) dt ≈
n

∑
i=1

∫
ti+1

ti

T(t)σici dt

For , t ∈ [ti, ti+1] T(t) = exp (−∫
ti

t1

σi ds) exp (−∫
t

ti

σi ds)

exp −
i−1

∑
j=1

σjδj = Ti
“How much is blocked by 
all previous segments?”

Slide credit: Ben MildenhallNeural Radiance Fields, Mildenhall et al. 2021



Approximating the nested integral

∫ T(t)σ(t)c(t) dt ≈
n

∑
i=1

∫
ti+1

ti

T(t)σici dt

For , t ∈ [ti, ti+1] T(t) = exp (−∫
ti

t1

σi ds) exp (−∫
t

ti

σi ds)

exp (−σi(t − ti))“How much is blocked partway 
through the current segment?”

Slide credit: Ben MildenhallNeural Radiance Fields, Mildenhall et al. 2021
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∫ T(t)σ(t)c(t) dt ≈
n

∑
i=1

∫
ti+1

ti

T(t)σici dt

Slide credit: Ben MildenhallNeural Radiance Fields, Mildenhall et al. 2021



Approximating the nested integral
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∫ T(t)σ(t)c(t) dt ≈
n

∑
i=1

∫
ti+1

ti

T(t)σici dt

=
n

∑
i=1

Tiσici ∫
ti+1

ti

exp (−σi(t − ti)) dtSubstitute

Slide credit: Ben MildenhallNeural Radiance Fields, Mildenhall et al. 2021
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∫ T(t)σ(t)c(t) dt ≈
n

∑
i=1

∫
ti+1

ti

T(t)σici dt

=
n

∑
i=1

Tiσici ∫
ti+1

ti

exp (−σi(t − ti)) dt

=
n

∑
i=1

Tiσici
exp (−σi(ti+1 − ti)) − 1

−σi
Integrate

Slide credit: Ben MildenhallNeural Radiance Fields, Mildenhall et al. 2021
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∫ T(t)σ(t)c(t) dt ≈
n

∑
i=1

∫
ti+1

ti

T(t)σici dt

=
n

∑
i=1

Tiσici ∫
ti+1

ti

exp (−σi(t − ti)) dt

=
n

∑
i=1

Tiσici
exp (−σi(ti+1 − ti)) − 1

−σi

=
n

∑
i=1

Tici (1 − exp(−σiδi))Cancel σi

Slide credit: Ben MildenhallNeural Radiance Fields, Mildenhall et al. 2021



Summary: volume rendering integral estimate
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Rendering model for ray : 

How much light is blocked earlier along ray: 

How much light is contributed by ray segment i: 

r(t) = o + td

3D volume
t1

tN

Camera

Ray

colors

weights

c ≈
n

∑
i=1

Tiαici

Ti =
i−1

∏
j=1

(1 − αj)

αi = 1 − exp(−σiδi)

tn+1

t1 Ti

αi

ti

Slide credit: Ben MildenhallNeural Radiance Fields, Mildenhall et al. 2021

“Far Plane”

“Near Plane”
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Differentiable Renderer is done!

Given an observable variable (pixel colors), we will build a differentiable forward model that  
we then use to estimate unobserved (latent) variables (geometry, appearance)!

Input Images Optimize NeRF Render new views

Scene 
Representation

Input Images Optimize NeRF Render new views

GT Images

Input Images Optimize NeRF Render new views

Rendered Images

Differentiable 
Renderer
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+ },…{

{(ℐ, 𝜉)𝑖}
𝑁

𝑖=1

Scene Representation Neural Renderer
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Test case: Single scene with many observations.

145

argmin
𝝓,𝜽 ∑

𝑖

Render𝜽(Srn𝝓, 𝜉𝑖) − ℐ𝑖  

+ },…{

{(ℐ, 𝜉)𝑖}
𝑁

𝑖=1

Optimization

Scene Representation Neural Renderer



Test case: Single scene with many observations.

145

argmin
𝝓,𝜽 ∑

𝑖

Render𝜽(Srn𝝓, 𝜉𝑖) − ℐ𝑖  

+ },…{

{(ℐ, 𝜉)𝑖}
𝑁

𝑖=1

Optimization

Novel View Synthesis

Normal map RGB

Scene Representation Neural Renderer
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The explosion of neural implicit representations in inverse graphics

147
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The explosion of neural implicit representations in inverse graphics
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Scene Representation Networks 
Sitzmann et al. 2019 
First differentiable renderer for implicit 
representations. 
Focused on single-image 
reconstruction.

NeRF 
Mildenhall et al. 2020 
Alternative diff. renderer. 
High-frequency detail. 
View dependence. 
Focused on single-scene 
reconstruction.

2020

2019

IDR 
Yariv et al. 2020 
Improved ray-marcher. 
View dependence. 
Focused on single-scene 
reconstruction

PixelNeRF 
Yu et al. 2020 
Forward-pass inference via 
convnet. 
Focused on single-image 
reconstruction.
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2020

2019

Mildenhall et al. 2020 Chan et al. 2020 Yu et al. 2020 Lin et al. 2020

Schwarz et al. 2020Yariv et al. 2020Sitzmann et al. 2020

The explosion of neural implicit representations in inverse graphics
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2020

2019

Mildenhall et al. 2020 Chan et al. 2020 Yu et al. 2020 Lin et al. 2020

Schwarz et al. 2020Yariv et al. 2020Sitzmann et al. 2020

The explosion of neural implicit representations in inverse graphics



3D Inverse Graphics Taxonomy

Field Parameterization Geometry & Appearance Model

Forward Map Inference Method
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Parameterization
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Forward Map Inference Model

Feature-based 
Representation

Volumetric Sampling, 
Softmax Attention Per-Scene Optimization

- Reasonable quality overfitting 
- Fast rendering 
- Noisy geometry 
- Requires Many Images 

 DeepVoxels (CVPR 2018)
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Scene Representation Networks (NeurIPS 2019)

Field Parameterization Geometry & Appearance Model

Forward Map Inference Model

SDF View-independent 
Radiance

LSTM-based sphere tracing

{𝑥 |SDF(𝑥) = 0}

Per-Scene Optimization

x ↦ C

Auto-Decoding or
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- Low storage cost (weights)
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Radiance
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- High memory cost in forward pass 
- Low Storage Cost (weights) 
- Noisy or Cloudy Geometry 
- Requires Many Images 

View-Dependent 
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NeRF (Mildenhall et al. ECCV 2020)

Great out-of-the-box performance

Great looking results for single-scene reconstruction


Ben donated slides ;)


Inspired a boom in 3D reconstruction via differentiable 
volumetric rendering!
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Faster Radiance Fields w/ Hybrid Data Structures
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Field Parameterization
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Plenoxels: Radiance Fields … 
[Yu et al. 2022]
Direct Voxel Grid Optimization  
[Sun et al. 2021]

Voxel Grid

Point Cloud + MLP

Voxel Grid + Hashmap + MLP

InstantNGP: Instant Neural … 
[Müller et al. 2022]

PointNeRF: Point-based Neural … 
[Xu et al. 2022]

Tensor Factorization / Triplane + MLP

Efficient Geometry-aware 3D… 
[Chan et al. 2022]
TensorRF: Tensor Radiance Fields 
[Chen & Xu et al. 2022]

• Faster fitting

• Faster rendering

• Lower forward pass memory footprint

• May achieve higher quality than vanilla NeRF

• Voxels: Memory intense
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Hybrid Volumetric / Level Set Representations
UNISURF 

[Oechsle et al., ICCV 2021]
NeuS 

[Wang et al., NeurIPS 2021]
VolSDF 

[Yariv et al., NeurIPS 2021]

NeuS NeRF

• Surface is well defined
• No noisy or cloudy geometry
• Good for solid objects
• Not good for complex scene phenomena 

(transparency)
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https://arxiv.org/pdf/2111.11426.pdf


How far does this get us?

Lo(x, ωo, λ) = Le(x, ωo, λ) + ∫Ω
f(x, ωi, ωo, λ) Li(x, ωi, λ) (ωi ⋅ n)dωi

Lo(x, ωo, λ) = Le(x, λ)

No “true” reflections, no diffuse inter-reflections, no re-lighting, no materials, no…

σ = σ(x)
c = c(x)
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How far does this get us?

Lo(x, ωo, λ) = Le(x, ωo, λ) + ∫Ω
f(x, ωi, ωo, λ) Li(x, ωi, λ) (ωi ⋅ n)dωi

Lo(x, ωo, λ) = Le(x, ωo, λ)

σ = σ(x)
c = c(x, ωo)

Can now approximate everything, but materials etc. are not enforced.
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:ℝ3 → ℝn

[Adelson et al. 1991, Levoy et al. 1996, Gortler et al. 1996]

Light Field
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Light Field Networks

Ray Parameterization

An Alternative Scene Representation

r
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Overfitting doesn’t work out-of-the-box: No built-in multi-view 
consistency!
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Overfitting case: Inference = Fitting via Gradient Descent
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Overfitting case: Inference = Fitting via Gradient Descent
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Sitzmann et al:  Scene Representation Networks: Continuous 3D-Structure-Aware Neural Scene Representations, NeurIPS 2020.

min Render𝜽(Srn𝝓, 𝜉𝑖) − ℐ𝑖

Optimization

Novel View Synthesis

Normal map RGB



What if observations don’t constrain scene representation?
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What if observations don’t constrain scene representation?
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Render𝜽

+

(ℐ, 𝜉)
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Render𝜽(Srn𝝓, 𝜉) − ℐ
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No 3D inform.

Normal map RGB GT

Input
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