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Recap: Differentiable/Inverse  Rendering 
Overfitting to a single scene

Optimization via SGD

Input Images Optimize NeRF Render new views

Scene 
Representation Neural Renderer

Input Images Optimize NeRF Render new views

GT Images

Input Images Optimize NeRF Render new views

Rendered Images



Single scene with many observations.
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How about scene with not so many observations ??
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? ?



Case study: Light Field Networks

Ray Parameterization

An Alternative Scene Representation

r



Vincent Sitzmann & Semon Rezchikov, NeurIPS 2021

Overfitting doesn’t work out-of-the-box: No built-in multi-view 
consistency!

Context Views
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Overfitting doesn’t work out-of-the-box: No built-in multi-view 
consistency!

Context Views Intermediate Views



Today: Learned inference algorithms!

Observations

Inference

Renderings

?

How to express priors over 3D scenes using deep learning, different ways of doing inference (encoding, 
auto-decoding)

We humans can reconstruct 3D from incomplete observations, by using knowledge that we have learned 
about the world. Deep learning is the best way we know to date to learn such priors from data.Why?

What you’ll 
learn.
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Unsupervised Learning: What priors can 
we learn from observations only?
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Image

X

argmin
F

EX[||F(X)�X||]

Reconstructed 
image

X̂

“Auto-Encoder”

F

Auto-Encoding
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Reconstructed 
image

X̂

Image

X

[e.g., Hinton & Salakhutdinov, Science 2006]

Latent code z

Auto-Encoding
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Reconstructed 
image

X̂

Image

X

[e.g., Hinton & Salakhutdinov, Science 2006]

Latent code z

( <latexit sha1_base64="IQ9rfBjF5dHqaKhOKRY5gLpoxQ4="></latexit><latexit sha1_base64="IQ9rfBjF5dHqaKhOKRY5gLpoxQ4="></latexit><latexit sha1_base64="IQ9rfBjF5dHqaKhOKRY5gLpoxQ4="></latexit><latexit sha1_base64="IQ9rfBjF5dHqaKhOKRY5gLpoxQ4="></latexit>

Encoder
( <latexit sha1_base64="IQ9rfBjF5dHqaKhOKRY5gLpoxQ4="></latexit><latexit sha1_base64="IQ9rfBjF5dHqaKhOKRY5gLpoxQ4="></latexit><latexit sha1_base64="IQ9rfBjF5dHqaKhOKRY5gLpoxQ4="></latexit><latexit sha1_base64="IQ9rfBjF5dHqaKhOKRY5gLpoxQ4="></latexit>

Decoder

Auto-Encoding
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Reconstructed 
image

Image

X X̂ = F(X)F

“Coral”“Fish”

Learning Signal: Forced Compression

Hopefully



On MNIST Digits: Clustering Latent Variables z



Side discussion: self-supervised learning
• General strategy: 


• Train on reconstructing input data


• Make task hard in some way to force the model to learn something 
intelligent


• Autoencoder: make hard by forcing latent to be small


• Masked autoencoders: make hard by masking part of the input


• DINO a bit different: force to learn same thing regardless of crop.  
You can argue that cropping is the same as masking. But loss is different. 
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Self-supervised Scene Representation Learning
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+ +Observations 

Image + Pose & Intrinsics
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+ +Observations 

Image + Pose & Intrinsics

What can we learn about latent 3D scenes from observations? 
 

Vision: Learn rich representations just by watching video!

{

Self-supervised Scene Representation Learning

},…Latent 3D Scenes

}{

,

,…,
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2D baseline: Auto-Encoder-Like model
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2D baseline: Auto-Encoder-Like model

Latent Code 
z

Output Pose

Convolutional  
Encoder

Convolutional 
Decoder

18

Input Image

∈ ℝ3×4

⨁

F Render GT
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Doesn’t capture 3D properties of scenes.

Trained on ~2500 shapenet cars with 50 observations each.
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Vincent Sitzmann, NeurIPS 2019

Doesn’t capture 3D properties of scenes.

Trained on ~2500 shapenet cars with 50 observations each.

Doesn’t appear to have fully discovered 3D. 
Why?
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Vincent Sitzmann, NeurIPS 2019

Doesn’t capture 3D properties of scenes.

Trained on ~2500 shapenet cars with 50 observations each.

First hypothesis: Doesn’t have 3D structure, therefore,  
just finds some function that explains the training set that  

ends up being different from the “true” function.



2D baseline: Auto-Encoder-Like model

Latent Code 
z

Convolutional  
Encoder

Convolutional 
Decoder
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Input Image

Output Pose

∈ ℝ3×4

⨁

F Render



2D baseline: Auto-Encoder-Like model

Latent Code 
zConvolutional  

Encoder
Convolutional 

Decoder

22

Input Image Render

Output Pose

∈ ℝ3×4

Inference Scene 
Representation Renderer



Inductive bias

3D-Structured Decoder

Convolutional  
Encoder

23

Input Image Render

Output Pose

∈ ℝ3×4

Inference Scene 
Representation Renderer

Φ : ℝ → ℝn



3D-Structured Decoder

Convolutional  
Encoder

24

Input Image

Inference Scene 
Representation

Encoder predict the parameters of the scene representation. 

Voxel Grid



3D-Structured Decoder

Convolutional  
Encoder
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Input Image

Inference Scene 
Representation

TriPlane

Encoder predict the parameters of the scene representation. 



3D-Structured Decoder

Convolutional  
Encoder

26

Input Image

Inference Scene 
Representation

Neural Field

Encoder predict the parameters of the scene representation. 



When representation is a neural network:  
Conditioning Neural Fields by predicting parameters

27

Neural Field 
Representation

To condition neural field, can literally have MLP that takes as input  
 and outputs all of the parameters (weights, biases) of the neural field.z

Latent Code z “Hypernetwork”

Latent Code 
z



Conditioning Voxel Grids by predicting parameters

28

Voxel Grid 
Representation

To condition voxel grid, can apply 3D de-convolutional neural network  
(aka transpose convolutions) to upsample  latent code to 

.
1 × 1 × 1 × ch

N × N × N × ch

Latent Code z
Transpose 3D 
Convolutions

Latent Code 
z



Conditioning Neural Fields: Conditioning via Concatenation

29

Neural Field 
Representation

For neural fields, can concatenate latent code and query coordinate as input. 
 

Less expressive than hyper net, but also often fine - for more alternatives, see 
section 2.1.3. in Neural Fields in Visual Computing and Beyond, Xie et al.

Latent Code z

Query Coordinate x ⨁

https://arxiv.org/pdf/2111.11426.pdf


Conditioning Neural Fields: Conditioning via Concatenation

30

You already know this: That’s what’s usually done in hybrid discrete-continuous 
Representations!



Note on Terminology

Convolutional  
Encoder

31

Input Image

Inference

The Latent Codes are what’s actually encoding the scene! 
 

What we previously called “Scene Representation” can now be seen as a  
way of decoding the latents, just as the 2D convolutions were before.

Scene Representation: 
Latent Codes {zi}N

i=1

…



Summary: General Framework

Neural RendererInference

(One or several) 
Latent Codes {zi}N

i=1

Decoder
…



Summary: General Framework

Neural RendererInference Decoder

(One or several) 
Latent Codes {zi}N

i=1

…

What are the Latent Codes and how many should there be?



Summary: General Framework

Neural RendererDecoder

(One or several) 
Latent Codes {zi}N

i=1

…

How to get the latent codes from images? 
 

How to guarantee generalization?

Inference



Summary: General Framework
(One or several) 

Latent Codes {zi}N
i=1

…

What forms & shapes can the decoder take?  
 

Does the Scene Representation always have to be 3D / volumetric? 

Do we need 3D volumetric renderers?

Inference Neural RendererDecoder



Specific Model

Single Latent 
z

Conv. 
Encoder

Neural Field Sphere Tracing



Learn inference model from many images of many scenes.
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Learn inference model from many images of many scenes.

37

}{ ,…,

Normal map RGBInput view

Normal map RGBOut-of-distribution 
Input view

Wrong window color, wrong tires, wrong shape…

Dataset

Model

Output



Specific Model

Single Latent 
z

Neural Field Sphere Tracing

?

Can we think of an alternative inference method?



Training: Initialize one embedding per scene

embedding 𝑧0

+

+embedding 𝑧1

embedding 𝑧𝑛

39𝑧𝑗=0,…,𝑛~𝒩(0,𝜎2)



Training: Initialize one embedding per scene

+ },…embedding 𝑧0 {

}
,…

{ +

+ },…{embedding 𝑧1

embedding 𝑧𝑛

39𝑧𝑗=0,…,𝑛~𝒩(0,𝜎2)



Decode embedding into scene representation

+

40

+embedding 𝑧0

Srn𝜙=𝐻𝑁𝜓(𝑧0)



Decode embedding into scene representation

+

41

Srn𝜙=𝐻𝑁𝜓(𝑧0)

?embedding 𝑧0



Decode embedding into scene representation

+

42

Hypernetwork1

HN𝝍 Srn𝜙=𝐻𝑁𝜓(𝑧0)

embedding 𝑧0

1[Schmidhuber et al. 1992, Schmidhuber et al. 1993, Stanley et al. 2009, Ha et al., 2016]



Render training view

43

Render𝜽HN𝝍

embedding 𝑧0

Srn𝜙=𝐻𝑁𝜓(𝑧0)



Co-optimize embeddings and model weights!

embedding 𝑧0 ∈ ℝ𝑘

44

Hypernetwork 

arg min
{𝑧𝑗}

𝑀

𝑗=1
,𝝍,𝜽

∑
𝑗

∑
𝑖

Render𝜽(Srn𝜙=𝐻𝑁𝜓(𝑧𝑗), 𝜉𝑖) − ℐ𝑗
𝑖  

Render𝜽HN𝝍 Srn𝜙=𝐻𝑁𝜓(𝑧0)



Test time: initialize new embedding

45

+embedding 𝑧 +

Render𝜽HN𝝍 Srn𝜙=𝐻𝑁𝜓(𝑧0)



Inference: Freeze model weights, backprop into embedding only!

46

embedding 𝑧

𝑧̂ = argmin
𝑧

Render𝜽(Srn𝜙=𝐻𝑁𝜓(𝑧), 𝜉)  − ℐ

Render𝜽HN𝝍 Srn𝜙=𝐻𝑁𝜓(𝑧0)

3D-structured, resolution-invariant! 
Samples need not lie on regular grids!



Vincent Sitzmann, CVPR 2022 Tutorial on Neural Fields

Encoding & Auto-Decoding

47Neural Fields in Visual Computing and Beyond, Xie et al., EG STAR 2022

Encoding



Vincent Sitzmann, CVPR 2022 Tutorial on Neural Fields

Encoding & Auto-Decoding

47Neural Fields in Visual Computing and Beyond, Xie et al., EG STAR 2022

Encoding Auto-Decoding
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Out-of-distribution generalization

48

Reconstructions

CNN encoder

Input

argminz∥Render(SRN, ξ) − ℐ∥



Out-of-distribution generalization

48

3D structure enables generalization  
to out-of-distribution camera poses!

Reconstructions

CNN encoder

Input

argminz∥Render(SRN, ξ) − ℐ∥



Scene Representation Networks (Sitzmann et al., Neurips 2019)

,,
…

,,
…
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…
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49

argmin
𝑧

…

Enable reconstruction from incomplete observations!

Scene understanding!



SRNs (Ours)

Tatarchenko et al. 
2015

Deterministic 
GQN, adapted 

Eslami et al.  
2018

Worrall et al. 
2017

Input observation

Single-shot reconstruction of held-out test objects

Scene Representation Networks: Continuous 3D-structure Aware Neural Scene Representations, Sitzmann et al., NeurIPS
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512x512
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Surface Normals RGB

Sampling at arbitrary resolutions

51
Scene Representation Networks: Continuous 3D-structure Aware Neural Scene Representations, Sitzmann et al., NeurIPS
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Scene Representation Networks: Continuous 3D-structure Aware Neural Scene Representations, Sitzmann et al., NeurIPS



Camera RollCamera close-up

SRNs

Generalization to unseen camera poses
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Scene Representation Networks: Continuous 3D-structure Aware Neural Scene Representations, Sitzmann et al., NeurIPS
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Tatarchenko et al.

Generalization to unseen camera poses
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Scene Representation Networks: Continuous 3D-structure Aware Neural Scene Representations, Sitzmann et al., NeurIPS
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Tatarchenko et al.

Generalization to unseen camera poses

53
Scene Representation Networks: Continuous 3D-structure Aware Neural Scene Representations, Sitzmann et al., NeurIPS



Surface Normals RGB

Latent code interpolation
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Scene Representation Networks: Continuous 3D-structure Aware Neural Scene Representations, Sitzmann et al., NeurIPS



Surface Normals RGB

Latent code interpolation

54
Scene Representation Networks: Continuous 3D-structure Aware Neural Scene Representations, Sitzmann et al., NeurIPS



Can generalize across simple room-scale scenes.
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Can generalize across simple room-scale scenes.

55
Scene Representation Networks: Continuous 3D-structure Aware Neural Scene Representations, Sitzmann et al., NeurIPS
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Vincent Sitzmann, CVPR 2022 Tutorial on Neural Fields

Global Latent Codes: Enables reconstruction from partial observations!

57Scene Representation Networks: Continuous  
3D-Structure-Aware Neural Scene Representations, NeurIPS 2019.

Differential Volumetric Rendering, 
Niemeyer et al., CVPR 2020

DeepSDF, Occupancy Networks, IM-Net
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58Scene Representation Networks: Continuous  
3D-Structure-Aware Neural Scene Representations, NeurIPS 2019.

Differential Volumetric Rendering, 
Niemeyer et al., CVPR 2020

DeepSDF, Occupancy Networks, IM-Net

Key limitation: Non-compositional scenes.
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Global Latent Codes: Enables reconstruction from partial observations!

58Scene Representation Networks: Continuous  
3D-Structure-Aware Neural Scene Representations, NeurIPS 2019.

Differential Volumetric Rendering, 
Niemeyer et al., CVPR 2020

DeepSDF, Occupancy Networks, IM-Net

Key limitation: Non-compositional scenes.
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Global Latent Codes

59Neural Fields in Visual Computing and Beyond, Xie et al., EG STAR 2022

Global Conditioning Local Conditioning
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Local Latent Codes

60Neural Fields in Visual Computing and Beyond, Xie et al., EG STAR 2022

Global Conditioning Local Conditioning
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From point clouds: Conditioning on Feature Voxel grids

61

Convolutional Occupancy Networks [Peng et al. 2020] 
Local Implicit Grid Representations for 3D Scenes [Jiang et al. 2020] 
Implicit Functions in Feature Space for 3D Shape Reconstruction and Completion [Chabra et al. 2020]  
Deep Local Shapes: Learning Local SDF Priors for Detailed 3D Reconstruction [Chibane et al. 2020]
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From point clouds: Conditioning on Feature Voxel grids
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Convolutional Occupancy Networks [Peng et al. 2020] 
Local Implicit Grid Representations for 3D Scenes [Jiang et al. 2020] 
Implicit Functions in Feature Space for 3D Shape Reconstruction and Completion [Chabra et al. 2020]  
Deep Local Shapes: Learning Local SDF Priors for Detailed 3D Reconstruction [Chibane et al. 2020]
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From point clouds: Conditioning on Feature Voxel grids
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Vincent Sitzmann, CVPR 2022 Tutorial on Neural Fields

From point clouds: Conditioning on Feature Voxel grids

63

Generalizes to Compositional Scenes! 
But: cubic memory complexity :/
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From Point clouds: Ground-plan and Tri-plane factorizations

64Convolutional Occupancy Networks [Peng et al. 2020]
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From Point clouds: Ground-plan and Tri-plane factorizations

66Convolutional Occupancy Networks [Peng et al. 2020]
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From point clouds: Conditioning on Reconstructed Voxelgrids

67

5x less memory!
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From point clouds: Conditioning on Reconstructed Voxelgrids

67

5x less memory!

What latent variables are discovered by the model?



Vincent Sitzmann, CVPR 2022 Tutorial on Neural Fields

Locally Conditioned Latent Space

68
Local Implicit Grid Representations for 3D Scenes, Jiang et al. 2020



Vincent Sitzmann, CVPR 2022 Tutorial on Neural Fields

How to locally condition wrt 
sensor domain

69



Vincent Sitzmann, CVPR 2022 Tutorial on Neural Fields

Local Conditioning: Pixel-Aligned Features.

70

PiFU, Saito et al., ICCV 2019. 
PixelNeRF, Yu et al., CVPR 2021 
Grf: Learning a general radiance field…, Trevithick et al.
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Local Conditioning: Pixel-Aligned Features.

71

PiFU, Saito et al., ICCV 2019. 
PixelNeRF, Yu et al., CVPR 2021 
Grf: Learning a general radiance field…, Trevithick et al.

Essentially, for each output ray location:

Project into input view

Predict RGB, alpha based  on input  view info and 3D location

Implicitly does something similar  to monocular depth prediction



Vincent Sitzmann, CVPR 2022 Tutorial on Neural Fields

Local Conditioning: Pixel-Aligned Features.

72

PiFU, Saito et al., ICCV 2019. 
PixelNeRF, Yu et al., CVPR 2021 
Grf: Learning a general radiance field…, Trevithick et al.

SRNs PixelNeRF
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Local Conditioning: Pixel-Aligned Features.

72

PiFU, Saito et al., ICCV 2019. 
PixelNeRF, Yu et al., CVPR 2021 
Grf: Learning a general radiance field…, Trevithick et al.

SRNs PixelNeRF
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Trained on big 3D dataset

From image to NERF triplane representation


Builds on DINO image features encoder

Transformer decoder turns DINO  
into triplane NERF features

Other bells and whistles




Rendering model (right to left) 
Same idea as grid but separable to reduce dimensionality  
(Three 2D grids instead of 3D grids) 
Project x, y z to 3 orthogonal planes, get one set of features per plane, concatenate

74
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LRM open source version

• https://github.com/3DTopia/OpenLRM 
•

77

https://github.com/3DTopia/OpenLRM


Hybrid Multi-Scale Grid, 

HashMap, Neural Field

Neural Field

To scale, need fast & cheap rendering!
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Idea: Predict 1 Gaussian per pixel (pixel-
aligned Gaussians)



Core Challenge 1: Scale Ambiguity



Core Challenge 2: Local Minima
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Core Challenge 2: Local Minima



Amortized (=feedforward, generalizable) 3D Reconstruction

Input Images

Deep Neural 
Network

Input Images Optimize NeRF Render new viewsInput Images Optimize NeRF Render new views

Reconstruction 
Loss



Reference Views Target View Ours Du et al. GPNR pixelNeRF
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Video results - Acid



Concurrent work “SplatterImage” 
suggests that local minima not a 
huge deal



3D-structured Neural Scene Representations

:ℝ3 → ℝn
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3D-structured Neural Scene Representations

:ℝ3 → ℝn

Hundreds of samples per ray.

Time- and memory-intensive.



:ℝ3 → ℝn

[Adelson et al. 1991, Levoy et al. 1996, Gortler et al. 1996]

Light Field



:ℝ3 → ℝn

Light Field Networks



:ℝ3 → ℝn

Light Field Networks



Light Field Networks

An Alternative Scene Representation
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Light Field Networks

Plücker Coords.

An Alternative Scene Representation



Light Field Networks

Conditioning

Plücker Coords.

An Alternative Scene Representation



Light Field Networks Volumetric Rendering (pixelNeRF)
500 FPS
1 evaluation per ray

0.033 FPS
196 evaluations per ray

Real-time.  
>100x reduction in memory: Can be trained on small GPUs! 

15,000x speed1,000x speed100x speed
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Light Field Networks
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Scene Representation Networks (NeurIPS 2019)

Field Parameterization Geometry & Appearance Model

Forward Map Inference Model

SDF View-independent 
Radiance

LSTM-based sphere tracing

{𝑥 |SDF(𝑥) = 0}

Per-Scene Optimization

x ↦ C

Auto-Decoding or
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Field 
Parameterization

Geometry & 
Appearance Model

Forward Map Inference Model

Volume Rendering Per-Scene Optimization

- When overfitting: Almost photorealistic! 
- Slow Rendering 
- High memory cost in forward pass 
- Low Storage Cost (weights) 
- Noisy or Cloudy Geometry 
- Requires Many Images 

View-Dependent 
Density + Radiance

(x, d) ↦ (σ, C)

NeRF (Mildenhall et al. ECCV 2020)

Great out-of-the-box performance

Great looking results for single-scene reconstruction


Ben donated slides ;)


Inspired a boom in 3D reconstruction via differentiable 
volumetric rendering!
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Faster Radiance Fields w/ Hybrid Data Structures

Geometry & Appearance Model

Forward Map Inference Model

View-Dependent Density + Radiance

Volume Rendering Per-Scene Optimization

(x, d) ↦ (σ, C)

Field Parameterization



Plenoxels: Radiance Fields … 
[Yu et al. 2022]
Direct Voxel Grid Optimization  
[Sun et al. 2021]

Voxel Grid

Point Cloud + MLP

Voxel Grid + Hashmap + MLP

InstantNGP: Instant Neural … 
[Müller et al. 2022]

PointNeRF: Point-based Neural … 
[Xu et al. 2022]

Tensor Factorization / Triplane + MLP

Efficient Geometry-aware 3D… 
[Chan et al. 2022]
TensorRF: Tensor Radiance Fields 
[Chen & Xu et al. 2022]
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Plenoxels: Radiance Fields … 
[Yu et al. 2022]
Direct Voxel Grid Optimization  
[Sun et al. 2021]

Voxel Grid

Point Cloud + MLP

Voxel Grid + Hashmap + MLP

InstantNGP: Instant Neural … 
[Müller et al. 2022]

PointNeRF: Point-based Neural … 
[Xu et al. 2022]

Tensor Factorization / Triplane + MLP

Efficient Geometry-aware 3D… 
[Chan et al. 2022]
TensorRF: Tensor Radiance Fields 
[Chen & Xu et al. 2022]

• Faster fitting

• Faster rendering

• Lower forward pass memory footprint

• May achieve higher quality than vanilla NeRF

• Voxels: Memory intense
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Hybrid Volumetric / Level Set Representations
UNISURF 

[Oechsle et al., ICCV 2021]
NeuS 

[Wang et al., NeurIPS 2021]
VolSDF 

[Yariv et al., NeurIPS 2021]

NeuS NeRF

• Surface is well defined
• No noisy or cloudy geometry
• Good for solid objects
• Not good for complex scene phenomena 

(transparency)



3D Inverse Graphics Taxonomy

Field Parameterization Geometry & Appearance Model

Forward Map Inference Model

MLP / 
Transformer

Voxel Grid, Voxel 
Grid Hybrid

Point Cloud 
Hybrid

Tri-Plane, 
Ground Plan 

Hybrid

3D Density + 
Surface Light 

Field

3D Level Set + 
Surface Light 

Field

Light Field

Hybrid Levelset / 
Density + Surface 

Light Field

Volume 
Rendering

Light Field

Sphere Tracing

Hybrid Volume 
Rendering / 

Sphere Tracing

Per-Scene 
Optimization

Prior-based, 
encoder

Unconditional 
Generative

Prior-based,  
auto-decoder



3D Inverse Graphics Taxonomy

Field Parameterization Geometry & Appearance Model

Forward Map Inference Model

MLP / 
Transformer

Voxel Grid, Voxel 
Grid Hybrid

Point Cloud 
Hybrid

Tri-Plane, 
Ground Plan 

Hybrid

3D Density + 
Surface Light 

Field

3D Level Set + 
Surface Light 

Field

Light Field

Hybrid Levelset / 
Density + Surface 

Light Field

Volume 
Rendering

Light Field

Sphere Tracing

Hybrid Volume 
Rendering / 

Sphere Tracing

Per-Scene 
Optimization

Prior-based, 
encoder

Unconditional 
Generative

Prior-based,  
auto-decoder

https://arxiv.org/pdf/2111.11426.pdf


Great Jon Barron talk

https://x.com/jon_barron/status/1916918872177054171

https://x.com/jon_barron/status/1916918872177054171


Recap
New representations and rendering methods enable differentiable/inverse 
rendering and novel view synthesis

Fuzziness, implicit/SDF, neural, hybrid, pure primitives, 4D light field
Single scene overfitting vs training & inference
Less and less inductive bias is needed as training data grows
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Quick Philosophy
Bitter Lesson 

The problem only needs learning, no inductive bias/intelligent manually-coded 
solution if you have enough compute & data
http://www.incompleteideas.net/IncIdeas/BitterLesson.html
https://www.vincentsitzmann.com/blog/bitter_lesson_of_cv/ 

Parable of the Parser 
The problem is not even relevant (often because bitter lesson allows us to skip 
it.) It was just an intermediate fake tasks for a manually coded solution
https://drive.google.com/file/d/1VodGljuEhBKwZIXQwN-ApH6g2wBAVAdK/view 
https://x.com/jon_barron/status/1916918872177054171 
Is 3D still needed ? Is it a fake task?

http://www.incompleteideas.net/IncIdeas/BitterLesson.html
https://www.vincentsitzmann.com/blog/bitter_lesson_of_cv/
https://drive.google.com/file/d/1VodGljuEhBKwZIXQwN-ApH6g2wBAVAdK/view
https://x.com/jon_barron/status/1916918872177054171

