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Recap

In the last lecture we introduced basic probability rules and derived

the Maximum Likelihood Estimate (MLE) and started to derive the
Maximum a Posterior: (MAP) Estimate.

Today we will:
»Finish deriving the MAP estimate
»Introduce the Multivariate Gaussian and how to compute Bias

»Introduce the Mixture of Gaussians model that combines many
of these 1deas.
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Estimating the Parameters of a Distribution

Given a collection of data D = {x4, ..., x5}, there are several ways to
estimate the “best” parameters for a given distribution.

« Maximum Likelihood Estimation (MLE): choose the
parameters that maximize the likelihood of the data.
(Frequentist)

wuig = argmax p(D | w)
w
« Maximum A Posteriori (MAP) Estimation: choose the

parameters that maximize the posterior given the data and the
prior. (Bayesian)

Wmap = argmax p(D | w) p(w)

Both methods rely on computing the likelihood of the data.
©0Se)
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The Bernoulli MLE Is Just Counting

The maximum likelihood estimate (MLE) 1s:
noom

‘uML_nO+n1_N

This 1s the fraction of ones in the data, which is the empirical distribution
defined earlier in lecture.

> Uy 1s the parameter value that makes the observed data most probable
under a Bernoulli model.
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The Parameter as a Random Variable

9624861

Maximum likelihood estimation treats u as an unknown constant.

The Bayesian view treats u as a random variable with a distribution. Applying
Bayes' theorem to the parameter:

p(ulD):p(Dlu)p(u)

p(D)

»Prior p(u): what we believe about u before seeing data.
» Likelihood p(D | u): is the quantity we maximized for the MLE.
»Posterior p(u | D): the updated belief after seeing the data.

Maximum a Posteriori (MAP) estimate maximizes the posterior:

HUMap = argmﬁlxln p(D|w +Inp(u

»The denominator p(D) does not depend on u, so it does not affect the maximization.
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Modeling the Prior

The choice and parameterization of model for the prior p(u) 1s a
design decision.

» Capture our prior beliefs about the u.
»Model 1s often chosen for convenience (conjugate to the likelihood).

»'The prior parameters are set using prior knowledge or another
prior.

What would be a good prior »(u) for the Bernoulli coin flip example?
»The parameter 0 < u <1 1s the probability of landing heads
» We expect the coin (and the flipper) to be approximately fair.
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The Beta Distribution

The Beta distribution for the continuous random variable 0 < X < 1:

X;a,b) = X1 -x)bt
a ) B(a,b) ( ) The beta function B(a, b) i
. . . nction B(a, b) 1
with parameters by a and 8 with the following shape: theenoerﬁlaiz; (()C()mputeds
— h — 1. . . numerically) and outside
»a = b = 1: every value of X 1s equally plausible. the scope of this class.

»a = b = 2: values of X close to 0.5 are more likely

a

»Large a and b concentrate the distribution near 7

==a=b=1: uniform =a=b=2: peaked at0.5 = a=b=10: concentrated at0.5 = a=2,b=8: mean0.2

Qo) | X
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Deriving the Posterior for Bernoulli + Beta
Recall we are trying to compute:
( lD):p(DIu)p(u)
s p(D)

Substituting the Bernoulli and the Beta distributions (without normalization):

p( D) < p(D | ) p() = p™ (1 — o p@= V(1 — ) =1
Collecting terms, we can see that the posterior is also a Beta distribution:

p(u | D) oc ptma*a=D (1 — p)o*h=1)

with parameters a’ = (n; + a) and b’ = (ny, + b).

When a prior paired with a likelihood has the same form as the posterior it 1s
called a conjugate prior.

»The Beta distribution is the conjugate prior for the Bernoulli likelihood.
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Computing the MAP

Maximum a Posteriori (MAP) estimate maximizes the posterior:

Hmap = argmax Inp(D | +Inp(u)

When the deriving the posterior we already showed (collecting terms):
Inp(D|w) +Inp(p) =n;+a—D)Inu+ny+»b—1)In(1 —p

When computing the MLE we derived the stationary point of:
ny

= argmaxn, Inu + ny In(1 —
- gmaxny Inp +ny (1—-w
Substitutingn; = (n; +a—1) andnyg = (ng + b — 1).
B n+a-—1 - mta-1
AMAP = g +a+b—2 N+a+bh-—2
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The Prior as Pseudo-Counts

The prior acts like a form of pseudo-counts (assumed binary observations)
by contributing a — 1 imaginary successes b — 1 imaginary failures.

9624861

n+a-—1 n+a-—1
AMAP = o ta+b—2 N+a+tb-—2
With a = b = 2 this becomes ppap = n1:1 one imaginary observation
of each outcome.
n1+1

»Regardless of the observations 0 < ppyap = oy < 1 the probability

1s never O or 1.
This 1s also called Laplace Smoothing

»Add pseudo counts to empirical estimates to act as a prior
when there 1s limited data or events are rare.

©OS0)



How upap and uy,; scale with N

What happens as N grows and how do upyap and u,,; compare?

9624861

nq ng u _ ni{t+a—1 n{t+a—1
MAP —

ni+ng+a+b—2  N+a+b-2

UML _n0+n1 N’

As N grows, the constants a — 1 and a + b — 2 become negligible and the two
estimates converge.

»Small N: the prior dominates, and the estimate 1s pulled toward the prior
mean.

»Large N: the data dominates, and MAP and MLE agree.

Today many deep learning applications operate in the Large N (Big Data)
setting where the MLE method 1s preferred (simpler).

»In future lectures, we will discuss introduce regularization methods that
are equivalent or related to MAP estimation with priors.
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For a,b > 2 which has higher
variance?
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More Practice with MLE

Starting Lecture 5
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Normal (Gaussian) Distribution

If a single real-valued variable X is normally distributed, then:

2 2 1 1 2
X~N(uo°) = plxlpo°) = exp _Tﬂ(x_“)

V2712
Where the parameters u and o2 are called the mean and variance.

p(x)

With some calculus you can show E[X] = u and var[X] = 2.

©OS0)



The MLE for 11D Gaussian Samples (Part 1)

Example: Gaussian Distribution

9624861

We observe N continuous real valued samples D = {x, ..., xy}
1. Modeling: Let’s assume IID Gaussian trials:

1
Inp(D|p, o° z ( N T <_T._2(xn_ll)2>>

=—ﬁln<2n>——1n<02>— Z(xn )2

2. Optimization: Maximize the log likelihood functlon

N
argmax ——In(2 m) — —ln(az) — z(xn Nk
uo2 2

©OS0)



The MLE for 11D Gaussian Samples (Part 2)

Maximize the log likelihood function:

N
argmax ——In(2 m) — —ln(az) — z(xn Nk
uo2 2

Compute derivative with respect to u and % and solve for the critical-points.

0 1
—Inp(D|y, o =—E -
a‘u np( |:u0-) O_znzl(xn l’l)

Set derivative equal to 0 and solve for . :

N
1 1
_ZZ(xn_.U)ZO — HML:Nzxn
n=1 n=1

©OS0)
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The MLE for 11D Gaussian Samples (Part 3)

2
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Computing the derivative with respect to the variance parameter v =0

0 0
%lnp(ﬂm,v):% Y H(U)——E(xn Nk :__<> szz:(x" HmL)®

Set equal to zero and solving for vy, = oy

N1\ 1 < 2
—5\7 +2_1722(xn_“ML) =0
vZ 1 1 vZ
v (g) =) et

n=1

1
VML = J1\2/114 = N Z(Xn — MML)Z

n=1

©OS0)



\ n=1 / o n=1

Set equal to zero and solving for vy = aﬁL'

5 9641
2

V2 1 1 v
N N<1—J>=§Z(Xn—#ML)2 N

n=1

1
VML = O'I\Z/IL — NZ(-XTL - HML)Z
N 2
1 N umL
—| 2 HuLy /) Xn | T\ Ty
 n=1

2 2
Xn | — HMmL

2|~
MZ

z (xn — 2 Xn UmL T .UML)

1

N
n=1

\
.2

n

2|~

= %Z X5 (ZMML) T (.“ML)
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Recap of the MLE for IID Gaussian Samples

We used the method of Maximum Likelihood to estimate the
mean and variance parameters of a Gaussian from data:

p—

4 Sufficient
HML = M/ *n| Statistics

What are the sufficient statistics?
Do they match our intuition for the mean and variance?

Are they good estimates?
©0Se)
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« MAP Estimation

e Gaussians
e Maximum Likelihood

 Bias

e Gaussian Mixture Models

Questions
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Bias of an Estimate

How close 1s the true (unknown) parameter value to our estimate 1n
expectation?

Before we observe our data, the value of our estimate wy; 1s a
random variable.

We can compute the bias of the estimation procedure as:
Bias(wy) = Elwyp] —w

Relative to the true (but unknown) w.

©OS0)



Bias of 11y for the Gaussian Distribution s
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Assuming the data are drawn IID from N (x|u, 0%) treating X,,, (v,

1 — 1 < 1 —
1D = E|— E X | =— E ElIX, | =— E = -
[.UML] N n N [ n] N U =il Unbiased
I n=1 . n=1 n=1

This means that 1n expectation over randomly sampled datasets our
Maximum Likelihood estimate of the mean () will match the
mean u of the distribution N (x|u, 62) from which we sampled.

©OS0)



Is the maximum likelihood
variance estimate biased?
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Bias of oy;; for the Gaussian Distribution &
Assuming the data are drawn IID from N (x|u, 62) treating X.,, v,
and oy;; as random variables

N | N
1 1
[E[GDZ/IL] = [E N Z X5 |- .Ul%/[L N z .UML]
— Variance Identity n=1 1 N . n=J
var(X,) = E[X?] — u? = o2 _ = 2 2\ 2
var(uy) = E|pér| — Eluw]? N zl(o- + u®) (Var(.uML) + IE[.“ML] )
n=
1 N N 1 0_2
var(iy) = var N Z Z:l var(X,,) =2 No* =

Independence of X,, var(Xy)

©OS0)



Bias of oy;; for the Gaussian Distribution &
Assuming the data are drawn IID from N (x|u, 62) treating X.,, v,
and oy;; as random variables

N | N
1 1
E|oy | = E N Z X5 ) = pian | = ~N z E| |
— Variance Identity n=1 1 N . n=J
X,) = E[X2] —u? = o? .
ZZEEMM)L) = I[E[ul]%,m] - IE[,u;‘,[L]Z N z (0% + p?) — (var(uypy) |+ Elpy]?)
=1
Sample Mean Variance " o2 N —1
_o’ =(02+M2)—(—+u2>=02 —
var(uy,) = N N N

©OS0)
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Bias of oy;; for the Gaussian Distribution s

9624861

We have just shown that ay;; is biased by a factor of (%)

fot] = o2 ()

N

How can we make oy;; unbiased?

©OS0)
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Correcting the Bias of oy
We showed that o, is biased (E|of;,.| # 2):
N-—1
e ()

N

We can correct the bias by multiplying by (+=):

N N
N N 1 1
(=) oh = (5= )% Z(»cn ~ ) = Z(acn ~ )’
n= n=

For large N the bias vanishes = oy;; is asymptotically unbiased.

Sometimes called the
unbiased

sample variance.

»In future lectures, we will show that there i1s a tradeoft between
bias and variance and we may prefer the biased estimator.

©OS0)
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D e [ I ] O The MLE variance is too small by exactly (N-1)/N
true sigma2 = 16
16— = —.—r——-—‘!\——F— —— = ———— ——=- T ::'— - -

Why np.var has

a ddof argument

=@ sigma2_ML (divide by N)
=@ unbiased (divide by N-1)
==== theory: sigma2 (N-1)/N

average estimate over 6,000 datasets

2 3 5 10 20 50 100
N (samples per dataset)




Fitting Data with Multiple Modes
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Often data has multiple modes, and a single Gaussian 1s not a great
model for the distribution.

between the modes

density

—-60

-50 -40

=30
loudness of a one-second audio segment (dB)
(OO0




o

94861
« MAP Estimation
e (aussians

e Maximum Likelihood

. . e Bias
Gaussian Mixture Models



o

9624861

Gaussian Mixture Model (GMM)

The Gaussian mixture model defines the probability of sampling
data from a weighted combination of Gaussians

« Example: K=3

2
iy, Up, 09

* Note the data doesn’t have a color or a y-value: both were added for
visualization purposes.

©OS0)
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Gaussian Mixture Model (GMM)

The Gaussian mixture model defines the probability of sampling
data from a weighted combination of Gaussians:

K
p(x | I, l/l]_’o-lz, o Uk O-I%) — 2 T[kN(xl 12972 O-I?)
k=1

where Y&_, m, = 1is a tabular probability distribution over clusters.

° o — 2
Example. K=3 - Ty, U, O
— Parameters - T3, Us, 032
pi = np.array([0.2, 0.5, 0.3]) |
mu = np.array([-1, 2, 5]) 0.1

sigma = np.array([0.2, 0.5, .1])

©OS0)



A mixture of two Gaussians fits what one cannot
361

= = one Gaussian
== mixture of two
= = component 0

component 1

Demo

Gaussian Mixture Model

density

—-40
loudness (dB)




The GMM 1s a Latent Variable Model

We introduce a latent (unobserved) assignment variable z,, for each x,,.

p( Zn) =1, Think of this as the color in

the earlier visualization

We then define the likelihood of x,, given z, as: 13 1
The joint probability of the x,, and z, is then: 24 1
p(xn, zn) = p(xn| z,) p(z,) = N(xn | Uz, Uzzn)ﬂzn 0.7 2

If we marginalize over the unknown z, we obtain the GMM:
K K
pC) = ) Pl 20 =) = ) N (ol o)
k=1 k=1

©OS0)



The GMM 1s a Generative Model
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A generative model is a model that can generate the data.

p(xn' Zn) = p(Zn) p(xn | Zn)

We can construct graph where the parents of a variable are the

variables in the conditional distribution.

* This 1s a graphical model and is used to represent the
conditional structure of a probability model.

We can sample data from a graphical model using ancestor sampling.

« Sample all the variables that have no parents: p(z,)

« Sample variables after all their parents have been sampled: p(x, | z,,)

- Example
Sample z, from Discrete(r = [.1,.3,.6]) Sample x,, from N (x, ‘ Uy, 0F)
>z, =2 = x, = 4.8

OO0



Demo

Sampling from a

GMM

N = 3000
z = rng.choice(3, size=N, p=pi_true) # first the latent component
x = rng.normal(mu_truelz], np.sqrt(var_truelzl)) # then the observation

pi_true = np.array([0.2, 0.5, 0.3])
mu_true = np.array([-1.0, 2.0, 5.0]) 9624861
var_true = np.array([0.2, 0.5, 0.1])

pd.Series(z).value_counts(normalize=True).sort_index().round(3)

Samples drawn by ancestor sampling, with the density that generated ?ﬁem

variable
0
= mixture
component 0
= = component 1
= = component 2

>
=
[0}
c
[}
=
>
=
o
©
o
o
_
[=%



The Connection to K-Means

In Lecture 2, k-means assigned points to clusters using the same symbol z,
€ {1,..,K} as today.

»k-means gives a hard assignment. Each point belongs to one cluster.

For a point midway between two clusters, that Wi cmponen e i o
1s a poor description.

A Gaussian mixture model keeps the same
latent variable z, but treats 1t as random.

»Instead of a single assignment, we obtain a
distribution over the clusters.

»Instead of centers, each cluster has a mean, \
a variance, and a weight. k

—60 -50 40

loudness (dB)
(OO0



Latent Variable Posteriors

We are interested in modeling the distribution

(the uncertainty) over the cluster assignment z.

* Prior: p(z,) =7,
 Likelihood: »(x,, | z,,) = N (x,, | u,, o7

We can use Bayes rule to compute the posterior:
p(xn | zp, = k)p(zn = k)

We are interested in modeling the distribution
(the uncertainty) over the cluster assignmentz.

*Prior:plz,) =1, 964861

Likelthood:py, [2,) = (r, |, 62

We can use Bayes rule to compute the posterior;

) ity |2, = Kplz, =K) _ N (xn‘ﬂmﬂf)ﬂk

ot ). -
I o = o= 3 ol

P(Zn =K Rt

It we could estimate {1 Uﬂi  fromthedata wecould compute

this distribution over cluster assignments for each data point,

N(xn | M O';?)T[k

p (Zn =k | Xn» {T[k; Uk, O-Ig}llz;l) =

;{:1 p(xy | 2 = (25 = ) B

§'<=1 N(xn| M sz)nj

: K
If we could estimate {my, 1, 0,3}k=1 from the data we could compute
this distribution over cluster assignments for each data point.

©OS0)
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Trying the Stationary Point Method

Can we just apply the stationary point approach to maximize the likelihood?

arg  max 2 In (2 T N (¢, | Uy, a,f))

K
(miottiooich=s X

Taking the derivative with respect to u;, and applying the calculus chain rule:

Y z T N(xn | /flk»o-lg) Xn — Hg
- In zﬂN(x |'u,0'2) — .
0y ( ] Y — 2,1 NV (o | uj o) o

n J
. Iy N(xn|ﬂk,0',§) . .
To make math cleaner lets define Y, = — and set the derivative equal to O:
Zjan(xnluj,aj) K
n — Hk . Zn Ynk Xn
Ynk —=0= U = N
~ O} Zn Vnk y

» Unfortunately, y,,, depends on u, and so we can’t solve for u;, analytically.
©OS0)
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Estimating the GMM Parameters

We could extend the model to include the latent variable z directly instead of
marginalizing out their assignments:
N

in (p (0w 2 es |t e 03y_,)) = . (1n(,) + 10 (W (el 1z, 62,))

n=1
 We can now optimize the parameters directly (sum of log Gaussian terms).

» But we don’t know the values of {z,}V_,

But, if we knew the parameters {nk, Uz, a,f}Ik{:l than we could estimate {z,,})_;:

N(xn | .Uk;Ul?)”k —y K
¥=1N(xn| '“J"sz)”j e N

p (Zn — k | X {T[k' Mk,o-]?}lljzl) =

Y

©OS0)
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Quick Recap

If we knew the model parameters, we could easily compute the
cluster assignments.

Model Parameters A Cluster Assignments
K N
2
{T[k; Ui, O, }k=1 U {Zn}nzl

If we knew the cluster assignments, we could easily estimate the
model parameters.

How can we solve this cyclic dependency?

©OS0)



Intuition Behind
Expectation-maximization (EM)

The expectation-maximization algorithm breaks the circle by alternating,
in the same way Lloyd's algorithm did for k-means from Lecture 2.

o

9624861

Start with an initial guess for the parameters {nk, Us, a,f}Ik(:l :

Repeat until convergence:

> E-step (Cluster Soft Assignment): With the parameters fixed, compute
the distribution over each point's assignment using Bayes Theorem.
N(xn | :uk)o-lg)nk =y
— I'nk
for N (| w0 )

p (Zn =k | xy, {nk“uk’o-’?};;l) -

» M-step (Move Clusters). With the assignment probabilities fixed, choose
the parameters that maximize the expected log likelihood.

Each 1teration increases the log likelihood, so the procedure converges.
©OS0)



The EM Algorithm: E-step S
E-Step: We compute “soft” assignments for the unknown {z,,}Y_;
p(xn | 2o = K)p(2, = k)

B Z;{:1 p(xn |z, = j)p(zn = ])

Ynk =P (Zn =k | xp, {T[k: i O-’?}[k:l)
N(xn | Mk;Ul?) Tk

j=1 N (xn| 1y, 07) 5

The soft assignments sum to N = YXN_. ¥%_. v..,, and we define the cluster

pseudo counts:
- N
Ny = 2 Ynk
n=1

Cluster “pseudo counts” [Ny, ..., Ng

O o W S S S

©OS0)



The EM Algorithm: E-step

E-Step: We compute “soft” assignments for the unknown {z,,}Y_;
N(xn | .Uk»Ui?) Tk
j=1 NV (xn| . 0f) m;

Using the y,,;, we can compute the expected log likelihood:

0 (oo o2} =22 et (p (020 = K| 7, (e, o), )

n=1k=1

— i i ln(nk) + In (N(Xn| Ui, O )))

We can now maximize the expected log likelihood.

9624861

N e N M

Vnk =

©OS0)



The EM Algorithm: M-Step ()

M-Step: Compute the parameters that maximize the expected log likelihood Q:
N

Q ({ﬂk»ﬂk» }k ) z z Ynk ln(ﬂk) + In (N(xn| Hk, O )))

n=1k=1

9624861

Method of Lagrange Multipliers (Lecture 3)

Optimizing with respect to my: for the normalization constraint

N

d
o, zzynk ln(ﬂk)+1n(N(xn|Mk g )))
n=1k=1
N
=) =0 "”"_AZV’”"‘_—
n—lnk

©OS0)




The EM Algorithm: M-Step ()

M-Step: Compute the parameters that maximize the expected log likelihood Q:

¢ ({ﬂk»ﬂk» U}?}I,:zl) = z z Vnk (ln(ﬂk) +In (N(xnl i 013)))

9624861

n=1k=1
Optimizing with respect to my: 1 = Need figure out the
z Z = Lagrange Multiplier
We know that Y5 1nk =1 so: K

the proportion of
points in cluster k

Ne N _ Nk N
z T = z P — P =1 Ty, = N {Intuitively this iS} y
k=1 k=1

=

therefore A = N
©OS0)




The EM Algorithm: M-Step (u;,)

M-Step: Compute the parameters that maximize Q:

{nk Uk, ak}k . Z 2 ln(ﬂk) + ln N(xnl Hi O-lg)))

9624861

Optimizing with respect to py:

N K N
a —_—
a_z Z Vnk (ln(ﬂk) + In (]\f(xn| Hk»“}?))) — z Ynk Ok Z(xn _ :uk) =0
U =d = -
n=1k=1 ne=1
N N
n=1 n=1
N
1
Hk = N_k 2 Vnk Xn
n=1

©OS0)



The EM Algorithm: M-Step (q;)

624861

M-Step: Compute the parameters that maximize Q:

Q ({nk,uk,aﬁ}lk{:l) = Z Z nk ln(nk) +In (N(xn| Uy, O 2)))

Optimizing with respect to ¢ follows the same stationary point derivation as the single
Gaussian, now weighted by the responsibilities y,,;:

2 1 2
Oy _N E Ynk (xn_:uk)
k
n=1

Summarizing the other parameters:

N N
N, 1
NkZZVnk» T = .uk:N_zynkxn
n=1 kn=1

©OS0)
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The EM Algorithm for GMMs

1. Initialize the model parameters {nk, Us, a,f};(:l) often using k-means)
2. Iterate until convergence
« E-Step: compute expected log-likelihood
N(xnl Hi» O_I?)T[k
5'{=1 N(xnl M sz)”j

Vnk =

 M-Step: maximize the expected log-likelihood

N N
N, 1
Nk=2)’nk: T = Hk=N—ZVnkxn
n=1 kn=1

N
1
O-Ig = N_z Vnk (xn - .uk)z
k
n=1

©OS0)
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The EM Algorithm

The Expectation-Maximization (EM) algorithm 1s a standard
technique for fitting latent variable models like the
Gaussian Mixture Model.

1. Initialize the model parameters 6. Easy to optimize
joint probability

2. Iterate until convergence.
« E-Step: Compute expected log-likelihood,

06" = ) In(p(X,216") p(Z | X,0

Current distribution
over the latent Z

Updates distribution over Z.

 M-Step: Maximize the expected log-likelihood.

0 = arg max Q(6")

©OS0)
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Convergence and Local Optima

Except for the variance collapse failure modes, the likelihood 1s bounded from above
and the EM Algorithm only increases the likelihood with each change in parameters:

»typically to a local maximum, not necessarily the global one.

Initialization matters.
» Different starting points can land on different local optima
»Run k-means first: use its centers for the initial u,, the whole-dataset variance for o¢,

and % for m;, (default for sklearn’s GaussianMixture model).

A failure mode specific to mixtures: if a component’s mean lands on a single data
point and o7 — 0, that term’s likelihood diverges.

» Often set a variance floor (or a MAP/Bayesian prior penalizing tiny variances) and
sensible initialization; (usually enough)
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Convergence, Initialization, and Local Optimai

9624861

l

Each EM iteration increases the log likelihood, and the likelihood is bounded above, so the
algorithm converges.

It converges to a local maximum. Different starting points give different answers, exactly as
Lloyd’s algorithm did in Lecture 2.

Initialization matters.
» Running k-means first and using its centers as the initial u; is standard practice.
> The initial o7 are often set to the variance of the whole dataset, and the m, to 1/K.

» sklearn.mixture.GaussianMixture defaults to k-means initialization and n_init=1.

A failure mode specific to mixtures. If one component collapses onto a single point, its
variance o7 shrinks toward zero and the likelihood diverges.

» The likelihood 1s unbounded, so a global maximum does not exist in any useful sense.

> Implementations add a small constant to o7 to prevent it.
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Demo

Implementing EM
for GMMs

log likelihood

Fitted density after each iteration
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What We Did Today

Fitting a Gaussian. Maximum likelihood returns the sample mean and the sample
variance, which depend on the data only through Y, x,, and Y, x2.

° . . . . . N_l . .
Bias. The maximum likelihood variance is low by a factor of — because deviations are
measured from a mean estimated on the same data.

Mixture models. A weighted sum of Gaussians describes data that a single Gaussian
cannot. The component that generated each point is a latent variable z,.

Why EM is necessary. The log likelihood of a mixture puts a sum inside the
logarithm, so the stationary point method yields no closed-form solution.

EM. Alternate between computing the responsibilities y,,;, by Bayes’ theorem and
maximizing the expected complete-data log likelihood. Each step 1s closed form;
together they converge to a local maximum.
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Density Estimation and
Gaussian Mixture Models

Credit: Joseph E. Gonzalez and Narges Norouzi

Reference Book Chapters:

* Probability: Chapter 2.[1-2], 2.3.[1-3] (we will return to 2.4 onward later)

* Distributions: Chapter 3.1, 3.2.1 (the rest of 3 1s more advanced Gaussians)
* Clustering: Chapter 15.1 (k-means), 15.2 (Gaussian Mixture Models)
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  𝒟 =  {   x 1 , … ,  x N }


   w  MLE ∗ =   arg ⁡      max w ⁡  p  (  𝒟   |   w )  


   w  MAP ∗ =   arg ⁡      max w ⁡  p  (  𝒟   |   w )   p ( w )


   𝜇  M L =    n 1   n 0 +  n 1 =    n 1 N


   𝜇  M L


  𝝁


  𝝁


  p  (  𝜇   |   𝒟 ) =   p  (    𝒟   |   𝜇 )   p  ( 𝜇 )  p  ( 𝒟 )


  p  ( 𝜇 )


  𝜇


  p  (    𝒟   |   𝜇 )


  p  (  𝜇   |   𝒟 )


   𝜇  MAP =   arg ⁡      max 𝜇 ⁡    ln ⁡  p  (    𝒟   |   𝜇 ) +   ln ⁡  p  ( 𝜇 )


  p  ( 𝒟 )  


  𝝁


  p  ( 𝜇 )


  𝜇


  p  ( 𝜇 )


  0 ≤ 𝜇 ≤ 1


  0 ≤ X ≤ 1


  p  (  X ; a ,   b ) =  1  B  (  a , b )    X  a − 1    (  1 − X )  b − 1


  𝜶


  𝜷


  a = b = 1


  X


  a = b = 2


  X


  a


  b


   a  a + b


  B  (  a , b )


  p  (  𝜇   |   𝒟 ) =   p  (    𝒟   |   𝜇 )   p  ( 𝜇 )  p  ( 𝒟 )


  p  (  𝜇   |   𝒟 ) ∝ p  (    𝒟   |   𝜇 )   p  ( 𝜇 ) =  𝜇   n 1    (  1 − 𝜇 )   n 0    𝜇   (  a − 1 )    (  1 − 𝜇 )  ( b − 1 )


  p  (  𝜇   |   𝒟 ) ∝  𝜇   (   n 1 + a − 1 )    (  1 − 𝜇 )   (   n 0 + b − 1 )


   a ′ =  (   n 1 + a )


   b ′ =  (   n 0 + b )


   𝜇  MAP =   arg ⁡      max 𝜇 ⁡    ln ⁡  p  (    𝒟   |   𝜇 ) +   ln ⁡  p  ( 𝜇 )


    ln ⁡  p  (    𝒟   |   𝜇 ) +   ln ⁡  p  ( 𝜇 ) =  (   n 1 + a − 1 )   ln ⁡ 𝜇 +  (   n 0 + b − 1 )   ln ⁡   (  1 − 𝜇 )


     n 1   n 1 +  n 0 =   arg ⁡      max 𝜇 ⁡   n 1   ln ⁡ 𝜇 +  n 0   ln ⁡  ( 1 − 𝜇 )


   n 1 ′ =  (   n 1 + a − 1 )


   n 0 ′ =  (   n 0 + b − 1 )


   𝜇  MAP =    n 1 + a − 1   n 1 +  n 0 + a + b − 2 =    n 1 + a − 1  N + a + b − 2


  a − 1


  b − 1


   𝜇  MAP =    n 1 + a − 1   n 1 +  n 0 + a + b − 2 =    n 1 + a − 1  N + a + b − 2


  a = b = 2  


   𝜇  MAP =    n 1 + 1  N + 2


  0 <    𝜇  MAP =    n 1 + 1  N + 2 < 1


   𝜇  MAP


   𝜇  M L


  N


  N


   𝜇  MAP


   𝜇  M L


   𝜇  M L =    n 1   n 0 +  n 1 =    n 1 N


   𝜇  MAP =    n 1 + a − 1   n 1 +  n 0 + a + b − 2 =    n 1 + a − 1  N + a + b − 2


  N


  a − 1


  a + b − 2


  X


  X ~ 𝒩  (  𝜇 ,    𝜎 2 )         ⟹         p  ( x |  𝜇 ,  𝜎 2 ) =  1    2   𝜋    𝜎 2   exp ⁡   (  −  1  2  𝜎 2    (  x − 𝜇 ) 2 )


  𝜇


   𝜎 2


  𝔼  [ X ] = 𝜇


  var  [ X ] =  𝜎 2 .


  N


  𝒟 =  {   x 1 , … ,    x N }


    ln ⁡  p  ( 𝒟 |  𝜇 ,  𝜎 2 ) =  ∑  n = 1 N    ln ⁡   (   1    2   𝜋    𝜎 2   exp ⁡   (  −  1  2  𝜎 2    (   x n − 𝜇 ) 2 ) )


  = −  N 2   ln ⁡   (  2   𝜋 ) −  N 2   ln ⁡   (   𝜎 2 ) −  1  2  𝜎 2  ∑  n = 1 N     (   x n − 𝜇 ) 2


    arg ⁡      max  𝜇 ,    𝜎 2 ⁡  −  N 2   ln ⁡   (  2   𝜋 ) −  N 2   ln ⁡   (   𝜎 2 ) −  1  2  𝜎 2  ∑  n = 1 N     (   x n − 𝜇 ) 2


    arg ⁡      max  𝜇 ,    𝜎 2 ⁡  −  N 2   ln ⁡   (  2   𝜋 ) −  N 2   ln ⁡   (   𝜎 2 ) −  1  2  𝜎 2  ∑  n = 1 N     (   x n − 𝜇 ) 2


  𝜇


   𝜎 2


   𝜕  𝜕 𝜇   ln ⁡  p  ( 𝒟 |  𝜇 ,  𝜎 2 ) =  1   𝜎 2  ∑  n = 1 N   (   x n − 𝜇 )


   𝜇  ML  


   1   𝜎 2  ∑  n = 1 N   (   x n − 𝜇 ) = 0     ⟹      𝜇  ML =  1 N  ∑  n = 1 N   x n


  v =  𝜎 2


   𝜕  𝜕 v   ln ⁡  p  ( 𝒟 |  𝜇 , v ) =  𝜕  𝜕 v  (  −  N 2   ln ⁡   ( v ) −  1  2 v  ∑  n = 1 N     (   x n − 𝜇 ) 2 ) = −  N 2  (   1 v ) +  1  2  v 2  ∑  n = 1 N     (   x n −  𝜇  ML ) 2


   v  ML =  𝜎  ML 2


  −  N 2  (   1 v ) +  1  2  v 2  ∑  n = 1 N     (   x n −  𝜇  ML ) 2 = 0


  N  (   1 v ) =  1   v 2  ∑  n = 1 N     (   x n −  𝜇  ML ) 2


   v  ML =  𝜎  ML 2 =  1 N  ∑  n = 1 N     (   x n −  𝜇  ML ) 2


     v 2 N ∗


  ∗    v 2 N


   𝜎  ML 2 =  1 N  ∑  n = 1 N   (   x n 2 − 2    x n    𝜇  ML +  𝜇  ML 2 )


  v =  𝜎 2


   𝜕  𝜕 v   ln ⁡  p  ( 𝒟 |  𝜇 , v ) =  𝜕  𝜕 v  (  −  N 2   ln ⁡   ( v ) −  1  2 v  ∑  n = 1 N     (   x n − 𝜇 ) 2 ) = −  N 2  (   1 v ) +  1  2  v 2  ∑  n = 1 N     (   x n −  𝜇  ML ) 2


   v  ML =  𝜎  ML 2


  −  N 2  (   1 v ) +  1  2  v 2  ∑  n = 1 N     (   x n −  𝜇  ML ) 2 = 0


  N  (   1 v ) =  1   v 2  ∑  n = 1 N     (   x n −  𝜇  ML ) 2


   v  ML =  𝜎  ML 2 =  1 N  ∑  n = 1 N     (   x n −  𝜇  ML ) 2


     v 2 N ∗


  ∗    v 2 N


   𝜎  ML 2 =  1 N  ∑  n = 1 N   (   x n 2 − 2    x n    𝜇  ML +  𝜇  ML 2 )


  =  (   1 N  ∑  n = 1 N   x n 2 ) −  (  2    𝜇  ML  1 N  ∑  n = 1 N   x n ) +  (      N   𝜇  ML 2 N )


  =  (   1 N  ∑  n = 1 N   x n 2 ) −  (  2  𝜇  ML 2 ) +  (   𝜇  ML 2 )


  =  (   1 N  ∑  n = 1 N   x n 2 ) −  𝜇  ML 2


   𝜇  ML =  1 N  ∑  n = 1 N   x n


   𝜎  ML 2 =  1 N  ∑  n = 1 N     (   x n −  𝜇  ML ) 2 =  1 N  (   ∑  n = 1 N   x n 2 ) −  𝜇  ML 2


   w  ML


  Bias  (   w  ML ) = 𝔼  [   w  ML ] − w


  w


   𝜇  ML


  𝒩  ( x |  𝜇 ,    𝜎 2 )


   X n


   𝜇  ML


  𝔼  [   𝜇  ML ] = 𝔼  [   1 N  ∑  n = 1 N   X n ] =  1 N  ∑  n = 1 N  𝔼  [   X n ] =  1 N  ∑  n = 1 N  𝜇 = 𝜇


   𝜇  ML


  𝜇


  𝒩  ( x |  𝜇 ,    𝜎 2 )


   𝜎  ML 2


  𝒩  ( x |  𝜇 ,    𝜎 2 )


   X n


   𝜇  ML


   𝜎  ML 2


  𝔼  [   𝜎  ML 2 ] = 𝔼  [   (   1 N  ∑  n = 1 N   X n 2 ) −  𝜇  ML 2 ] =  1 N  ∑  n = 1 N  𝔼  [   X n 2 ] − 𝔼  [   𝜇  ML 2 ]


  var  (   X n ) = 𝔼  [   X n 2 ]   −  𝜇 2   = 𝜎 2


  var  (   𝜇  ML ) = 𝔼  [   𝜇  ML 2 ] − 𝔼    [   𝜇  ML ] 2


  var  (   𝜇  ML ) = var  (   1 N  ∑  n = 1 N   X n ) =  1   N 2  (   ∑  n = 1 N  var  (   X n ) ) =  1   N 2 N  𝜎 2 =    𝜎 2 N


   X n


  var  (   X n )


  =  1 N  ∑  n = 1 N   (   𝜎 2 +  𝜇 2 ) −  (  var  (   𝜇  ML ) + 𝔼    [   𝜇  ML ] 2 )


   𝜎  ML 2


  𝒩  ( x |  𝜇 ,    𝜎 2 )


   X n


   𝜇  ML


   𝜎  ML 2


  𝔼  [   𝜎  ML 2 ] = 𝔼  [   (   1 N  ∑  n = 1 N   X n 2 ) −  𝜇  ML 2 ] =  1 N  ∑  n = 1 N  𝔼  [   X n 2 ] − 𝔼  [   𝜇  ML 2 ]


  var  (   X n ) = 𝔼  [   X n 2 ]   −  𝜇 2   = 𝜎 2


  var  (   𝜇  ML ) = 𝔼  [   𝜇  ML 2 ] − 𝔼    [   𝜇  ML ] 2


  =  1 N  ∑  n = 1 N   (   𝜎 2 +  𝜇 2 ) −  (  var  (   𝜇  ML ) + 𝔼    [   𝜇  ML ] 2 )


  var  (   𝜇  ML ) =    𝜎 2 N


  =  (   𝜎 2 +  𝜇 2 ) −  (     𝜎 2 N +  𝜇 2 )


  =  𝜎 2  (    N − 1 N )


   𝜎  ML 2


   𝜎  ML 2


   (    N − 1 N )


   𝜎  ML 2


  =  𝜎 2  (    N − 1 N )


  𝔼  [   𝜎  ML 2 ]


   𝜎  ML 2


   𝜎  ML 2


  𝔼  [   𝜎  ML 2 ] ≠  𝜎 2


  𝔼  [   𝜎  ML 2 ] =  𝜎 2  (    N − 1 N )


   (   N  N − 1 )


   (   N  N − 1 )    𝜎  ML 2 =  (   N  N − 1 )  1 N  ∑  n = 1 N     (   x n −  𝜇  ML ) 2 =  1  N − 1  ∑  n = 1 N     (   x n −  𝜇  ML ) 2


  N


   𝜎  ML 2


     𝜋 1 ,   𝜇 1 ,  𝜎 1 2


     𝜋 2 ,   𝜇 2 ,  𝜎 2 2


     𝜋 3 ,   𝜇 3 ,  𝜎 3 2


  p  (  x   |   𝜋 ,    𝜇 1 ,  𝜎  1 , 2 … ,    𝜇 K ,  𝜎 K 2 ) =  ∑  k = 1 K   𝜋 k 𝒩  (  x |    𝜇 k ,    𝜎 k 2 )


   ∑  k = 1 K   𝜋 k = 1


     𝜋 1 ,   𝜇 1 ,  𝜎 1 2


     𝜋 2 ,   𝜇 2 ,  𝜎 2 2


     𝜋 3 ,   𝜇 3 ,  𝜎 3 2


   z n


   x n


  p  (   z n ) =  𝜋   z n


   x n


   z n


  p  (   x n   |    z n ) = 𝒩  (   x n   |     𝜇   z n ,    𝜎   z n 2 )


   x n


   z n


  p  (   x n ,  z n ) = p  (   x n |    z n )   p  (   z n ) = 𝒩  (   x n   |     𝜇   z n ,    𝜎   z n 2 )  𝜋   z n


   z n


  p  (   x n ) =  ∑  k = 1 K  p  (   x n ,  z n = k ) =  ∑  k = 1 K  𝒩  (   x n |   𝜇 k ,    𝜎 k 2 )  𝜋 k


  x


  z


  p  (   x n ,    z n ) = p  (   z n )   p  (   x n   |    z n )


  p  (   z n )


  p  (   x n   |    z n )


  z


  x


   z n


  𝐃 𝐢 𝐬 𝐜 𝐫 𝐞 𝐭 𝐞  (  𝜋 =  [  . 1 ,   . 3 ,   . 6 ] )


   z n = 2


   x n


  𝒩  (   x n   |     𝜇 2 ,    𝜎 2 2 )


   x n = 4 . 8


   z n ∈  {  1 ,   … ,   K }


  z


  p  (   z n ) =  𝜋   z n


  p  (   x n   |    z n ) = 𝒩  (   x n   |     𝜇 z ,    𝜎 z 2 )


  p  (   z n = k   |    x n ,      {   𝜋 k ,  𝜇 k ,  𝜎 k 2 }  k = 1 K ) =   p  (   x n   |    z n = k ) p  (   z n = k )   ∑  j = 1 K  p  (   x n   |    z n = j ) p  (   z n = j ) =   𝒩  (   x n   |     𝜇 k ,    𝜎 k 2 )  𝜋 k   ∑  j = 1 K  𝒩  (   x n |     𝜇 j ,    𝜎 j 2 )  𝜋 j


     {   𝜋 k ,    𝜇 k ,  𝜎 k 2 }  k = 1 K


    arg ⁡      max     {   𝜋 k ,    𝜇 k ,  𝜎 k 2 }  k = 1 K ⁡   ∑ n ​  ln  (   ∑ k ​   𝜋 k   𝒩 (  x n ∣  𝜇 k ,  𝜎 k 2 ) )


   𝜇 k


   𝜕  𝜕  𝜇 k  ∑ n ​  ln  (   ∑ j ​   𝜋 j 𝒩 (  x n ∣  𝜇 j ,  𝜎 j 2 ) ) =  ∑ n ​     𝜋 k   𝒩 (  x n ∣  𝜇 k ,  𝜎 k 2 )   ∑ j ​   𝜋 j   𝒩 (  x n ∣  𝜇 j ,  𝜎 j 2 ) ⋅    x n −  𝜇 k   𝜎 k 2


   𝛾  n k =    𝜋 k   𝒩 (  x n ∣  𝜇 k ,  𝜎 k 2 )   ∑ j ​   𝜋 j   𝒩 (  x n ∣  𝜇 j ,  𝜎 j 2 )


   ∑ n ​   𝛾  n k    x n −  𝜇 k   𝜎 k 2 = 0   ⇒        𝜇 k =    ∑ n ​   𝛾  n k    x n   ∑ n ​   𝛾  n k


   𝛾  n k


   𝜇 k


   𝝁 𝒌


  𝛾


  z


    ln ⁡   (  p  (     {   x n ,  z n }  n = 1 N   |      {   𝜋 k ,    𝜇 k ,  𝜎 k 2 }  k = 1 K ) ) =  ∑  n = 1 N   (    ln ⁡   (   𝜋   z n ) +   ln ⁡   (  𝒩  (   x n |    𝜇   z n ,    𝜎   z n 2 ) ) )


     {   𝒛 𝒏 }  𝒏 = 𝟏 𝑵


     {   𝜋 k ,    𝜇 k ,  𝜎 k 2 }  k = 1 K


     {   z n }  n = 1 N


  p  (   z n = k   |    x n ,      {   𝜋 k ,  𝜇 k ,  𝜎 k 2 }  k = 1 K ) =   𝒩  (   x n   |     𝜇 k ,    𝜎 k 2 )  𝜋 k   ∑  j = 1 K  𝒩  (   x n |     𝜇 j ,    𝜎 j 2 )  𝜋 j =  𝛾  n k


  𝛾


       {   𝜋 k ,    𝜇 k ,  𝜎 k 2 }  k = 1 K


     {   z n }  n = 1 N


     {   𝜋 k ,    𝜇 k ,  𝜎 k 2 }  k = 1 K


  p  (   z n = k   |    x n ,      {   𝜋 k ,  𝜇 k ,  𝜎 k 2 }  k = 1 K ) =   𝒩  (   x n   |     𝜇 k ,    𝜎 k 2 )  𝜋 k   ∑  j = 1 K  𝒩  (   x n |     𝜇 j ,    𝜎 j 2 )  𝜋 j =  𝛾  n k


     {   z n }  n = 1 N


   𝛾  n k = p  (   z n = k   |    x n ,      {   𝜋 k ,  𝜇 k ,  𝜎 k 2 }  k = 1 K ) =   p  (   x n   |    z n = k ) p  (   z n = k )   ∑  j = 1 K  p  (   x n   |    z n = j ) p  (   z n = j ) =   𝒩  (   x n   |     𝜇 k ,    𝜎 k 2 )     𝜋 k   ∑  j = 1 K  𝒩  (   x n |     𝜇 j ,    𝜎 j 2 )     𝜋 j


  N =  ∑  n = 1 N   ∑  k = 1 K   𝛾  n k


   N k =  ∑  n = 1 N   𝛾  n k


  𝛾


   N 1 , … ,    N K


     {   z n }  n = 1 N


   𝛾  n k =   𝒩  (   x n   |     𝜇 k ,    𝜎 k 2 )     𝜋 k   ∑  j = 1 K  𝒩  (   x n |     𝜇 j ,    𝜎 j 2 )     𝜋 j


   𝛾  n k


  Q  (     {   𝜋 k ,  𝜇 k ,  𝜎 k 2 }  k = 1 K ) =  ∑  n = 1 N   ∑  k = 1 K   𝛾  n k   ln ⁡   (  p  (   x n ,  z n = k   |   𝜋 ,      {   𝜇 k ,  𝜎 k 2 }  k = 1 K ) )


  =  ∑  n = 1 N   ∑  k = 1 K   𝛾  n k  (    ln ⁡   (   𝜋 k ) +   ln ⁡   (  𝒩  (   x n |    𝜇 k ,    𝜎 k 2 ) ) )


  𝛾


   N 1 , … ,    N K


   𝜋 k


  Q


  Q  (     {   𝜋 k ,  𝜇 k ,  𝜎 k 2 }  k = 1 K ) =  ∑  n = 1 N   ∑  k = 1 K   𝛾  n k  (    ln ⁡   (   𝜋 k ) +   ln ⁡   (  𝒩  (   x n |    𝜇 k ,    𝜎 k 2 ) ) )


   𝜋 k


   𝜕  𝜕  𝜋 k  (   ∑  n = 1 N   ∑  k = 1 K   𝛾  n k  (    ln ⁡   (   𝜋 k ) +   ln ⁡   (  𝒩  (   x n |    𝜇 k ,    𝜎 k 2 ) ) ) − 𝜆  (   ∑  k = 1 K   𝜋 k − 1 ) )


  =  ∑  n = 1 N     𝛾  n k   𝜋 k − 𝜆 = 0


   𝜋 k =  1 𝜆  ∑  n = 1 N   𝛾  n k =    N k 𝜆


   N k =  ∑  n = 1 N   𝛾  n k


  𝛾


   N 1 , … ,    N K


   𝜋 k


  Q


  Q  (     {   𝜋 k ,  𝜇 k ,  𝜎 k 2 }  k = 1 K ) =  ∑  n = 1 N   ∑  k = 1 K   𝛾  n k  (    ln ⁡   (   𝜋 k ) +   ln ⁡   (  𝒩  (   x n |    𝜇 k ,    𝜎 k 2 ) ) )


   𝜋 k


   ∑  k = 1 K   𝜋 k = 1


   ∑  k = 1 K   𝜋 k =  ∑  k = 1 K     N k 𝜆 =  N 𝜆 = 1


  𝜆 = N


   𝜋 k =  1 𝜆  ∑  n = 1 N   𝛾  n k =    N k 𝜆


  𝛾


   N 1 , … ,    N K


   𝜋 k =    N k N


  k


   𝜇 k


  Q :


  Q  (     {   𝜋 k ,  𝜇 k ,  𝜎 k 2 }  k = 1 K ) =  ∑  n = 1 N   ∑  k = 1 K   𝛾  n k  (    ln ⁡   (   𝜋 k ) +   ln ⁡   (  𝒩  (   x n |    𝜇 k ,    𝜎 k 2 ) ) )


   𝜇 k


   𝜕  𝜕  𝜇 k  ∑  n = 1 N   ∑  k = 1 K   𝛾  n k  (    ln ⁡   (   𝜋 k ) +   ln ⁡   (  𝒩  (   x n |    𝜇 k ,    𝜎 k 2 ) ) ) =  ∑  n = 1 N   𝛾  n k  𝜎 k  − 2  (   x n −  𝜇 k ) = 0


   𝜎 k  − 2  ∑  n = 1 N   𝛾  n k  x n =  𝜎 k  − 2  𝜇 k  ∑  n = 1 N   𝛾  n k =  𝜎 k  − 2  𝜇 k  N k


   𝜇 k =  1   N k  ∑  n = 1 N   𝛾  n k  x n


   𝜎 k 2


  Q :


  Q  (     {   𝜋 k ,  𝜇 k ,  𝜎 k 2 }  k = 1 K ) =  ∑  n = 1 N   ∑  k = 1 K   𝛾  n k  (    ln ⁡   (   𝜋 k ) +   ln ⁡   (  𝒩  (   x n |    𝜇 k ,    𝜎 k 2 ) ) )


   𝜎 k 2


   𝛾  n k


   𝜎 k 2 =  1   N k  ∑  n = 1 N   𝛾  n k      (   x n −  𝜇 k ) 2


   N k =  ∑  n = 1 N   𝛾  n k ,      𝜋 k =    N k N ,      𝜇 k =  1   N k  ∑  n = 1 N   𝛾  n k  x n


     {   𝜋 k ,  𝜇 k ,  𝜎 k 2 }  k = 1 K


   𝛾  n k =   𝒩  (   x n |     𝜇 k ,    𝜎 k 2 )  𝜋 k   ∑  j = 1 K  𝒩  (   x n |     𝜇 j ,    𝜎 j 2 )  𝜋 j


   N k =  ∑  n = 1 N   𝛾  n k ,      𝜋 k =    N k N ,      𝜇 k =  1   N k  ∑  n = 1 N   𝛾  n k  x n    


   𝜎 k 2 =  1   N k  ∑  n = 1 N   𝛾  n k      (   x n −  𝜇 k ) 2


  𝜃


  Q  (   𝜃 ′ ) =  ∑ Z    ln ⁡   (  p  (  X ,   Z   |  𝜃 ′ ) )   p  (  Z   |   X ,   𝜃 )


  𝜃 =   arg ⁡      max   𝜃 ′ ⁡  Q  (   𝜃 ′ )


   𝜇 k


   𝜎 k 2


   1 K


   𝜋 k


   𝜎 k 2 → 0


   𝜇 k


   𝜎 k 2


   𝜋 k


  1 / K


   𝜎 k 2


   𝜎 k 2


   ∑ n ​   x n


   ∑ n ​   x n 2


    N − 1 N


   z n


   𝛾  n k

