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ImageNet

Deng et al. 2009, “ImageNet: A Large-Scale Hierarchical Image Database”



Vinyals et al. 2015, “Show and Tell: A Neural Image Caption Generator”

Image Captioning



Visual QA

Agarwal et al. 2016, “VQA: Visual Question Answering”



Visual QA

Agarwal et al. 2016, “VQA: Visual Question Answering”



Visual  
Reasoning

Suhr et al. 2018, “A Corpus for Reasoning About 
Natural Language Grounded in Photographs”



Visual Commonsense Reasoning

Zellers et al. 2018, “From Recognition to Cognition: Visual Commonsense Reasoning”



Text-to-Image  
Generation

• DALL-E (Ramesh et al. 2022) 

• Transformer over streams of 
text+image tokens trained on 
Conceptual Captions (3.3 M text/
image pairs)







Text is data.



“an armchair in the shape of an avocado.” 
https://openai.com/blog/dall-e/





https://twitter.com/quasimondo/status/1284509525500989445









Course evaluations!

 https://course-evaluations.berkeley.edu/berkeley/


