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NLP = Processing* Language with Computers

● Language is written… 

● Language is spoken (e.g. speech recognition)… 

● Language is sung (e.g. singing transcription)… 

● Language is visual (e.g. sign language)… 

● Language is tactile (e.g. Braille)… 

● Language is situated in the real world…



● Sometimes the information we are interested in is not 
written down in words. 

● Multimodal NLP reasons about text while taking into 
account other modalities like image, audio, etc.

NLP = Processing* Language with Computers



Today’s Topics - Multimodal NLP

● Image Captioning (Text & Image) 

● Lyrics Information Processing (Text & Music)
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Image Captioning

● Automatically describing the content in an image



Image Captioning

● Automatically describing the content in an image

Dog Grass

Tagging



Image Captioning

● Automatically describing the content in an image

Three dogs are playing in the grassDog Grass

Tagging Captioning



Image Captioning

● Automatically describing the content in an image

Input (X) Label (y)

Three dogs play in the grass



Image Captioning

● Automatically describing the content in an image 

● Modeling: P(y | X)

Input (X) Label (y)

Three dogs play in the grass



Visual Features

● Pixel Intensities (Integers 0-255)



Visual Features

WidthHeight RGB (Red, Green, Blue)

● Pixel Intensities (Integers 0-255) 

● 3 Channels for Color



CNN’s for Image Processing

http://www.wildml.com/2015/11/understanding-convolutional-neural-networks-for-nlp/



Show and Tell: A Neural Image Caption Generator (Vinyals et al. 2015)

Image Captioning with a Multimodal Network

Three dogs play in the grass



Seq2Seq (Encoder-Decoder Framework)

Encoder (Text)

Decoder (Text)



Image Captioning with a Multimodal Network

Show and Tell: A Neural Image Caption Generator (Vinyals et al. 2015)

Encoder (pixels) Decoder (text)

● Encoder-Decoder Framework (like Sequence to Sequence)

Three dogs play in the grass



Three

Three dogs

play

play

…dogs

Encoder (pixels) Decoder (text)

Image Captioning with a Multimodal Network



Data for Image Captioning

Show and Tell: A Neural Image Caption Generator (Vinyals et al. 2015)

● Annotations here are captions written by crowdworkers 

● “Each image has been annotated by labelers with 5 
sentences that are relatively visual and unbiased” 

● “Ground Truth” here is defined by what a collection of 
crowdworkers decided to write as captions.



Image Captioning Results

Show and Tell: A Neural Image Caption Generator (Vinyals et al. 2015)



Image Captioning: Evaluation

Show and Tell: A Neural Image Caption Generator (Vinyals et al. 2015)

● BLEU Score (also used in machine translation), measures 
n-gram overlap between predicted and reference captions 

● Ratings from crowdworkers (e.g. “Describes without 
errors”, “Describes with minor errors”, “Unrelated to the 
image”, etc.



Today’s Topics - Multimodal NLP

● Image Captioning (Text & Image) 

● Lyrics Information Processing (Text & Music)



Jointly Modeling Melodies and Song Lyrics

● Motivation: Creativity Support Tools (e.g. 
suggestions for songwriters) 

● Melody-Conditioned Lyrics Generation 

● Lyric-Conditioned Melody Genrating



Melody-Conditioned Lyrics Generation

A Melody-conditioned Lyrics Language Model (Watanabe et al. 2018)

● The linguistic context here is given by music 

● We need to account for: the meaning of the words  

● We need to account for: the fit with the melody



Fitting words with a melody

A Melody-conditioned Lyrics Language Model (Watanabe et al. 2018)

I       walked   a-      lone.      This      road

Proceed to an unknown tomorrow

6 syllables

6 notes

Natural:

Awkward:  9 syllables



Aligning syllables with musical scores

A Melody-conditioned Lyrics Language Model (Watanabe et al. 2018)



Aligning syllables with musical scores

A Melody-conditioned Lyrics Language Model (Watanabe et al. 2018)



Conditioning LSTM on Melody Features

A Melody-conditioned Lyrics Language Model (Watanabe et al. 2018)

I Walked Alone This… 

I Walked Alone 

N(t): Melody feature at time t

N(t)

● Embedding Vector for Melody 

● Based on pitches, durations, 
syllables



Text generation in different (multimodal) contexts

● Chatbot 

● Image Captioning 

● Lyrics Generation

Context: “How are you”

Context:

Context:


