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INTRODUCTION METHOD

Given 𝑀 modalities 𝐗1, 𝐗2, … , 𝐗𝑀 we aim to learn a

generative model/joint distribution over all the modalities

𝑝𝜃(𝐗1, 𝐗2, … , 𝐗𝑀)
We want 𝑝𝜃 to allow us for tractable inference queries such as:

1. Marginalisation and conditioning on arbitrary modalities

2. Efficient sampling from the joint or any of the conditionals

3. Exact likelihood evaluation of any evidence

TRACTABLE PROBABILISTIC MODELS

Training Time

1.For each modality 𝑖, we train independent encoder-decoder pairs 𝐄𝑖 and 𝐃𝑖
and denote the latent code for each modality as 𝐳𝑖 = 𝐄𝑖(𝐱𝑖) and the
reconstruction ෝ𝒙𝑖 = 𝐃𝑖(𝐳𝑖)

2.Concatenate all the latent vectors to get 𝐳 = Concat(𝐳1, 𝐳2, … , 𝐳𝑀)

3.We learn a sum-product network 𝒮 over the latent space 𝐳 by maximizing
likelihood of having seen the training data. Thus, our complete likelihood
model is simply 𝒮(Concat(𝐄1(𝐱1), 𝐄2(𝐱2), … , 𝐄𝑀(𝐱𝑀))
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Tractable Probabilistic Multimodal Learning

Tractable Probabilistic Models are a class of generative models which

allow for tractable inference for the following queries:

1. Complete Evidence (EVI): Assign the likelihood of a data point

2. Marginal Queries (MAR): Assign the likelihood and allow

sampling from any marginal distribution

3. Conditional Queries (CON): Assign the likelihood and allow

sampling from any conditional distribution derived from the joint

4. Maximum A Posterior (MAP), Marginal MAP (MMAP): Find

variable assignment which maximizes some likelihood

Probabilistic Circuits (PCs) or Sum-Product Networks (SPNs) are a

class of TPMs which are a computational graph encoding the joint as

a multilinear polynomial of the input distributions using sum and

product operations only

RESULTS: CELEBA ATTRIBUTES

Figure 7:  Row 1: Blonde + Glasses ;  Row 2: Male + Mouth open

Row 3: Blonde + Woman + Mouth closed;  Row 4: Blonde +  Woman + Mouth Open


