CS 231N Midterm Review



Midterm Logistics

Multiple Choice

True/False

Short Answer Questions

More emphasis on topics covered earlier in the course than those discussed
more recently

Focus is more on high-level understanding of concepts
How many layers in a ResNet? x

What problem does the ResNet solve and how?



More Logistics...

o O O O

The midterm exam will take place at 12:00 - 1:20pm PT on Tuesday, May 16 in person at NVIDIA
Auditorium, 420-040, and Hewlett 200.

If your last name begins with a letter between A and G (inclusive), you will take the exam at NVIDIA
Auditorium.

If your last name begins with a letter between H and M (inclusive), you will take the exam at 420-040.

If your last name begins with a letter between N and Z (inclusive), you will take the exam at Hewlett 200.
Closed-book, no internet. One double-sided cheat sheet (written or typed)

The exam may cover material from Assignments 1 and 2 and all lectures up to and including Lecture 12
(Visualizing and Understanding).

You will have 80 minutes to complete the exam. The exam will start immediately at 12:00pm. If you
arrive late, you will not be given additional time.


https://www.google.com/maps/place/NVIDIA+Auditorium/@37.4281371,-122.173439,18.42z/data=!4m5!3m4!1s0x0:0xa6e8fc1a7a5f2c29!8m2!3d37.428168!4d-122.1742949?shorturl=1
https://www.google.com/maps/place/NVIDIA+Auditorium/@37.4281371,-122.173439,18.42z/data=!4m5!3m4!1s0x0:0xa6e8fc1a7a5f2c29!8m2!3d37.428168!4d-122.1742949?shorturl=1
https://www.google.com/maps/place/450+Jane+Stanford+Way+Building+420,+Stanford,+CA+94305/@37.428577,-122.1710993,18z/data=!3m1!4b1!4m6!3m5!1s0x808fbb2a10d5e25b:0x2c1c871705fafdc6!8m2!3d37.428577!4d-122.1698118!16s%2Fg%2F11n09ckhrb
https://www.google.com/maps/place/William+R.+Hewlett+Teaching+Center,+370+Serra+Mall,+Stanford,+CA+94305/@37.4290361,-122.173371,18.55z/data=!4m5!3m4!1s0x808fbb2ae177cc91:0x5351ffed56456da8!8m2!3d37.428945!4d-122.1728377?shorturl=1
https://www.google.com/maps/place/NVIDIA+Auditorium/@37.4281371,-122.173439,18.42z/data=!4m5!3m4!1s0x0:0xa6e8fc1a7a5f2c29!8m2!3d37.428168!4d-122.1742949?shorturl=1
https://www.google.com/maps/place/NVIDIA+Auditorium/@37.4281371,-122.173439,18.42z/data=!4m5!3m4!1s0x0:0xa6e8fc1a7a5f2c29!8m2!3d37.428168!4d-122.1742949?shorturl=1
https://www.google.com/maps/place/450+Jane+Stanford+Way+Building+420,+Stanford,+CA+94305/@37.428577,-122.1710993,18z/data=!3m1!4b1!4m6!3m5!1s0x808fbb2a10d5e25b:0x2c1c871705fafdc6!8m2!3d37.428577!4d-122.1698118!16s%2Fg%2F11n09ckhrb
https://www.google.com/maps/place/William+R.+Hewlett+Teaching+Center,+370+Serra+Mall,+Stanford,+CA+94305/@37.4290361,-122.173371,18.55z/data=!4m5!3m4!1s0x808fbb2ae177cc91:0x5351ffed56456da8!8m2!3d37.428945!4d-122.1728377?shorturl=1

Midterm Review

. Which topics would you like to spend more ***

time on in the midterm review session?

Convolutional Neural Networks

Neural Network Training, Activations,
Loss Functions

Regularization, Optimizers and Back
Propagation

RNNSs, Attention, Transformers
Linear Classifiers
Image Segmentation

Normalization Layers

144 votes

49%

29%

56%

42%



Plan

Transformers & Attention
RNNSs

Back Propagation
Optimizers

CNNs

Normalization Layers
Regularization Techniques

NS ko=



General Attention

!;° yT1 3;2 Outputs:
context vectors: y (shape: ' )
| mul(—) + add (1)

Operations:

Key vectors: k = xW,_
Value vectors: « = x'/
Alignment: e, = q,- k /D
Attention: a = soffmax(e)

Attention
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Inputs:
Input vectors: x (shape: N x D)

Queries: q(shape: M x D, )



Self-Attention

Yo || Y1 || Y2
t Tt 1
mul(—) + add (1)

Input vectors

Attention

Alignment

Outputs:
context vectors: y (shape: ' )

Operations:

Key vectors: k = ka
Value vectors: V
Query vectors q xW
Alignment: e, =g - k /\D
Attention: a = softmax(e)

Output:y,= 3, a,

Inputs:
Input vectors: x (shape: N x D)



Transformer Encoder

Transformer encoder
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Transformer Decoder
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Y3




2 Layer Transformer Example
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https://towardsdatascience.com/transformers-explained-visually-part-1-overview-of-functionality-95a6dd460452#:~:text=The%20flow%20of%20data%20during%20Inference%20is%3A,representation%20of%20the%20input%20sequence.

RNNSs
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Backpropagation
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Backpropagation
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Backpropagation
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Backpropagation
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Optimizers

Optimizer Per-Parameter Learning Momentum
Rate

SGD No No

SGD + Momentum No Yes

AdaGrad Yes No

RMSProp Yes No

Adam Yes Yes



SGD

SGD SGD+Momentum

Vi1 = pvy + V f(xy)

Lt41 = Tt — (.I’Vf(flft) Tt4+1 = Tt — QVU4-1



AdaGrad - Learning Rate Scaling (No momentum)

grad_squared = 0

while True:
dx = compute_gradient(x)
[grad_squared += dx * dx
X -= learning_rate * dx / (np.sqrt(grad_squared) + 1le-7)




RMSProp -

AdaGrad

RMSProp

Slowing down scaling

grad_squared = 0

while True:

dx = compute_gradient(x)

grad_squared += dx * dx
X -= learning_rate * dx / (np.sqrt(grad_squared) + le-7)

grad_squared = 0

while True:

dx = compute gradient(x)

brad_squared = decay_rate * grad_squared + (1 - decay_rate) * dx * dx

X -= learning_rate * dx / (np.sqrt(grad_squared) + le-7)



Adam - Momentum + RMSProp

first_moment = 0

second_moment = 0@

for t in range(1, num_iterations):
dx = compute_gradient(x)

first_moment = betal * first_moment + (1 - betal) * dx

second_moment = beta2 * second_moment + (1 - beta2) * dx * dx
first_unbias = first_moment / (1 - betal ** t)

second_unbias = second_moment / (1 - beta2 ** t)

x -= learning_rate * first_unbias / (np.sqrt(second_unbias) + 1e-7)) |

Bias correction for the fact that
first and second moment
estimates start at zero

Momentum

Bias correction

AdaGrad / RMSProp



Visualization

Video: Lily
Jiang



http://www.youtube.com/watch?v=ilYd4TAzNoU

CNNs
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CNNs
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CNNs

Input Volume (+pad 1) (7x7x3) Filter WO (3x3x3) Filter W1 (3x3x3) Output Volume (3x3x2)
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BatchNorm vs LayerNorm

BatchNorm: Normalize across all data-points in the batch
LayerNorm: Normalize across the features of each data-point
Input shape: (N, D)

BatchNorm: Normalizes across N

LayerNorm: Normalizes across D



BatchNorm vs LayerNorm

BatchNorm: Normalize across all data-points in the batch
LayerNorm: Normalize across the features of each data-point
Input shape: (N, C, H, W)

BatchNorm: Normalizes across N*H*W
(calculates mean and var for each channel, across all images in the batch)

LayerNorm: Normalizes across C*H*W (calculates mean and var for each image,
across all pixels in all channels)



BatchNorm vs LayerNorm

Input shape: (N, C, H, W)

BatchNorm: Normalizes across N*H*W
(calculates mean and var for each channel, across all images in the batch)

LayerNorm: Normalizes across C*H*W (calculates mean and var for each image,
across all channels)

What is the size of their learnable parameters?



BatchNorm vs LayerNorm

Input shape: (N, C, H, W)

BatchNorm: Normalizes across N*H*W (reshape (N*H*W, C))
(calculates mean and var for each channel, across all images in the batch)

LayerNorm: Normalizes across C*H*W (reshape (N, C*H*W))
(calculates mean and var for each image, across all channels)

What is the size of their learnable parameters?

BatchNorm: C
LayerNorm: (C*H*W)



BatchNorm vs LayerNorm

One important difference:

BatchNorm calculates the mean and var across the batch, and stores a running
average which is used during test

LayerNorm performs the same during test and train



Regularization / Training a Neural Network

L1 and L2 Regularization penalize the size of weights
Dropout adds redundancies to learned parameters
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(b) After applying dropout.

Standard Neural Net
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