Administrative
- how is the assignment going?

- btw, the notes get updated all the time
based on your feedback

- no lecture on Monday

Fei-Fei Li & Andrej Karpathy Lecture 4 - 1 7 Jan 2015



Lecture 4:
Optimization
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Image Classification

assume given set of discrete labels
{dog, cat, truck, plane, ...}

> cat
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Data-driven approach
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1. Score function
f(iL’i, W, b) = Wx; +0b
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1. Score function
f(a:z-, W, b) = Wx; +0b

2. Two loss functions Lz-——log( e’ )

L =) max(0, f(z;, W), — f(z:, W), +A)

I7Yi
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hinge loss (SVM)
-2.85
matrix multiply + bias offset max(0, -2.85 - 0.28 + 1) +
—» | 0.86 max(0, 0.86 - 0.28 + 1)
0.01 | -005 | 0.1 | 0.05 15 0.0 =
P 1.58
07 | 02 | 005 | 0.16 22 + 0.2
0.0 | -045| -0.2 | 0.03 -44 -03 cross-entropy loss (Softmax)
-2.85 0.058 0.016
%4 56 b
ex normalize
> | 0.86 _p, 236 | — 5| 0631 | -l0g(0353)
',L.’I, (to sum =
to one) 0.452
0.28 1.32 0.353
Y; | 2
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Three key components to training Neural Nets:

1. Score function
2. Loss function

regularization loss

3. Optimization
W_ score function = l
:uf(xi, W) data loss L
;¢ I
Yi
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Brief aside: Image Features

- In practice, very rare to see Computer Vision applications
that train linear classifiers on pixel values
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Brief aside: Image Features

- In practice, very rare to see Computer Vision applications
that train linear classifiers on pixel values
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Example: Color (Hue) Histogram

2o hue bins

+1
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Example: HOG features

8x8 pixel region,
quantize the edge
orientation into 9 bins

(images from vifeat.org)
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Example: Bag of Words

1. Resize patch to a fixed size (e.g. 32x32 pixels)
2. Extract HOG on the patch (get 144 numbers)

/ repeat for each detected feature

gives a matrix of size
[number_of_features x 144]

Problem: different images will have different numbers of
features. Need fixed-sized vectors for linear classification
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Example: Bag of Words

1. Resize patch to a fixed size (e.g. 32x32 pixels)
2. Extract HOG on the patch (get 144 numbers)

/ repeat for each detected feature

gives a matrix of size
[number_of_features x 144]
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Example: Bag of Words nistograrm of

visual words

visual word vectors 1000-d vector
= g
— learn k-means centroids / ‘
— \ “vocabulary of visual words
144 1000-d vector
= stk
// e.g. 1000 centroids \ 1000-d vector
> N
= il
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Brief aside: Image Features
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Most recognition systems are build on the same Architecture

Filter Non- feature Filter Non- feature s
— — > — — » Classifier
Bank Linearity Pooling Bank Linearity Pooling
Oriented Yvinner Histogram K.means Pyramid  SVM or
Edges Takes (sum) Or Histogram. Another
All Sparse Coding Elastic parts Simple
SIFT

Models,... classifier

Lecture 4 - 18

(slide from Yann LeCun)
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Most recognition systems are build on the same Architecture

Filter Non- feature Norma- -
— —> R e B Classifier
Bank Linearity Pooling lization
Filter Non- Filter Non- o
= & ={ Pool +#Norm » ={ Pool +#Norm » Classifier
Bank Lin Bank Lin

@ First stage: dense SIFT, HOG, GIST, sparse coding, RBM, auto-encoders.....
@ Second stage: K-means, sparse coding, LCC.... CNNs:
@ Pooling: average, L2, max, max with bias (elastic templates)..... _— end-to-end

<~  models

& Convolutional Nets: same architecture, but everything is trained.

(slide from Yann LeCun)
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Visualizing the loss function

regularization loss

l |
score functlorl 1 data loss
>u f((l)i, W) I L
ZL;t I
Yi
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Visualizing the (SVM) loss function

L; =) max(0, f(z;, W), — f(zi,W), + A)
IFYi

Lz' (W o an)
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Visualizing the (SVM) loss function

L; =) max(0, f(z;, W), — f(zi,W), + A)
IFYi

Lz' (W o an)
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Visualizing the (SVM) loss function

L; =) max(0, f(z;, W), — f(zi,W), + A)
I7Yi

Lz(W -+ an -+ ng)
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Visualizing the (SVM) loss function

L; =) max(0, f(z;, W), — f(zi,W), + A)
I7Yi the full data loss:

Lz(W -+ an -+ ng)
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Visualizing the (SVM) loss function
IE: = Z [max(O,w;r:ci = 'wg x; + 1)]

I7Yi
Suppose there are 3 examples with 3 classes (class 0, 1, 2 in sequence),
then this becomes:

Ly = max (0, w] ¢ — gmo + 1) + max(0, w zg — wl zg + 1)
Ly = max (0,w}z1 — w] z; + 1) + max(0,wl zq — wi 1 + 1)
Ly = max (0, w3 — wlzo + 1) + max(0, wl zy — w]zy + 1)

Fo— (L0+L1+L2)/3
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Visualizing the (SVM) loss function

L; = Z [max(O,w;r:ci — 'wg x; + 1)]

I7Yi
Suppose there are 3 examples with 3 classes (class 0, 1, 2 in sequence),
then this becomes:

Lo = max (0,w”z, —@zo +1) + max(0, wlzo — o + 1)

L; = max (0, ) —wixy + 1) + max(0,w] z; — wizg + 1)

Ly = max (0 @r w; 3 + 1) + max(0,w] zo — wlzy + 1)
L= (Lo+Li+ Ly)/3
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Visualizing the (SVM) loss function

L; = Z [max(O,w;r:ci — 'wg x; + 1)]

I7Yi
Suppose there are 3 examples with 3 classes (class 0, 1, 2 in sequence),
then this becomes:

Lo = max (0,wTzq —wlfro + 1) + max(0, wlzo — o + 1)

L; = max (0, ) —wixy + 1) + max(0,w] z; — wizg + 1)
Lo = max O@t m2+1)+max(0w Ty — wlzs +1)

mrn T
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Visualizing the (SVM) loss function uesion eFAaR: 1o hes 50.000
and 10 labels. How many

Lz- p— E [max((), ng;z- — wg O 1)] occurrences of one classifier row in
, J 3 the full data loss?
J7#Yi

Suppose there are 3 examples with 3 classes (class 0, 1, 2 in sequence),
then this becomes:

Lo = max (0,w zg —@zo +1) + max(0, wlzo — pleo + 1)
L; = max (0, ) —wixy + 1) + max(0,w] z; — wizg + 1)
Lo = max O@tz— a:2+1)+max(0w Ty — wlzs +1)

L= (Lo+Ly+ Ls)/3 \ % \_//

Fei-Fei Li & Andrej Karpathy Lecture 4 - 28 7 Jan 2015



Optimization
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Strategy #1: A first very bad idea solution: Random search

bestloss = float("inf") # Python assigns the highest possible float val
for num in xrange(1000):
W = np.random.randn(10, 3073) * 0.0001 # generate random
loss = L(X train, Y_train, W) # get the 1
if loss < bestloss: # keep track of
bestloss = loss
bestW = W
print 'in attempt %d the loss was %f, best %f' % (num, loss, bestloss)
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Strategy #1: A first very bad idea solution: Random search

bestloss = float("inf") # Pythc 3ssigns the highest
for num in xrange(1000):
W = np.random.randn(10, 3073) * 0.0001 # generate random pa
loss = L(X train, Y_train, W) # get the 1
if loss < bestloss: # keg;
bestloss = loss
bestW = W
print 'in attempt %d the loss was %f, best %f' % (num, loss, bestloss)
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Strategy #1: A first very bad idea solution: Random search

bestloss = float("inf") # Python assigns the highest possible float val

in xrange(1000):

W = np.random.randn(10, 3073) * 0.0001 # generate random

Loss = L(X_ Eraln = Eraln W) # get the

if loss < bestloss: # keep
bestloss = loss

, bestW = W
what's up

with
0.00017

Fei-Fei Li & Andrej Karpathy

print 'in attempt %d the loss was %f, best %f' % (num, loss, bestloss)

Lecture 4 - 32
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Lets see how well this works on the test set...

10000 ] V +aoct F 10000 7 B |
I C16) ) ) aCT J (16406 F) X
’ ) - L UUU
A NN

scores = Wbest.dot(Xte cols) # 10 x 10000, the class scores for all
# find the index with max score in each column e pred S
Yte predict = np.argmax(scores, axis = 0)

[ T+ 7
A
{

np.mean(Yte predict == Yte)
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Fun aside:
When W = 0, what is the CIFAR-10 loss for SVM and Softmax?

NZZ[maxOf:cz,W) —f(:cz,W) +A]+)‘ZZWH

1 JFYi
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Strategy #2: A better but still very bad idea solution:
Random local search

W = np.random.randn(10, 3073) * 0.001 # generate randon
bestloss = float("inf")
for i in xrange(1000):
step size = 0.0001
Wtry = W + np.random.randn(10, 3073) * step size
loss = L(Xtr cols, Ytr, Wtry)
if loss < bestloss:
W = Wtry
bestloss = loss
print 'iter %d loss is %f' % (i, bestloss)
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Strategy #2: A better but still very bad idea solution:
Random local search

W = np.random.randn(10, 3073) * 0.001 # generate randon
bestloss = float("inf")
for i in xrange(1000):
step size = 0.0001
Wtry = W + np.random.randn(10, 3073) * step size
loss = L(Xtr cols, Ytr, Wtry)
if loss < bestloss:
W = Wtry
bestloss = loss
print 'iter %d loss is %f' % (i, bestloss)

gives 21.4%!
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Strategy #3: Following the gradient

In 1-dimension, the derivative of a function:

df(z) _ . fl@+h) - f(@)

dx h —0 h

In multiple dimension, the gradient is the vector of (partial derivatives).
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def eval_numerical_gradient(f, x):

a naive implementation of numerical gradient of f at x

Evaluation the
d' t : II - f should be a function that takes a single argument
gra Ien nUI I lerl Ca y - X is the point (numpy array) to evaluate the gradient at

fx = f(x) # evaluate function value at

grad = np.zeros(x.shape)
df(a:) - f(:[,’ + h) — f(x) h = ©.00001

dm h _)O it = np.nditer(x, flags=['multi index'], op flags=['readwrite'])
while not it.finished:

ix = it.multi index

old value = x[ix]

x[ix] = old value + h # ir
fxh = f(x) # eval

x[ix] = old_value # restor

grad[ix] = (fxh - fx) / h # th
it.iternext() # step t

return grad
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def eval_numerical_gradient(f, x):

a naive implementation of numerical gradient of f at x

Evaluation the
d' t - II - f should be a function that takes a single argument
gra Ien nUI I lerl Ca y - X is the point (numpy array) to evaluate the gradient at

fx = f(x) # evaluat

grad = np.zeros(x.shape)
df(a:) - f(:[,’ + h) — f(a;) h = ©.00001

dm h _)O it = np.nditer(x, flags=['multi index'], op flags=['readwrite'])
while not it.finished:

ix = it.multi index
old value = x[ix]
x[ix] = old value + h # ir

“finite difference e g
approximation”

grad[ix] = (fxh - fx) / h # th
it.iternext() #

return grad
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def eval_numerical_gradient(f, x):

Evaluation the
a naive implementation of numerical gradient of f at x
d' t - II - f should be a function that takes a single argument
gra Ien nUI I lerl Ca y - X is the point (numpy array) to evaluate the gradient at

fx = f(x) # evaluat
grad = np.zeros(x.shape)

df(w) : f(iL’ + h) pn f(.’B) h = 0.00001
= lim o
dm h =0 h itr= np.nditer(x; fiagé:['multiiindex'], op_flags=['readwrite'])
while not it.finished:
. . ix ‘=’irt.‘r;1u1ti_irrldex
In practice: old_value = x[ix]
x[ix] = old_valug + h ement

[f(CE + h) N f(iB - h)]/Qh :)[dllxj :(zid;véit;e ¢ restore t

“centered difference formula” orodtix] = (1 - 1 /0 ¢ tre siop

it.iternext() # step

return grad
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def eval_numerical_gradient(f, x):

Va u atlo t e a naive implementation of numerical gradient of f at x

- f should be a function that takes a single argument
- X is the point (numpy array) to evaluate the gradient at

gradient numerically

fx = f(x)
grad = np.zeros(x.shape)
h = 0.00001

df(w) f(:L. _|__ h) e, f(w) it = np.nditer(x, flags=['multi index'], op_flags=['readwrite'])
lim while not it.finished:
dm h _)O h ix = it.multi_index
old value = x[ix]
x[ix] = old_value + h # J
Txhi = T(x) # é f
x[ix] = old_value # rest

grad[ix] = (fxh - fx) / h
it.iternext() # step t

return grad

# to use the generic oae above we aINT a tunctiol 1€ 1 S1n
# (the weiahts n 1Hr cace c we cloce pver + 7 e
(TNE € nts 1n our case) so we close ovel Cl ana

def CIFARlb_loss_fun(W):
return L(X train, Y train, W)

W = np.random.rand(10, 3073) * 0.001 # random weigh
df = eval numerical gradient(CIFAR1O loss fun, W) # get the gradient
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performing
a
parameter
update

print 'original loss: %f' % (loss original, )

loss original = CIFAR10 loss fun(W) # the original loss

# lets see the effect of multiple step sizes
for step size log in [-5,-4,-3,-2,-1,0,1,2]:
step size = 10 ** step size log
W new = W - step size * df # new position in the weight space
loss new = CIFAR10 loss fun(W _new)
print 'for step size %f new loss: %f' % (step size, loss new)

H
(@}

2 ]
I L
# 0rl
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performing
a
parameter
update

Fei-Fei Li & Andrej Karpathy

loss original = CIFAR10 loss fun(W) # the original loss
print 'original loss: %f' % (loss original, )

# lets see the effect of multiple step sizes
for step size log in [-5,-4,-3,-2,-1,0,1,2]:
step size = 10 ** step size log
W new = W - step size * df # new position in the weight space
loss new = CIFAR10 loss fun(W _new)
print 'for step size %f new loss: %f' % (step size, loss new)

# prints

# original loss: 2.200718

# for step size 1.000000e-10 new loss: 2.200652

# for step size 1.000000e-09 new loss: 2.200057

# for step size 1.000000e-08 new loss: 2.194116

# for step size 1.000000e-07 new loss: 2.135493

# for step size 1.000000e-06 new loss: 1.647802

# for step size 1.000000e-05 new loss: 2.844355

# for step size 1.000000e-04 new loss: 25.558142

# for step size 1.000000e-03 new loss: 254.086573
# for step size 1.000000e-02 new loss: 2539.370888
# for step size 1.000000e-01 new loss: 25392.214036
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original W

negative gradient direction
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def eval_numerical_gradient(f, x):

[he problems with
n L o
n u m e rl Cal rad Ie nt- a naive implementation of numerical gradient of f at x
g n - f should be a function that takes a single argument

- X is the point (numpy array) to evaluate the gradient at

= f(x) # e late function value at original point
grad np. zeros(x shape)
h = 0.00001
AEF=Anpt ndlter(x, flags= [ multl index'], op_flags=['readwrite'])
while not it.finished:

ix = it. multl index
x[ix] += h #
fxh = f(x) 4 =
# t s ar x[ix] -= e (very important!)
# 5 1 Our ¢ -f CLC - train
def CIFAR10 loss_fun(W): # compute the partial deriva
return L(X train, Y train, W) grad[ix] = (th - fx) / h
it.iternext() # step to n

= np.random.rand(10, 3073) * 0.001 # random weight v
df = eval_numerical gradient(CIFAR10 loss fun, W) ¢

return grad
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[h roblems with
e p e def eval_numerical_gradient(f, x):
n L o
n u m e rl Cal rad Ie nt- a naive implementation of numerical gradient of f at x
g n - f should be a function that takes a single argument

- X is the point (numpy array) to evaluate the gradient at

fx = f(x) # evaluate function

- approximate i e
- very slow to evaluate

it = np.nditer(x, flags=['multi index'], op_flags=['readwrite'])
while not it.finished:

ix = it.multi index
x[ix] += h crement by
fxh = f(x) # evalute f
x[ix] -= h # restore to

def CIFAR10_loss_fun(W):
return L(X train, Y train, W)

grad[ix] (th - fx) / h # the
it.iternext() # (t di
W = np.random.rand(10, 3073) * 0.001 # random weight ve
df = eval numerical gradient(CIFAR10 loss fun, W) # ge

return grad
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We need something better...

i % Z Z [max(O, f(zi; W), — f(zi; W), + A)] + AR(W)

t JFYi
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We need something better...

= % Z Z [max(O, f(zi; W), — f(zs; W), + A)] + AR(W)

t JFYi

Calculus
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L= Z [max(O,w?mi = wg,:.a:i - 1)]
I7Yi

L; = max (0,w]{ ¢; — wjz; + 1)
+ max (0,w] z; — wiz; + 1)

+ max (0,wlz;, — wlz; + 1)
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L= Z [max(O,w?mi = wg,:.a:i - 1)]
I7Yi

L; = max (0,w]{ ¢; — wjz; + 1)

+ max (0,w] z; — wiz; + 1)
+ max (0,wlz;, — wlz; + 1)

ijLi = 1(w§1a:i —_ wgiwi + A > O):Bi
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L= Z [max(O,wfmi = wg,:.a:i - 1)]
I7Yi

L; = max (0,w]{ ¢; — wjz; + 1)
+ max (0,w] z; — wiz; + 1)
+ max (0,wlz;, — wlz; + 1)

waz-Li = — Z 1(w?:vz- — 'w%;:ci +A>0) ) z;
I7Y;

Fei-Fei Li & Andrej Karpathy Lecture 4 - 53 7 Jan 2015




In summary:

- Numerical gradient: approximate, slow, easy to write

- Analytic gradient: exact, fast, error-prone

=>

In practice: Always use analytic gradient, but check
Implementation with numerical gradient. This is called a
gradient check.
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Gradient check: Words of caution

Lo =max (0,wfzy — wlzo + 1) + max(0,w] zg — wi o + 1)

Ly =max (0,wz; —wlz; + 1) + max(0,w] z; — wl z1 + 1)

L2 = max (0,w]zy — wlzs + 1) + max(0,wf zy — wlzy + 1)
= (Lo+ L1+ L2)/3
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Gradient Descent

while True:
weights grad = evaluate gradient(loss fun, data, weights)
weights += - step size * weights grad # perform parameter update
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Mini-batch Gradient Descent

- only use a small portion of the training set to compute the gradient.

while |
data batch = sample training data(data, 256) # = , )
weights grad = evaluate gradient(loss fun, data batch, weights)
weights += - step size * weights grad # 3 21 pdat

Common mini-batch sizes are ~100 examples.
e.g. Krizhevsky ILSVRC ConvNet used 256 examples
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Stochastic Gradient Descent (SGD)

- use a single example at a time 1

while |
data batch = sample training data(data, 256) # sc : mp Le
weights grad = evaluate gradient(loss fun, data batch, weights)
weights += - step size * weights grad # 1 parameter update

(also sometimes called on-line Gradient Descent)
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Summary

- Always use mini-batch gradient descent

- Incorrectly refer to it as “"doing SGD” as everyone else
(or call it batch gradient descent)
- The mini-batch size is a hyperparameter, but it is not
very common to cross-validate over it (usually based
on practical concerns, e.g. space/time efficiency)
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Fun question: Suppose you were training with
mini-batch size of 100, and now you switch to
mini-batch of size 1. Your learning rate (step
size) should:

- Increase

- decrease

- stay the same
- become zero
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The dynamics of Gradient Descent

L= 33 [max(0, f(z;;W); — @i W), + &) + A "W},
: k [

1 JFY;
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The dynamics of Gradient Descent

pull some weights up and some down

Lo+ 33 [max(0, f(z;; W), — @i W), + 8)| A S Wy
: k [

1 JFY;

1 efui 2
L= N Z— log < ‘ ) +H A Z Z Wk,l always pull the weights

down
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Momentum Update  guadien

update

momentum

weights grad = evaluate gradient(loss fun, data, weights)
vel = vel * 0.9 - step size * weights grad
weights += vel
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Many other ways to perform optimization...

- Second order methods that use the Hessian (or its
approximation): BFGS, LBFGS, etc.

- Currently, the lesson from the trenches is that well-tuned
SGD+Momentum is very hard to beat for CNNSs.
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Summary

- We looked at image features, and saw that CNNs can be
thought of as learning the features in end-to-end manner

- We explored intuition about what the loss surfaces of linear
classifiers look like

- We introduced gradient descent as a way of optimizing loss
functions, as well as batch gradient descent and SGD.

- Numerical gradient: slow :(, approximate :(, easy to write :)

- Analytic gradient: fast :), exact :), error-prone :(

- In practice: Gradient check (but be careful)

Fei-Fei Li & Andrej Karpathy Lecture 4 - 65 7 Jan 2015



Next class:

Becoming a
backprop ninja
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