CS231n: Convolutional Neural
Network for Visual Recognition

Lecture 1: Introduction
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Machine Learning

Depp Learning
(DL)

Convolutio
nal Neural
Network
(CNN)

1111

/ Computer Vision \

* Object detection

* Object classification

e Scene understanding

* Semantic scene
segmentation

* 3D reconstruction

* Object tracking

* Human pose estimation

* Activity recognition

S
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Today’s agenda

A brief history of computer vision

e CS231n overview
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Evolution’s Big Bang:
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https://en.wikipedia.org/wiki/Cambrian_explosion#/media/File:Opabinia_BW2.jpg
https://creativecommons.org/licenses/by/3.0/
https://en.wikipedia.org/wiki/Cambrian_explosion#/media/File:DickinsoniaCostata.jpg
https://creativecommons.org/licenses/by/2.5/
https://en.wikipedia.org/wiki/Cambrian_explosion#/media/File:Olenoides_serratus_oblique_with_antennas.jpg
https://creativecommons.org/licenses/by/2.5/




Camera Obscura

Encyclopedia, 18" Century
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https://en.wikipedia.org/wiki/Camera_obscura#/media/File:Camera_obscura.jpg
https://en.wikipedia.org/wiki/File:1545_gemma_frisius_-_camera-obscura-sonnenfinsternis_1545-650x337.jpg
https://en.wikipedia.org/wiki/File:1545_gemma_frisius_-_camera-obscura-sonnenfinsternis_1545-650x337.jpg
https://en.wikipedia.org/wiki/File:Da_vinci_-_camera_obscura_(from_notebooks_71)_0071-q75-644x596.jpg

Where did we come from?

The known story — Neuroscience inspired Al
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STIMULUS RESPONSE TUNING CURVE

Stimulus Stimulus Stimulus
off on off

~

Cell's response
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Orientation of bar

FGURE 4.8 Response of a single cortical cell to bars presented at various arientations.

Hubel and Wiesel, 1959

CS231n: Lecture1- 13

Fei-Fei Li & Ranjay Krishna & Danfei Xu




High-Level
Patterns

Low-Level
Details
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Cortical
surface

Cortical Column
(Biological)
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Learning representations
by back-propagating errors

David E. Rumelhart*, Geoffrey E. Hintont
& Ronald J. Williams*

* Institute for Cognitive Science, C-015, University of California,
San Diego, La Jolla, California 92093, USA

t Department of Computer Science, Carnegie-Mellon University,
Pittsburgh, Philadelphia 15213, USA

FIGURE 2

ORGANIZATION OF A PERCEPTRON WITH
THREE INDEPENDENT OUTPUT-SETS

F. Rosenblatt, 1957 Rumelhart, Hinton & Williams, 1986
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“The mere formulation of .
a problem is often far ..
~_.mare essential than its
' ~solution, which [..:]:
. requires creative
imagination and marks
ragl advances in science.”

- Albért Einstein, 1921 . -




Where did we come from?

The not-so-known story — the search for computer

vision’s “North Star”
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1960s: Interpretation of synthetic world

A

Input image 2x2 gradient operator computed 3D model
rendered from new viewpoint

Larry Roerts
1963, 1t thesis of Computer Vision
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MASSACHUSETTS INSTITUTE OF TECHNOLOGY
PROJECT MAC

Artificial Intelligence Group July 7, 1966
Vision Memo. Ho. 100,

THE SUMMER VISION PROJECT

Seymour Papert

The summer vision project is an attempt to use our summer workers
effectively in the construction of a significant part of a visual system.
The particular task was chosen part{? because it can be segmented into
sub-problems which will allow individuals to work independently and yet
participate in the construction of a system complex enough to be a real

landmark in the development of "pattern recognitionm!l.
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Copyrighted Material

VISION

David Marr

FOREWORD BY
Shimon Ullman
AFTERWORD BY
Tomaso Poggio

Copyrighted Material

David Marr, 1970s
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Input image

Input
Image

Perceived
intensities

\ 4

. 2 %-D sketch 3-D model
Edge image —_—
Primal 2 %-D 3-D Model
Sketch Sketch Representation

Fei-Fei Li & Ranjay Krishna & Danfei Xu

Zero crossings, Local surface 3-D models
blobs, edges, »| orientation » hierarchically
bars, ends, and organized in
virtual lines, discontinuities terms of
groups, curves in depth and surface and
boundaries in surface volumetric
orientation primitives

Stages of Visual Representation, David Marr, 1970s
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https://pixabay.com/en/basketball-court-ball-game-sport-390008/
https://creativecommons.org/publicdomain/zero/1.0/deed.en
https://pixabay.com/p-1658052/?no_redirect
https://creativecommons.org/publicdomain/zero/1.0/deed.en
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Normalized Cut (Shi & Malik, 1997)
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https://en.wikipedia.org/wiki/Theravada#/media/File:Phra_Ajan_Jerapunyo-Abbot_of_Watkungtaphao..jpg
https://creativecommons.org/licenses/by-sa/4.0/deed.en
https://pixabay.com/en/umbrellas-people-bird-s-eye-view-218421/
https://www.flickr.com/photos/photographingtravis/14932646295
https://creativecommons.org/licenses/by/2.0/

3D reconstruction

,,,,,

S. Agarwal et al. ICCV, 2009
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« Generalized Cylinder * Pictorial Structure
Brooks & Binford, 1979 Fischler and Elschlager, 1973
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Single Object Recognition

D. Lowe. ICCV, 1999
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Spatial Pyramid Matching, Lazebnik, Schmid & Ponce, 2006
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https://pixabay.com/en/mountain-desert-landscape-nature-2143877/
https://creativecommons.org/publicdomain/zero/1.0/
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Deformable Part Model
Felzenswalb, McAllester, Ramanan,
2009

frequency

v

orientation

Histogram of Gradients (HoG)
Dalal & Triggs, 2005
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https://pixabay.com/en/photo-model-white-black-man-1214320/
https://creativecommons.org/publicdomain/zero/1.0/

Face Detection, Viola & Jones, 2001
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https://commons.wikimedia.org/wiki/File:Face_detection_example_openCV.jpg

CVPR topic distribution: 2000
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In the mean time...
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Perceiving Real-World Scenes

[rving Biederman

|. Biederman, Science, 1972
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Rapid Serial Visual Perception (RSVP)

Potter, etc. 1970s

Fei-Fei Li & Ranjay Krishna & Danfei Xu CS231n: Lecture1- 33 24-Mar-21



Speed of processing in the
human visual system

Simon Thorpe, Denis Fize & Catherine Marlot

6] —— Animal
pV —Non-animal
— Difference

Thorpe, et al. Nature, 199



Neural correlates of object & scene recognition

Fac e S . H o u S e s a Faces Objizcls lHoes Scenes

Intact

TTTTT 1T

| @ 0 &)

Stimuli

Scrambled

17]

% signal change

Kanwisher et al. J. Neuro. 1997 Epstein & Kanwisher, Nature, 1998
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A Computer Vision/Al “holy grail”
— Object Recognition

[click on an image 1o see the annotation]

Everingham et al. 2006-2012
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There are MANY objects; organized HIERARCHICALLY

(in the case of cups) to perhaps 15 or more (in the case of lamps)
readily discernible exemplars.!' Let us assume (liberally) that
the mean number of types is 10. This would yield an estimate
of 30,000 readily discriminable objects (3,000 categories X 10
types/category).

A second source for the estimate derives from considering
plausible rates for learning new objects. Thirty thousand ob-
jects would require learning an average of 4.5 objects per day,
every day for 18 years, the modal age of the subjects in the exper-
iments described below.

Biederman: Recognition by Component, 1987

vertical dimension

the level of inclusiveness

-

horizontal dimension
the segmentation of categories at the same level of inclusiveness

s
3

Y

living thing artefact machine
superordinsts animal furniture human transport
basic mammal sit-on-ables automobile
subordinate dog chair bus
collie kitchen chair double-decker

Eleanor Rosch: Principles of Categorization, 1978

Fei-Fei Li & Ranjay Krishna & Danfei Xu
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George A. Miller

Psychology, Cognitive Science
Princeton University
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G. A. Miller, Communications of the ACM, 1995
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J..Deng, W..Dong;R. Socher,.L.-J. Li, K. Li & L. Fei-FeizCVPR, 2009.



The Image CIaSS|f|cat|on Challenge
1,000 object classes
1,431,167 images

T-shirt d  T-shirt
Steel drum 4| Giant panda
Drumstick { Drumstick |,
Mud turtle [E¥zssedl Mud turtle

Russakovsky et al. [JCV 2015
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IMAGENET Classification Task
0.3 . =i
> , i
0.2
0.15
0.1
0.05

0

1,431,167
object classes images

Shallow models

Human

Classification Error

2010 2011 2012 2013 2014 2015 2016 2017

Deng et al. CVPR, 2009; Russakovsky et al. [JCV, 2012;
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Image Maps
Input

1998

Cecumetsl &xﬂ\% X\X

Convolutions FU"Y Connected
Subsampllng

# of transistors # of pixels used in training

10" NIST

128 04 204 \dense
\ 13
1T 13 dense | [densg :|

128 Max -
Max @ Max pocling < 048
poaling pooling

2012

Krizhevsky et
al.

# of pixels used in training

104 IMAGE
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IMAGENE T Large Scale Visual Recognition Challenge

Year 2010 Year 2012 Year 2014 Year 2015
NEC-UIUC SuperVision GoogLeNet VGG

-

@ Pooling
=] COHVOlUtI conv-64
conv-64
(o} Softmax maxpool
Other @O [

maxpool
uuuuuu
——2Ce——
maxpool
uuuuuu
£
LLLLLL

Dense descriptor grid:
HOG, LBP

v

Coding: local coordinate,
super-vector

Pooling, SPM (-] g m;):p—‘ool
Linear SVM § maxpool
fc-4096
fc-4096
fc-1000
softmax
[Lin CVPR 2011] [Krizhevsky NIPS 2012]
[Szegedy arxiv [Simonyan arxiv 2014 [He ICCV 2015]
2014]
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https://commons.wikimedia.org/wiki/File:African_Lion_3.jpg
https://creativecommons.org/licenses/by/3.0/deed.en

Image Captioning: Richer Descriptions

Image
Captioning

Dense
Captioning

JKF, CVPR 2016

Paragraph
Captioning

KIKF, CVPR
2017

A man riding a horse drawn
carriage down a street

Horse pulling a cart. A wheel on
a cart. A window on a building. A
horse in a picture.
A woman sitting on a
bench.
A cart with a cart.

A man is riding a carriage on a
street. Two people are sitting on
top of the horses. The carriage is
made of wood. The carriage is
black. The carriage has a white
stripe down the side. The building
in the background is a tan color.

A40/MN\
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Results:
spatial, comparative, asymmetrical,
verb, prepositional

taller than
person
l left of
wiar oln wiar
shirt snow ski

Krishna*, Lu*, Bernstein, Fei-Fei, ECCV 2016



CVPR topic distribution: 2000 vs. 2013

@ 2000
W 2013

125

100

75

50

25
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Al’s Explosive Growth & Impact

Attendance at large conferences (1984-2019)
Source: Conf

§ 10,000 iEﬁ%Ps 400
% 5,000 \_\\ 'J,"
' e e e o " o Year
Number of attendance Startups Developing Al
At Al conferences Systems
Source: The Gradient Source: Crunchbase, VentureSource, Sand

Hill Econometrics

§ 1swo

Enterprise Application Al
Revenue

Source: Statista
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Many Applications of computer vision

AUTOMOTIVE

Applcations miated 1o cars (ADAS,
Autonomous Vehcles, eic.)

ROBOTICS &
MACHINE VISION 'v .
SPORTS & Appicatons targeted :
ENTERTAINMENT a andusha?e p—
Computer vision autamaton '
MEDICAL sec‘euﬂmm
U o
Computer VrSOeﬂa mowes, and TV @ : SECURITY &
systems are us content - .
ygt!) extract 3D i = T
images Q\ANTS Apglicasons based

-_—
CONSUMER & MOBILE O?eie':(lﬂe cra1m:{(a
sacunty
Apglicatons based on
consumer and mobde analics)
devices (Phones, Tablets,
Digstal cameras, etc.)

Q £

Volume

Slide source: World Capital Partners, 2017
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How to take car
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‘ Mana e(‘iHrﬁt
i |

Scalable

Low-cost Burden-free

Versatile

® ©

Mobility Infection
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Sleep Diet




Today’s agenda

e CS231n overview
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