Lecture 4:
Backpropagation and
Neural Networks
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Administrative

Assignment 1 due Wednesday April 18, 11:59pm
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Administrative

All office hours this week will use queuestatus
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Where we are...

g — f(w, W) — Wao scores function
Li = Ej#y,- maX(O, 8j — Sy, T+ 1) SVM loss

= N iy L L Vi data loss + regularization
want VL

Fei-Fei Li & Justin Johnson & Serena Yeung Lecture 4 -4 April 12, 2018



Optimization

# Vanilla Gradient Descent
while True:
weights grad = evaluate gradient(loss_ fun, data, weights)
Landscape image is CCO 1.0 public domain welghts += - step size * welghts grad serform parameter update
Walking man image is CCO 1.0 public domain
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http://maxpixel.freegreatpicture.com/Mountains-Valleys-Landscape-Hills-Grass-Green-699369
https://creativecommons.org/publicdomain/zero/1.0/
http://www.publicdomainpictures.net/view-image.php?image=139314&picture=walking-man
https://creativecommons.org/publicdomain/zero/1.0/

Gradient descent

df(z) _ . fz+h)— f(2)

dx h —0 h

Numerical gradient: slow :(, approximate :(, easy to write :)
Analytic gradient: fast :), exact :), error-prone :(

In practice: Derive analytic gradient, check your
Implementation with numerical gradient
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Computational graphs

f=Wz| \Li =3, max(0,s; — sy +1)
\ @ s (scores) ,
‘R ?

R(W)

L
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Convolutional network
(AlexNet)

input image LA
Weights $ =
loss s

Figure copyright Alex Krizhevsky, llya Sutskever, and
Geoffrey Hinton, 2012. Reproduced with permission.
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Neural Turing Machine /

iInput image/

loss \

Figure reproduced with permission from a Twitter post by Andrej Karpathy.
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https://twitter.com/karpathy/status/597631909930242048?lang=en

Neural Turing Machine—

Fei-Fei Li & Justin Johnson & Serena Yeung

Lecture 4 -

Figure reproduced with permission from a Twitter post by Andrej Karpathy.

April 12, 2018



https://twitter.com/karpathy/status/597631909930242048?lang=en

Backpropagation: a simple example

f(z,y,2) = (z +y)z
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Backpropagation: a simple example

f(z,y,2) = (z +y)z
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Backpropagation: a simple example | x -2

f(l’ay,z):(ery)z yD@q3

eg.x=-2,y=95,z=+4

=12
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Backpropagation: a simple example

flz,y,2) = (. +y)z
eg.x=-2,y=5,z=+4

of of
f=qz 0 =% =4

. 4af of of
Want: e By’ e
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Backpropagation: a simple example

flz,y,2) = (. +y)z
eg.x=-2,y=5,z=+4

of of
f=qz 0 =% =4

. 4af of of
Want: e By’ e

Fei-Fei Li & Justin Johnson & Serena Yeung
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Backpropagation: a simple example

f(@,y,2) = (z +9)z DQ

eg.x=-2,y=95,z=+4

_ oq . Oq _ /
of
of of of
f=qz 0 =% =4
B
Want: e By’ e
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Backpropagation: a simple example

f(@,y,2) = (z +9)z DQ

eg.x=-2,y=95,z=+4

=12

1
z 4
g=z+ty %:1,@21 —
Oy
or
of of 0z
f=qz 0 =% =4
~Of of of
Want: -, Ty Big
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Backpropagation: a simple example

flz,y,2) = (. +y)z
eg.x=-2,y=5,z=+4

of of
f=qz 0 =% =4

. 4af of of
Want: e By’ e
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Backpropagation: a simple example

f(@,y,2) = (z +9)z DQ

eg.x=-2,y=5,z=+4

of of
f=qz 0 =% =4

. 4af of of
Want: e By’ e

Fei-Fei Li & Justin Johnson & Serena Yeung

Lecture 4 -19

April 13, 2017



Backpropagation: a simple example

f(z,y,2) = (z +y)z yD@q-

eg.x=-2,y=5,z=+4

of of
f=qz 0 =% =4

. 4af of of
Want: e By’ e
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Backpropagation: a simple example

S VO

eg.x=-2,y=5,z=+4

_ oq . Oq

_ of _ _ of _ Chain rule: ]
f_qz aq_zaaz—q ﬁ_af 8q

want: 2L 2L o Oy ~ 0q By

ant: 575 5,0 5 —

X
Upstream Local

gradient gradient
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Backpropagation: a simple example

AN ot

eg.x=-2,y=5,z=+4

_ oq . Oq

_ of _ _ of _ Chain rule: ]
f_qz aq_zaaz—q ﬁ_af 8q

want: 2L 2L o Oy ~ 0q By

ant: 575 5,0 5 —

X
Upstream Local

gradient gradient
Fei-Fei Li & Justin Johnson & Serena Yeung

Lecture 4 - 22

April 13, 2017



Backpropagation: a simple example

flz,y,2) = (. +y)z
eg.x=-2,y=5,z=+4

— g . Og _
- L/ . Chain rule: Oz
f—qz Bq_z’az—q 8_f_a_fﬁ
. Of of of dr  0q Ox
Want: 9 By Bz

Upstream LSCaI
gradient gradient
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Backpropagation: a simple example

flz,y,2) = (. +y)z
eg.x=-2,y=5,z=+4

— g . Og _
- L/ . Chain rule: Oz
f—qz Bq_z’az—q 8_f_a_fﬁ
. Of of of dr  0q Ox
Want: 9 By Bz

Upstream LSCaI
gradient gradient
Fei-Fei Li & Justin Johnson & Serena Yeung

Lecture 4 - 24

April 13, 2017



Fei-Fei Li & Justin Johnson & Serena Yeung Lecture 4 - 25 April 12, 2018



“local gradient”
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“local gradient”

Z

oL

B -

gradients
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“local gradient”

Z

oL

B -

gradients
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“local gradient”

%
o)
> Q2=\e Z
OL
0z
gradients
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“local gradient”

%
o)
> Q2=\e Z
OL
0z
gradients
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1

- 1 +e—(uvoa:0+w1m1+w2)

Another example: flw, )

w0

x0

w1

x1

w2

Fei-Fei Li & Justin Johnson & Serena Yeung Lecture 4 - 31 April 12, 2018



1

- 1 +e—(uvoa:0+w1m1+w2)

Another example: flw, )

w0 2.00
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1

- 1 +e—(uvoa:0+w1m1+w2)

Another example: flw, )

w0 2.00

flz) =¢€” i % =e® flz) = é - % =—1/z°
fo(z) =az =¥ Z—i::a fe)=eé+ta 5 %_1
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1

l1te —(wozg+wyz1+ws)

Another example: flw,z) =

w0 2.00

flz) =¢€” i % =e® flz) = é - % =—1/z°
fo(z) =az =¥ Z—ic:a fe)=eé+ta 5 %_1
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1

l1te —(wozg+wyz1+ws)

Another example: flw,z) =

Upstream Local

gradient  gradient

A _/1

1.372

(1.00)(——) = —0.53

100 47\ 100 @ 037 /)| 137 @ 0.73
AP il oy A_/ |05 \J 100

= & Lo | -2 4 4 -y
d
fo(z) = az B d_:]:: =a fc(m):C'Ubgféam N %:1
gradient
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1

l1te —(wozg+wyz1+ws)

Another example: flw,z) =

w0 2.00

flz) =¢€” i % =e® flz) = é - % =—1/z°
fo(z) =az =¥ Z—ic:a fe)=eé+ta 5 %_1
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|
f(w7m) A 1 + e—(w0x0+w1m1+'w2)

Another example:

w0 2.00

Upstream Local

gradient  gradient
~ /

(—0.53)(1) = —0.53

100 53\ 100 107 N 137 [as 07
NP V05 \_/ 05 [\'J 100

flz) =¢€” i % =e® flz) = é - % =—1/z°
fo(z) =az =¥ Z—ic:a fe)=eé+ta 5 %_1
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1

1+ e —(wozo+wiz1+ws)

Another example: flw,z) =

w0 2.00

100 A\ 100 O 087 JraN 187 g 073
AF U 083 053 ) 100

flz) =¢€” i % =e® flz) = é - % =—1/z°
fo(z) =az =¥ Z—ic:a fe)=eé+ta 5 %_1
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1

l1te —(wozg+wyz1+ws)

Another example: flw,z) =

w0 2.00

Upstream Local

gradient  gradient
~ /

(—0.53)(e~1) = —0.20

100 A\ ]100 2N 037 |0 1.7 @ 073
A_/ |-020 \9 -0.53 053 \J 100

flz) =¢€” i % =e® flz) = é - % =—1/z°
fo(z) =az =¥ Z—ic:a fe)=eé+ta 5 %_1
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|
f(w7m) A 1 + e—(w0x0+w1m1+'w2)

Another example:

w0 2.00

flz) =¢€” i % =e® flz) = é - % =—1/z°
fo(z) =az =¥ Z—ic:a fe)=eé+ta 5 %_1
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1

l1te —(wozg+wyz1+ws)

Another example: flw,z) =

Upstream Local

x0 -1.00 gradient gradient
~
(—0.20)(—1) = 0.20

4.00
w1 -3.00

1.00 47\ -1.00 @ 037 /7137 A 073
x1 -2.00 020 \_/ -020 [\ -053 \_/ -053 \ 100

flz) =¢€” i % =e® flz) = é - % =—1/z°
fo(z) =az =2 Z—ic:a fe)=eé+ta — %:1
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1

- 1 +e—(uvoa:0+w1m1+w2)

Another example: flw, )

w0 2.00

flz) =¢€” i % =e® flz) = é - % =—1/z°
fo(z) = az = Z—i::a f2) =e - %_1
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1

- 1 +e—(uvoa:0+w1m1+w2)

Another example: flw, )

w0 2.00

[upstream gradient] x [local gradient]
[0.2] x[1] = 0.2
[0.2] x [1] = 0.2 (both inputs!)

0| /A7) -1.00 @ 037 (7). 137 @ 0.73
L A X0 A5 NS A8 X 100

i) =e’ e % =™ flx) = é — % = —1/:1:2
fo(z) = az = Z—i::a f2) =e - %_1

Fei-Fei Li & Justin Johnson & Serena Yeung Lecture 4 -43 April 12, 2018



1

- 1 +e—(uvoa:0+w1m1+w2)

Another example: flw, )

w0 2.00

-2.00
0.20

x0 -1.00

52/3 @ 1@3
0.20
. df ST - 1 df 2
flz)=e . 7= flz) =~ ' —=-1/z
df df
fo(z) =az — 5, fiz) =é+ @ — el

Fei-Fei Li & Justin Johnson & Serena Yeung Lecture 4 -44 April 12, 2018



_ 1
Another example: f(w,z) = R Ty

w0 2.00

W [upstream gradient] x [local gradient]
0 L0 | x0:[0.2] x[2] =0.4
w0:[0.2] x [-1] =-0.2

wl -3.00

1.00 @ 100 /N 037 Cl\ 1.37 @ 0.73

x1 -2.00 020 \_J 020 XS5 \ 0 \ Y 00
w2 -3.00
0.20
v i df PO 1 df 2
flz)=e . 7= flz) =~ ' —=-1/z
d
fo(z) = az = %Za f(x) =613 s %:1
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(| Computational graph representation may not
be unique. Choose one where local gradients
at each node can be easily expressed!

f(w,z)

o 1+ e—(womg+w1:c1+w2)

olz)— # do(z) e’ (1 ; aliflens 1) (#) = (1-o0(z))o(z)

dz (1—|—e‘m)2 147" {1

sigmoid function

w0 2.00

sigmoid gate

100 | /4 ). 100 @ 037 LT Y073
020 | \_/ 020 Y 053 \_J 053 | 100

0.20
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(| Computational graph representation may not
be unique. Choose one where local gradients
at each node can be easily expressed!

f(w,z)

o 1+ e—(womg+w1:c1+w2)

olz)— # do(z) e’ (1 ; aliflens 1) (#) = (1-o0(z))o(z)

dz (1—|—e‘m)2 147" {1

sigmoid function

w0 2.00

sigmoid gate

100 | /4 ). 100 @ 037 L3 Hlers
020 | \_/ 020 Y 053 \__J 053 | 100

020 \ [upstream gradient] x [local gradient]
[1.00] x [(1-0.73) (0.73)]= 0.2
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Patterns in backward flow

add gate: gradient distributor
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Patterns in backward flow

add gate: gradient distributor

Q: What is a max gate?
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Patterns in backward flow

add gate: gradient distributor

max gate: gradient router
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Patterns in backward flow

add gate: gradient distributor
max gate: gradient router

Q: What is a mul gate?
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Patterns in backward flow

add gate: gradient distributor
max gate: gradient router

mul gate: gradient switcher
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Gradients add at branches

/

_
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Gradients for vectorized code (x,y,zare This is now the

now vectors)  Jacobian matrix
(derivative of each
element of z w.r.t. each
element of x)

“local gradient”

Z

oL
0z

% gradients
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Vectorized operations

4096-d — 2 f(x) = max(0,x) ———~  4096-d
inputvector - (glementwise) ——  output vector
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Vectorized operations oL _ |Of|aL
ox  |0x|Of

Jacobian matrix

4096-d — 2 f(x) = max(0,x) ———~  4096-d
inputvector - (glementwise) ——  output vector
Q: what is the
size of the

Jacobian matrix?
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Vectorized operations oL _ |Of|aL

ox  |0x|Of
Jacobian matrix
4096-d — f(x) = max(0,x) —— 4096-d
inputvector - (glementwise) ——  output vector
Q: what is the
size of the
Jacobian matrix?
[4096 x 4096!]
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Vectorized operations

4096-d — f(x) = max(0,x) ———  4096-d
input vector - (elementwise) output vector
Q: what is the in practice we process an
. entire minibatch (e.g. 100)

size of the

of examples at one time:

. 0
Jacobian matrix i.e. Jacobian would technically be a
[4096 x 4096!] [409,600 x 409,600] matrix :\
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Vectorized operations oL _ |Of|aL

ox  |Oz|Of
Jacobian matrix
4096-d — f(x) = max(0,x) 4096-d
inputvector - (glementwise) ——  output vector
Q: what is the
size of the Q2: what does it
Jacobian matrix? look like?
[4096 x 40906!]
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A vectorized example: f(z, W) = ||W - z||? = > (W - z)?
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A vectorized example: f(z, W) = ||W - z||? = > (W - z)?

E R’n E Rnx'n,

Fei-Fei Li & Justin Johnson & Serena Yeung Lecture 4 - 61 April 12, 2018



A vectorized example: f(z, W) = ||W - z||? = > (W - z)?

\%Y%
1)
S - L2 }—
) \_/
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A vectorized example: f(z, W) = ||W - z||? = > (W - z)?

0.1 0.5
{ ~0.3 0.8 }
\%Y%
71T
0.2 . 10 )\
o * (2)

Wiiz1+ -+ Winzn

Wn,lxl + e+ Wn,nxn
f@=lad*=¢+ - +a
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0.5

A\{/ectorized example: f(z, W) = ||W - z||? = >, (W - z)?
0.1
~03 0.8

N

Wiiz1+ -+ Winzn

Wn,lxl + e+ Wn,nxn
f@=lad*=¢+ - +a

Fei-Fei Li & Justin Johnson & Serena Yeung
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A\{/ectorized example: f(z, W) = ||W - z||? = >, (W - z)?
0.1 o

0.5
~0.3 0.8
[0.22}
0.26
0.116
\__/ 1.00
X

N

Wiiz1+ -+ Winzn

Wn,lxl + e+ Wn,nxn
f@=lad*=¢+ - +a
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A \fectorized example: f(z, W) = ||W - z||? = >, (W - z)?
0.1 =
~0.3 0.8

0.5 }
W
0.22
[ 0.26 }

0.4 \__/ 1.00
X
Wiiz1 + -+ Wi nzn %f: = 2¢;
Wn,lxl + -+ Wn,nxn VQf — 2q
fle)=llal>=g¢i +--+4q;

Fei-Fei Li & Justin Johnson & Serena Yeung
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A vectorized example: f(z, W) = ||W - z||? = > (W - z)?

{ 0.1 0.5 }
—0.3 0.8
W — -
0.22
0.26
i i 0.116
0.4 0.44 \__/ 1.00
X | 0.52
0
Wiizy + -+ Winzn 5&% = 2qz-
Wn,lxl + -+ Wn,nxn VQf — 2q

f@=dP>=a¢+ - +4
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A vectorized example: f(z, W) = ||W - z||? = > (W - z)?

{ 0.1 0.5}
—0.3 0.8
W — -
0.22
0.26
j ] 0.116
0.4 0.44 \__/ 1.00
= —s
8Wi,j k=it

Wiiz1+ -+ Winzn

Wn,lxl + e+ Wn,nxn
f@=lad*=¢+ - +a
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A vectorized example: f(z, W) = ||W - z||? = > (W - z)?

{ 0.1 0.5 }
—0.3 0.8
W _ _
0.22
0.26
i i 0.116
02 - —> . :@ >
0.4 0.44 \__/ 1.00
oW, =t
W1,1.’131 + -+ W1,na?n of — Z of Oqg
] oW, ; k Oqr, OW;_ ;
q= W .-x = :
Wn,lxl _|_ e + Wn,n:pn — Z(zqk)(lkz’bw‘?)
k
fla=lad*=¢++a = 2¢;T;

April 12, 2018
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A vectorized example: f(z, W) = ||W - z||? = > (W - z)?

0.1 0.5
—0.3 0.8 W
0.088 0.176 | 092
0.104 0.208 ] 0:26 /—\ 0116
0.2 e o 12\
0.4 0.44 \__/ 1.00
8Wi,j k=it
W1,1.’131 + -+ W1,na?n of — Z of Oqg
g=W.-z= ] oW, ; k Oqr, OW;_ ;
Wn,lxl + - + Wn,nl'n — Z(2Qk)(1k=z$3)
k
fla=lad*=¢++a = 2¢;T;
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A vectorized example: f(z, W) = ||W - z||? = > (W - z)?

{ 0.1 0.5
-0.3 0.8 | - T
0.088 0.176 W 099 VWf =29z
0.104 0.208 0.96 /_\ 16
0.2 ] « o 12}
0.4 0.44 \__/ 1.00
oW, ;
W1,1.’131 + -+ W1,na?n of — Z of Oqg
Wn,lxl _|_ . ... + Wn,n:pn — Z(zqk)(lkzzw‘?)
k
fla=lad*=¢++a = 2¢;T;
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A vectorized example: f(z, W) = ||W - z||? = > (W - z)?

{ 0.1 05
—0.3 0.8 T
[ 0.088 0.176 1"V 099 Vwf=2qx
0.104 - 0.208 - 0.26 /_\ 0.116  Always check: The
0.2 | sk > - 1.2 - gradient with
0.4 [ 0.44 | U 1.00 respect to a variable
o x 0.52 should have the
| Yede Oqx 1. . same shape as the
8Wz’,j k=iLj variable
W1,1.’131 + -+ W1,na?n of — Z of Oqg
G=W 2= . oW, ; k Oqr OW; ;
_ 2 _ 2 2 k
fla=lldlf=a+-+a, = 2¢;T;
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A vectorized example: f(z, W) = |[W - z||2 = > , (W - z)?

01 0.5 =1 v
~0.3 08 lw
B
' o | 0.26 77 A\ 0.116
0.2 %« —+ 12 }—
0.4 0.44 \__/ 1.00
T X | 0.52 |
Oqx .
= Wk,
W1,1331 + -+ W1,na:n 6332
q = W = .

Wn,lxl + e+ Wn,nmn
f@=lad*=¢+ - +a
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A vectorized example: f(z, W) = ||[W - z||* =Y (W - z)?

0.1 0.5 =1
—-0.3 0.8 W
0.088 0.176 | F 099 T
0.104 0.208 0:26 /_\ e
0.2 | % f— (17}
0.4 0.44 \__/ 1.00
X | 0.52 |
dqr Wi
— p
Wiiz1+ -+ Winzn (';:}32 51 o
: dk
- W — : = _—
’ ’ ' ox; Z 0qx Ox;
Whpizt + -+ Wy nTy, k
fl@=I4lP=a+-+a ZZ2Qka,i
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A vectorized example: f(z, W) = ||W - z||? = > (W - z)?

0.1 0.5
{ —0.3 08 B -
[0.088 0.176 1V 002 V.f=2W"* -q
0.104 0.208 |
: 0.26
] - 11
0.2 - —> - :@ (l 6
0.4 0.44 \__/ 1.00
o112 ] * | 0.52
[ 0.636 | Oqr _ W
W1,1331 4+ e+ W1,na:n (gjzz ({;f 5
: dk
= W — : = _
’ ’ ' Ox; Z 0qx Ox;
Wyt + -+ Wh k
fl@=I4lP=a+-+a ZZ2Qka,i
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In discussion section: A matrix example...
21 — XWl ’

hl = RGLU(Zl) » ‘ @
Yy = hiWo ‘ G

L =313 "
oL

oWy ?

oL o

8W1 -
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Modularized implementation: forward / backward API

Graph (or Net) object (rough pseudo code)

class ComputationalGraph(object):
#...

def forward(inputs):

# 1. [pass inputs to input gates...]

# 2. forward the computational graph:
for gate in self.graph.nodes topologically sorted():
gate.forward()
return loss # the final gate in the graph outputs the loss
def backward():
for gate in reversed(self.graph.nodes topologically sorted()):
gate.backward() # little piece of backprop (chain rule applied)

return inputs gradients
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Modularized implementation: forward / backward API

class MultiplyGate(object):

X def forward(x,y):
v zZ = X¥y
self.x = x # must keep these around!
self.y =y
return z
3/ def backward(dz):

dx = self.y * dz # [dz/dx * dL/dz]
dy = self.x * dz # [dz/dy * dL/dz]

retty/[dx dy] \

Local gradient Upstream gradient variable

(x,y,z are scalars)
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Example: Caffe layers

Branch: masterv  caffe / src / caffe / layers / Create new file

¥ shelhamer committed on GitHub Merge pull request #4630 from BIGene/load_hdf5_fix

absval_layer.cpp
[E) absval_layer.cu

E) accuracy_layer.cop

argmax_layer.cpp
E) base_conv_layer.cpp

base_data_layer.cpp

base_data_layer.cu
E) batch_norm_layer.cpp
B) batch_norm_layer.cu

B) batch_reindex_layer.cpp

batch_reindex_layer.cu

bias_layer.cpp
[E) bias_layer.cu

[ bnll_layer.cpp

[ bnll_layer.cu

[E concat_layer.cpp

concat_layer.cu

[ contrastive_loss_layer.cpp
[E contrastive_loss_layer.cu

B conv_layer.cop

[E conv_layer.cu
crop_layer.cpp

crop_layer.cu

cudnn_conv_layer.cpp

[ cudnn_conv_layer.cu

dismantle layer headers
dismantle layer headers

dismantle layer headers

dismantle layer headers

enable dilated deconvolution

Using default from proto for prefetch

Switched multi-GPU to NCCL

Add missing spaces besides equal signs in batch_norm_layer.cop
dismantle layer headers

dismantle layer headers

dismantle layer headers

Remove incorrect cast of gemm int arg to Dtype in BiasLayer

) and generalization of Chanr iseAffineLayer into BiasLayer

dismantle layer headers

dismantle layer headers

dismantle layer headers

dismantle layer headers

dismantle layer headers

dismantle layer headers

add support for 2D dilated convolution

dismantle layer headers

remove redundant operations in Crop layer (#5138)
remove redundant operations in Crop layer (#5138)
dismantle layer headers

Add cuDNN v5 support, drop cuDNN v3 support

Caffe is licensed under BSD 2-Clause

Findfile  History

Latest commit e687a71 21 days ago

ayear ago
ayear ago
ayear ago
ayear ago
ayear ago
3 months ago
3 months ago
4 months ago
ayear ago
a year ago
ayear ago
ayear ago
ayear ago
a year ago
a year ago
a year ago
ayear ago
ayear ago
ayear ago
ayear ago
ayear ago
2 months ago
2 months ago
ayear ago

11 months ago

[ cudnn_len_layer.cpp

) cudnn_len_layer.cu

[) cudnn_irn_layer.cop

) cudnn_lrn_layer.cu

) cudnn_pooling_layer.cpp
) cudnn_pooling_layer.cu

5) cudnn_relu_layer.cpp

m

) cudnn_relu_layer.cu

o

B cudnn_sigmoid_layer.cpp

E) cudnn_sigmoid_layer.cu

)

[E) cudnn_softmax_layer.cpp

m

E) cudnn_softmax_layer.cu

o

E) cudnn_tanh_layer.cpp

m

El cudnn_tanh_layer.cu

m

data_layer.cpp

m

E) deconv_layer.cop

m

E) deconv_layer.cu

m

dropout_layer.cpp

®

E) dropout_layer.cu

m

dummy_data_layer.cpp

m

eltwise_layer.cpp

B

eltwise_layer.cu

elu_layer.cpp

B elu_layer.cu
[E) embed_layer.cop

embed_layer.cu

[ euclidean_loss._layer.cpp
[ euclidean_loss._layer.cu
[E) exp_layer.cpp

B exp_layer.cu

Fei-Fei Li & Justin Johnson & Serena Yeung

dismantle layer headers

dismantle layer headers

dismantle layer headers

dismantle layer headers

dismantle layer headers

dismantle layer headers

Add cuDNN v5 support, drop cuDNN v3 support
Add cuDNN v5 support, drop cuDNN v3 support
Add cuDNN v5 support, drop cuDNN v3 support
Add cuDNN v5 support, drop cuDNN v3 support
dismantle layer headers

dismantle layer headers

Add cuDNN v5 support, drop cuDNN v3 support
Add cUDNN V5 support, drop cuDNN v3 support
Switched multi-GPU to NCCL

enable dilated deconvolution

dismantle layer headers

supporting N-D Blobs in Dropout layer Reshape
dismantle layer headers

dismantle layer headers

dismantle layer headers

dismantle layer headers

ELU layer with basic tests

ELU layer with basic tests

dismantle layer headers

dismantle layer headers

dismantle layer headers

dismantle layer headers

Solving issue with exp layer with base e

dismantle layer headers
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a year ago
ayear ago
a year ago
ayear ago
a year ago
ayear ago
11 months ago
11 months ago
11 months ago
11 months ago
a year ago
ayear ago
11 months ago
11 months ago
3 months ago
ayear ago
ayear ago
ayear ago
ayear ago
ayear ago
ayear ago
ayear ago
ayear ago
ayear ago
ayear ago
ayear ago
a year ago
a year ago
a year ago

a year ago
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https://github.com/BVLC/caffe
https://github.com/BVLC/caffe/blob/master/LICENSE

#include <cmath>
#include <vector>

Caffe Sigmoid Layer

namespace caffe {

template <typename Dtype>
inline Dtype sigmoid(Dtype x) {
return 1. / (1. + exp(-x));

template <typename Dtype>
void SigmoidLayer<Dtype>::Forward_cpu(const vector<Blob<Dtype>*>& bottom,
const vector<Blob<Dtype>*>& top) {
const Dtype* bottom_data = bottom[0]->cpu_data(); 1

Dtype* top_data = top[0]->mutable_cpu_data();
const int count = bottom[8]->count(); /a(m) —_—
for (int 1 = @; i < count; ++i) { /
top_data[i] = sigmoid(bottom_data[i]);
}
}

template <typename Dtype>
void SigmoidLayer<Dtype>::Backward_cpu(const vector<Blob<Dtype>*>& top,
const vector<bool>& propagate_down,
const vector<Blob<Dtype>*>& bottom) {
if (propagate_down[0]) {
const Dtype* top_data = top[0]->cpu_data();
const Dtype* top_diff = top[@]->cpu_diff();
Dtype* bottom_diff = bottom[@]->mutable_cpu_diff();
const int count = bottom[@]->count();

for (int 1=0; £ ++1) ( * 1 1

T T (1 -o(z))o(z)|* top_diff (chain rule
bottom_diff[i] = top_diff[i] * sigmoid_x * (1. - sigmoid_x); —| —

}

}
}

#ifdef CPU_ONLY
STUB_GPU(SigmoidLayer);
#endif

INSTANTIATE_CLASS(SigmoidLayer);

}

Caffe is licensed under BSD 2-Clause
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https://github.com/BVLC/caffe
https://github.com/BVLC/caffe/blob/master/LICENSE

In Assignment 1: Writing SVM / Softmax

Stage your forward/backward computation!
E.g. for the SVM:

# receive W (weights), X (da ‘\\\ = o = 0o 1
= ”’ H i 1 § :j#yi max( »Sj Sy; g ) )
1im€s) - Tﬁ\\

# forward pass (we hav

scores = #... T ®\ s (scores) - L
margins = #... ////’ <i>
£

data loss = #... W

reg loss = #...

R(W)

loss = data loss + reg loss

# backward pass (we have 5 lines)

dmargins = # ... (optionally, we go direct to dscores)
dscores = #...

dw = #...
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Summary so far...

e neural nets will be very large: impractical to write down gradient formula
by hand for all parameters

e backpropagation = recursive application of the chain rule along a
computational graph to compute the gradients of all
inputs/parameters/intermediates

e implementations maintain a graph structure, where the nodes implement
the forward() / backward() API

e forward: compute result of an operation and save any intermediates
needed for gradient computation in memory

e backward: apply the chain rule to compute the gradient of the loss
function with respect to the inputs
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Next: Neural Networks
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Neural networks: without the brain stuff

(Before) Linear score function: f — W
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Neural networks: without the brain stuff

(Before) Linear score function: f — W
(Now) 2-layer Neural Network  f = W5 max(0, Wix)
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Neural networks: without the brain stuff
(Before) Linear score function: f — W
(Now) 2-layer Neural Network  f = W5 max(0, Wix)

X W1 |ph| W2 |g

3072 100 10
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Neural networks: without the brain stuff
(Before) Linear score function: f — W
(Now) 2-layer Neural Network ~ f = Wy max(0, Wix)

3072

IHI!II

rse
i
& !
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Neural networks: without the brain stuff

(Before) Linear score function: f — W

(Now) 2-layer Neural Network  f = W5 max(0, Wix)
or 3-layer Neural Network

f — W3 maX(O, W2 maX(Oa WliB))
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Full implementation of training a 2-layer Neural Network needs ~20 lines:

import numpy as np
from numpy.random import randn

N, D_in, H, D_out = 64, 1000, 100, 10
X, y = randn(N, D_in), randn(N, D_out)
wl, w2 = randn(D_in, H), randn(H, D_out)

for t in range(2000):
h=1/ (1+ np.exp(-x.dot(wl)))
y_pred = h.dot(w2)
loss = np.square(y_pred — y).sum()
print(t, loss)

grad_y_pred = 2.0 x (y_pred - y)
grad_w2 = h.T.dot(grad_y_pred)

grad_h = grad_y_pred.dot(w2.T)

grad_wl = x.T.dot(grad_h * h x (1 - h))

wl —= le-4 * grad_wl
w2 —= le-4 x grad_w2
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In HW: Writing a 2-layer net

# receive W1,W2,bl,b2 (weights/biases), X (data)

# forward pass:

hl = #... function of X,W1,bl

scores = #... function of hl,W2,b2

loss = #... (several lines of code to evaluate Softmax loss)
# backward pass:

dscores = #...

dhl,dw2,db2 = #...

dwl,dbl = #...
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This image by Fotis Bobolas is
licensed under CC-BY 2.0
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https://www.flickr.com/photos/fbobolas/3822222947
https://www.flickr.com/photos/fbobolas
https://creativecommons.org/licenses/by/2.0/
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This image by Felipe Perucho
is licensed under CC-BY 3.0
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https://thenounproject.com/term/neuron/214105/
https://creativecommons.org/licenses/by/3.0/us/

Impulses carried toward cell body
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https://thenounproject.com/term/neuron/214105/
https://creativecommons.org/licenses/by/3.0/us/

Impulses carried toward cell body
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https://thenounproject.com/term/neuron/214105/
https://creativecommons.org/licenses/by/3.0/us/
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class Neuron:

def neuron_tick(inputs):

" assume inputs and weights are 1-D numpy arrays and bias is a number """
cell body sum = np.sum(inputs * self.weights) + self.bias W99
firing rate = 1.0 / (1.0 + math.exp(-cell body sum)) # sigmoid activation func
return firing rate
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https://thenounproject.com/term/neuron/214105/
https://creativecommons.org/licenses/by/3.0/us/

Be very careful with your brain analogies!

Biological Neurons:
e Many different types
e Dendrites can perform complex non-linear computations
e Synapses are not a single weight but a complex non-linear dynamical

system
e Rate code may not be adequate

[Dendritic Computation. London and Hausser]
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Activation functions

Sigmoid |
o(x) = 1—|—(13_“’

tanh

tanh(x) J

RelLU
max (0, x)

Leaky ReLU
max(0.1x, x)

Maxout

10 /4
10

max(wi x + by, wl x + by)

ELU
T x>0
ae® —1) <0
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Neural networks: Architectures

757
e

',‘
&

R — |
s
SN '
output layer

tput layer
input layer input layer

hidden layer hidden layer 1 hidden layer 2

“3-layer Neural Net”, or
“2-layer Neural Net”, or “2-hidden-layer Neural Net”

“1-hidden-layer Neural Net” “Fully-connected” layers

Va
&
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Example feed-forward computation of a neural network

class Neuron:

def neuron_tick(inputs):
" assume inputs and weights are 1-D numpy arrays and bias is a number """
cell body sum = np.sum(inputs * self.weights) + self.bias
firing rate = 1.0 / (1.0 + math.exp(-cell body sum)) # sigmoid acti
return firing rate

We can efficiently evaluate an entire layer of neurons.
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Example feed-forward computation of a neural network

< ZSZ
<O -
e ey

‘ output layer

input layer
hidden layer 1 hidden layer 2

{

5
%
)

7
K
A

X
i‘

Va
&®

f = lambda x: 1.0/(1.0 + np.exp(-x)) # activation function (use sigmoid)
X = np.random.randn(3, 1) # random input vector of three numbers ,
hl = f(np.dot(Wl, x) + bl) # calculate first hidden layer activations

h2 = f(np.dot(W2, hl) + b2) # calculate second hidden layer activations (4x

out = np.dot(W3, h2) + b3 # output neuron (1xl
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Summary

- We arrange neurons into fully-connected layers

- The abstraction of a layer has the nice property that it
allows us to use efficient vectorized code (e.g. matrix
multiplies)

- Neural networks are not really neural

- Next time: Convolutional Neural Networks
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