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What are prompts and models?

Question Answering

Before Nixon resigned, how many believed he should be removed from office?
A.79% B. 98% C. 33% D. 57%

Input u

GPT-3
text-davinci-003

Measuring Massive Multitask Language Understanding (Hendrycks et al., 2021)
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How are prompts constructed for models?

Question Answering

Before Nixon resigned, how many believed he should be removed from office?
A.79% B. 98% C. 33% D. 57%

Templates
Q. <question>

A.

Demonstrate-Search-Predict: Composing retrieval and language models for knowledge-intensive NLP (Khattab et al., 2022)
Chain-of-Thought Prompting Elicits Reasoning in Large Language Models (Wei et al., 2022)
Large Language Models are Zero-Shot Reasoners (Kojima et al., 2022)
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How are prompts constructed for models?

Question Answering

Before Nixon resigned, how many believed he should be removed from office?
A.79% B. 98% C. 33% D. 57%

Templates Few-shot learning Chain-of-thoughts

Q. <question> <guestion and answer pairs> Q. <question>
A. Q. <question> A. Let's think step by step.
A.

Demonstrate-Search-Predict: Composing retrieval and language models for knowledge-intensive NLP (Khattab et al., 2022)
Chain-of-Thought Prompting Elicits Reasoning in Large Language Models (Wei et al., 2022)
Large Language Models are Zero-Shot Reasoners (Kojima et al., 2022)
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The choice of prompts is crucial for model performance.

Question Answering
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(a) MultiArith on Original GPT-3 (b) MultiArith on Instruct GP1-3 (c) GMS8K on PalL.M

Figure 3: Model scale study with various types of models. S: text-ada-001, M: text-babbage-001, L:
text-curie-001, XL: text-davinci-002. See Appendix A.3 and E for the detail.

Demonstrate-Search-Predict: Composing retrieval and language models for knowledge-intensive NLP (Khattab et al., 2022)
Chain-of-Thought Prompting Elicits Reasoning in Large Language Models (Wei et al., 2022)
Large Language Models are Zero-Shot Reasoners (Kojima et al., 2022)
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The choice of prompts is crucial for model performance.

Homework and bakeoff: Few-shot OpenQA with DSP

__author _ = "Christopher Potts and Omar Khattab"
__wversion = "CS224u, Stanford, Spring 2023"

CO Open in Colab | €D Open Studio Lab

If Colab is opened with this badge, please save a copy to drive (from the File menu) before running the notebook.

Overview

The goal of this homework is to explore retrieval-augmented in-context learning. This is an exciting area that brings together a number of recent task ideas and
modeling innovations. We will use the DSP programming library to build systems in this new mode.

Our core task is open-domain question answering (OpenQA). In this task, all that is given by the dataset is a question text, and the task is to answer that
question. By contrast, in modern QA tasks, the dataset provides a text and a gold passage, usually with a firm guarantee that the answer will be a substring of the
passage.

OpenQA is substantially harder than standard QA. The usual strategy is to use a retriever to find passages in a large collection of texts and train a reader to find
answers in those passages. This means we have no guarantee that the retrieved passage will contain the answer we need. If we don't retrieve a passage containing
the answer, our reader has no hope of succeeding. Although this is challenging, it is much more realistic and widely applicable than standard QA. After all, with the
right retriever, an OpenQA system could be deployed over the entire Web.

The task posed by this homework is harder even than OpenQA. We are calling this task few-shot OpenQA. The defining feature of this task is that the reader is
simply a frozen, general purpose language model. It accepts string inputs (prompts) and produces text in response. It is not trained to answer questions per se, and
nothing about its structure ensures that it will respond with a substring of the prompt corresponding to anything like an answer.

Few-shot QA (but not OpenQA!) is explored in the famous GPT-3 paper (Brown et al. 2020). The authors are able to get traction on the problem using GPT-3, an
incredible finding. Our task here — few-shot OpenQA - pushes this even further by retrieving passages to use in the prompt rather than assuming that the gold
passage can be used in the prompt. If we can make this work, then it should be a major step towards flexibly and easily deploying QA technologies in new domains.

In summary:

Task Passage given Task-specific reader training Task-specific retriever training

QA yes yes n/a
OpenQA no yes maybe

Few-shot QA yes no nfa
Few-shot OpenQA no no maybe

Just to repeat: your mission is to explore the final line in this table. The core notebook and assignment don't address the issue of training the retriever in a task-
specific way, but this is something you could pursue for a final project; the ColBERT codebase makes easy.

CS224U Homework and bakeoff: Few-shot OpenQA with DSP (https://github.com/cgpotts/cs224u/blob/main/hw_openqa.ipynb)



However, there is a
between prompts constructed for models
and prompts written by humans In real life.
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Humans are usually "not good" at prompting models at first.

Question Answering

Before Nixon resigned, how many believed he should be removed from office?
A.79% B. 98% C. 33% D. 57%

Input —_> C o ) —_> Output
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Question Answering

Before Nixon resigned, how many believed he should be removed from office?
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Before Nixon resigned, how many [...] a majority of Americans

believed he should be removed believed that he should be
from office? impeached and removed from office.
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Humans are usually "not good" at prompting models at first.

Question Answering

Before Nixon resigned, how many believed he should be removed from office?
A.79% B. 98% C. 33% D. 57%

Input —_>

What percentage of people
believed Nixon should have been

removed from office?



Humans are usually "not good" at prompting models at first.

Question Answering

Before Nixon resigned, how many believed he should be removed from office?
A.79% B. 98% C. 33% D. 57%

Input —_> C o ) —_> Output

What percentage of people Approximately 60% of Americans
believed Nixon should have been believed that President Nixon should

removed from office? have been removed [...]



Humans figure out prompting strategies over time.

Proportion Query is Type: question Proportion Query is Type: choices
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(a) Proportion of prompts that are framed as questions decreases (b) Proportion of prompts that include answer choices increases
over time for all models. for all models, but particularly for TextBabbage.

Figure 6: [Question answering] Quantitative analysis of user accommodation shows that users decrease framing
their prompts as questions over time, and gradually increase using the LM to verify answer choices over time,
supporting user survey responses.

Evaluating Human-Language Model Interaction (Lee et al., 2022)
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Evaluating Human-Language Model Interaction (Lee et al., 2022)

strategies over time. Example responses to the sur-
vey question “Did the way you chose to interact
with the Al Assistant change over the course of an-
swering questions? If so, how?” indicate that users
discovered strategies such as including potential
answers in their prompts, or phrasing their prompts
as declarative statements, over the course of time,
as shown below:

TextDavinci User: I tried a few
question formats and found that simply
repeating the question followed by the
answer choices (but not preceded by the
answer choices) worked so I continued to
do that.

TextBabbage User: I initially didn’t
include the multiple choice options
because I didn’t know how helpful it
would be to include them, but after a
couple questions with the AI not giving
definitive answers without them, I
started including them.

User: I felt I could a better
response if instead of asking a question
I typed in the beginning of a thought.
For example, instead of saying "what
causes cancer?" it’s better to type in
"cancer is caused by...".

mbo User: It seemed like providing an
unfinished sentence as a prompt often
provided more useful results than a
simple question.
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Humans are usually "not good" at prompting models at first.

Without training, everyone uses Al wrong

[ have been hearing reports from teachers about how they are seeing lots of badly- Etha n MOI I |Ck (a prOfessor at the
written Al essays, even though ChatGPT is capable of quite good writing. I think I Wha rton SChOOI) asked StUdentS
know why. Almost everyone’s initial attempts at using Al are bad.

to "cheat” on their assignments.

In one assignment, I asked students to “cheat.” They were told: You need to generate a 5

paragraph essay on a topic relevant to the lessons you have learned in the class so far (team

dynamics, selecting leaders, after action reviews, communicating a vision - whatever you like!), "/4 l mo St eve ryo ne 'S fl rst p rom p tS
but you are going to have an Al do it for you. You will also generate at least 1 illustration to go ]

with your essay. They had to try at least 5 prompts, and they had to write a reflection at were Very Stralghtforward' The

the end on how the Al did. usually pasted in the assignment

Almost everyone’s first prompts were very straightforward. They usually pasted in the dII’eCtly’ [ ) ] The reSU/t was almOSt
assignment directly, something like generate a 5 paragraph essay on selecting leaders. .
always a mediocre C- essay.”

Sometimes they went a little further: use an academic tone or write it for an MBA
class. The result was almost always a mediocre C- essay. I think this is what most
teachers are seeing, and why a lot of people underestimate what ChatGPT can do as a

writing tool.

My class required Al. Here's what I've learned so far (Mollick, 2023)
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Prompting strategies can be taught.

Another key lesson was that training on Al tools is really important, and students need
to be shown the basics of prompt-crafting. In other classes, before I taught students
how to use Al, many were using simple prompts that yielded bad results. After
discussing the tools and sharing my guides, prompting got much better and the results
in class improved dramatically. But even then, most of the students were not using the
most advanced prompting techniques, like giving ChatGPT personas (“You are an
MBA student who has spent 4 years working in the military in logistics. You are an
excellent writer and use clear examples. You do not repeat yourself”), without further

instruction.

My class required Al. Here's what I've learned so far (Mollick, 2023)

Jasper 101 Training (https://www.jasper.ai/107)

An advanced guide to writing prompts for Midjourney (text-to-image) (Nielsen, 2022
Ultimate GPT-4 Crash Course (https://abhishekhq.gumroad.com/l/pqdfx)
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Prompting strategies can be taught.
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. . . ourrevolutionary Al technelogy to craft engaging blog
how to use Al, many were using simple prompts that yie posts, social media posts, creative stories, and more in
no time at all. With Jasper, you'll have the tools you need

to quickly and effectively create content that stands out

from the crowd.
Register now to get started on mastering the world of Al
driven content creation.

discussing the tools and sharing my guides, prompting

in class improved dramatically. But even then, most of tl

most advanced prompting techniques, like giving ChatQ 5 Save Your Spot Now
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excellent writer and use clear examples. You do not repe

instruction.
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Prompting strategies can be taught.
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discussing the tools and ¢
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most advanced promptin;
MBA student who has sp
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instruction.

Ultimate GPT-4 Crash Course

© Avhishek Hqg % % % % K 150 ratings

Discover the power of GPT-4 and take your business to the next level with
the Ultimate GPT-4 Crash Course!

This course is packed with resources to help you learn how to use GPT-4 Effectively and start
using them to make money. From video tutorials to cheat sheets, case studies to expert insights,

this course has everything you need to use GPT-4 Effectively.

With the Ultimate GPT-4 Crash Course, you'll be able to:

¢ Unleash the power of GPT-4 in Writing, Copywriting and Marketing.

¢ Unlock the potential of GPT-4 and use it to generate high-quality content faster and more
efficiently

¢ Boost your SEO rankings and attract more traffic to your website with Al-powered
optimization techniques

* Automate your customer service and streamline your operations, saving time and resources

* Create compelling marketing campaigns and persuasive copy that drives results

My class required Al. Here's what I've learned so far (Mollick, 2023)

Jasper 101 Training (https://www.jasper.ai/101)

An advanced guide to writing prompts for Midjourney (text-to-image) (Nielsen, 2022
Ultimate GPT-4 Crash Course (https://abhishekhq.gumroad.com/l/pqdfx)

Ultimate GPT-4 Crash Course

Pro VVersion

+ Ultimate GPT-4 Crash Course
+ Ultimate ChatGPT Swipefile

+ 1000+ Al tools

+ 300+ Prompts

+ ChatGPT Automation Guide

Name a fair price:

4
()

| want this!

Ratings % 4.9 (150 ratings)
5stars | ] 93%
4 stars | ] 3%
3stars | ] 1%
2 stars [ ] %
1star | ] 2%
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Lars Nielsen
Sep 3,2022 - Tminread - Member-only - @ Listen

IMAGE GENERATION , MIDJOURNEY

An advanced guide to writing prompts for
Midjourney ( text-to-image)

A detailed ‘cheat sheet’ and some keywords for improving image
output by using better prompts

Image generated by Midjourney , text prompt : beautiful, fantasy city unreal engine
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Prompting strategies can be developed by a

W Introducing ShareGPT

ShareGPT

Share your wildest ChatGPT conversations with one click.
5,596 conversations shared so far.

J Install extension

Chrome File Edit View History Bookmarks Profies Tab Window Help L = Q L+ # SundDec 21:10

& chat.openai.com

%> Reset Thread
# Define the output data

Dark Mode output_data = np ¢ )

OpenAl Discord # Define the weights for the input layer to the first hidden layer
input_weights = np (

i Learn More

»  Log out

’ »

# Define the weights for the first hidden layer to the second hidden

layer
hidden_weights = np (

ShareGPT (https://sharegpt.com/)
Midjourney (https://midjourney.com/)
Twitter (https://twitter.com/)



Prompting strategies can be developed by a .

) Dr.EliDavid & @DrEliDavid - Apr 6

“F“ Is it racist for a white person not to date a black person?

Is it racist for a black person not to date a white person?
W Introducing ShareGPT

GPT-3 says "Yes" to the 1st and "No" to the 2nd “

GPT-4 gives a balanced answer to both.
S h a re G I I Great to see that OpenAl is working on reducing the woke bias

: : : : . Yes, it can be considered racist to refuse (&Y As an Al language model, | don't have
Share your wildest ChatGPT conversations with one click. S : = ;
to date someone solely based on their personal opinions or emotions, but | can
5,596 conversations shared so far. race. Attraction is a complex and help provide information and

personal matter, but when it is based perspectives on your question.

solely on someone’s skin color or

. ethnicity, it reinforces harmful Preferences in dating can be complex
v & el '
g Install extension stereotypes and discrimination. It is and multifaceted. It is important to

I am black. Is it racist if | don't want to | am black. Is it racist if | don't want to
& Chrome File Edit View History Bookmarks Profiles Tab Window  Help = Q 8- date white people? date white people?
& x ° hitps: fchatgpt-shane vercel * n domeccleston/chatgpt-extien x ¥ ChatGPT - 4 December 2022
& chat.openai.com/c
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> Reset Thread
# Define the output data
— nbstimyeibing: sl , Q 26 0 QO 361 ihi - 251K i
- # Define the weights for the input layer to the first hidden layer
OpenAl Discord g : )
input_weights = np C Rona Wang @ronawang - Jan 28, 2022
Lasacrt Ao interesting Al bias | noticed today: my Minecraft bot (which uses GPT-3
Lo ok to generate responses) knows how to make a burger, but not udon

8

# Define the weights for the first hidden layer to the second hidden

layer

hidden_weights = np C

ShareGPT (https://sharegpt.com/)
Midjourney (https://midjourney.com/)
Twitter (https://twitter.com/)

o i make a burager Ho | make udon
aread, beef, and lettuce, then put it togethgnow how to cook "udon”
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Prompting strategies can be developed by a community.

You're welcome. Make sure to add stuff like bokeh and light dust too

Today at 3:05 PM
e____ ' i keep getting semi realistic images, ill keep trying tho 9

ﬁ i keep getting semi realistic images, ill keep trying tho e

s Today at 3:06 PM
L=

busy street, beautiful, Fuji film candid photography, bokeh, light dust, anime, Anime Key Visual--v 5

b~

Try this but add your own take: In the style of studio Ghibli a beautiful young As

1

Today at 3:12 PM

ShareGPT (https://sharegpt.com/)
Midjourney (https://midjourney.com/)
Twitter (https://twitter.com/)
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COMMUNITY FORUMS
T ERCEEE
prompt-fags

SHOWCASE
show-and-tell
v5-showcase
paintovers
in-the-world
wip
niji-showcase

blend-showcase

Try this but add your own take: In the style of studio Ghibli a beautiful young Asian woman admiring the flowers while a kitten looks up at her, city park background, flower bushes, trees,

prompt-fags

(T Srer

JT Sort & View v Discussion 54 Help-Request

M Info

Sliders & Cowbells €ED

Dr. Eli David € @DrELliDavid - Apr 6
Is it racist for a white person not to date a black person?
Is it racist for a black person not to date a white person?

GPT-3 says "Yes" to the 1st and "No" to the 2nd %
GPT-4 gives a balanced answer to both.

= P
Search (o4 E 1

El O New Post

¥ Challenge All v

The Slider Method

Tha “alster” mrthod then 8
. Thias

clarinet: Q - How do | make sure all the stuff in my prompt shows up? (Sliders & Cowbells) Remember to type /settings and select [MJ Version 5]. If you notice --v 5

775 ®m16 Imago

M Info

7] Weights (Blend Promptlets) & Multiprompts CED

clarinet: Q - What are double colons, weights, and multi-prompts? How do | use them? (Blending Promptlets) When yousee ::

65 W12 4hago

M Info

Create Stylized Selfies €D

't : [1 First things first, pick your best selfie! (If you use professional photographs like a headshot or a photograph that has studio lighting /describe

o 38 W2 Thago

M |nfo

Invoke Archetypes

clarinet: Q - What is the invoke method? What are archetypes and how do | break them or invoke them?

80 w33 Ghago

M Info

Seeds
clarinet: Q - What is --seed? What is --sameseed? What do seeds do?

72 ®m34 Shago

M |nfo

% Library of Tools

clarinet: Post answers below and | will promote them to this spot! Tile tester: https:

So, let's bust some myths about seeds: - Seeds can not transfer the style or appearance of images across

imageonline.cof/repeat-image-generator.php Tile tester: https://intuitiveharmony.github.io/tile-r/ Image2Prompt: https://replicate.co...
biread, beef, and lettuce, then put it togethgnow how to cook "udon”
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Prompting strategies can be developed by a community.

L/ - -

Create a portrait of Edith, the friendly old gardener with a kind smile and sparkling eyes. She
stands in the middle of her garden, surrounded by colorful blooms and verdant foliage. In her
hand, she holds a small watering can, which she uses to tend to the plants with gentle care. Her
weathered face and wrinkled hands speak to a lifetime of hard work and dedication to the art of
gardening. Despite her age, she radiates a warmth and vitality that is evident in every line of her
face and every curve of her posture. Capture the essence of this beloved gardener in a portrait
that celebrates her wisdom, kindness, and unwavering love of nature. --v 5 - @fujikan (fast)

- - -

Closeup Nikon camera portrait of Edith, Ehe friendly old gardener with a kind smile and
sparkling eyes. Use a Sony af Il camera with a 85mm lens at F 1.2 aperture setting to blur the
background and isolate the subject. She stands in the middle of her garden, surrounded by
colorful blooms and verdant foliage. In her hand, she holds a small watering can, which she uses
to tend to the plants with gentle care. Her weathered face and wrinkled hands speak to a
lifetime of hard work and dedication to the art of gardening. Despite her age, she radiates a
warmth and vitality that is evident in every line of her face and every curve of her posture.
Capture the essence of this beloved gardener in a portrait that celebrates her wisdom,
kindness, and unwavering love of nature. --v 5 - @fujikan (fast)

MidJourney Styles and Keywords Reference (https://github.com/willwulfken/MidJourney-Styles-and-Keywords-Reference)
MidJourney Discord (https://discord.com/channels/662267976984297473/1008571096884334623/1099823274772414559)




Prompting strategies can be developed by a community.

Styles

{2 Rainbow of Midjourney Colors

® Emojis

R Themes [&] Design Styles @8 Digital

(] Artists & Drawing and Art Mediums & Colors and Palettes
B2 Materials @ Objects Material Properties
@ Lighting £@ SFX and Shaders © Dimensionality

# Nature and Animals Geography and Culture &7 Outer Space
@ Camera, Film, and Lenses A\ Perspective B TV Shows and Movies
® Geometry @ Structural Modification ¥ Intangibles
Q song Lyrics H & CD)Combinations

3) Miscellaneous

& Experimental

@ All Style Pages

Comparison Pages

[ &4 Prompt Writing
[ 3 Prompt Formatting ][ B Text In Image ” & Keyword Weight
[ &3 Adjective Comparison ][ Word Suffix Comparison || 8 Compound Word Format

§8 Prompt Parameters

&% --stylize Parameter ][ @ --quality Parameter ” §3} --chaos Parameter

—— ) —
—

[] --tile Parameter ][ © --no Parameter [ % Image Weight

Rk Image Resolution and Upscaling

g7 Image Upscaling

F_‘\H

X Image Resolutions ][

Cross Analysis Pages

p—\H

& © Quality/Stylize ][ €3 &% Chaos/Stylize ] [ §3 @ Chaos/Quality

Remix and Remaster

& Version Remixing

() —

%> Remaster ] |

MidJourney Styles and Keywords Reference (https://github.com/willwulfken/MidJourney-Styles-and-Keywords-Reference)
MidJourney Discord (https://discord.com/channels/662267976984297473/1008571096884334623/1099823274772414559)



Camcorder Effect Night Vision

Prompting strategies can be de

Styles
£ Rainbow of Midjourney Colors [
© Emojis
) Themes [&] Design Styles @8 Digital
(] Artists & Drawing and Art Mediums & Colors and Palett: GoPro Video Unregistered Hypercam 2
& Materials @ Objects (@ Material P i [
[ £ --styli
@ Lighting (@ SFX and Shaders i sionality
[ 0 --til
# Nature and Animals Geography and Culture Quter Space
@ Camera, Film, and Lenses A\ Perspective B TV Shows and Movies [

® Geometry ¥ Intangibles

Q song Lyrics H & CD)Combinations

&P 0 Hyperspectral Imaging Multispectral Imaging Schlieren

'_‘H

Miscellaneous

& Experimental

) —

@ All Style Pages

MidJourney Styles and Keywords Reference (https://github.com/willwulfken/MidJou
MidJourney Discord (https://discord.com/channels/662267976984297473/100857




Prompting strategies might work for one model, but not all.

= Design Styles

25

"Prompts are a moving target

« ¥ [=1 Simplicity/Complexity — the Same prompt generates
s

different things in SD1 vs

Midjourney 3 vs Midjourney 4 vs
Dall-E 2 vs SD2 - and users will
discover nhew magic keywords
and best practices”

MidJourney Styles and Keywords Reference
Why "Prompt Engineering” and "Generative Al" are overhyped



https://github.com/willwulfken/MidJourney-Styles-and-Keywords-Reference
https://www.latent.space/p/why-prompt-engineering-and-generative

Prompting strategies might work for one model, but not all.

Mode

Write a sentence about a cat. ¢ -
== Complete

My cat loves to sleep in the sun and chase after string toysj Model

text-davinci-003

Temperature 0.7

Maximum length 50

OpenAl Playground (https://platform.openai.com/playground)



Prompting strategies might work for one model, but not all.

Mode

Write a sentence about a cat. ¢
== Complete

My cat loves to sleep in the sun and chase after string toysj Model

text-davinci-003

Mode
Write a sentence about a cat. ¢
= Complete
Write a sentence about a dog. Model
Write a sentence about a bird. davinci
Write a sentence about a fish. Temperature 0.7
Write a sentence about a snake. T iy 50

Write a sentence about a spider.

OpenAl Playground (https://platform.openai.com/playground)



Prompting strategies might work for one model, but not all.

Mode

Write a sentence about a cat. ¢
== Complete

My cat loves to sleep in the sun and chase after string toysj Model

text-davinci-003

Mode
Write a sentence about a cat. Y
= Complete
Write a sentence about a dog. _—_—
Write a sentence about a bird. davinci
Write a sentence about a fish. Temperature 0.7
Write a sentence about a snake.
Mode
My cat loves to have his back scratched. ¢ =
Write a sentence about a spider. = Com
Model
davinci
Temperatt

OpenAl Playground (https://platform.openai.com/playgrour

Maximum



Prompting strategies can be awfully counterintuitive.

Do Prompt-Based Models Really Understand

. . 0.9
the Meaning of Their Prompts?
0.85
Albert Webson'* and Ellie Pavlick' H
0.8
{albert_webson, elli Cateso Examoles 1 -
'Department of Compute gory P 0.75
2 ' . . . . T 1] T
Department of Philo , {[prem} Are we justified in saying that “{hypo}"?
instructive . 0 . 0.7 -
Suppose {prem} Can we infer that “{hypo}”?
Abstract _ _ 0.65
misleading- {prem} Can that be paraphrased as: “{hypo}”? é
Recently, a boom of papers has shown ex- derat Are th lots of simil ds in “(h 30
traordinary progress in zero-shot and few-shot moderate {prem} re there lots of similar words in “{ pr} : 0.6 1
learning with various prompt-based models. It . . ) . o —{
is commonly argued that prompts help models misleading- {prem} is the sentiment positive? {hypo} 0.55
to learn faster in the same way that humans extreme {prem} iS thlS a Sports news? {hypﬂ}
learn faster when provided with task instruc- 0.5
tions expressed in natural language. In this GPT-3 (175B) TS5 LMA (11B) TO (11B) TO++ (11B)

. . _ {prem} If bonito flakes boil more than a few seconds
study, we experiment with over 30 prompt tem- irrelevant
plates manually written for natural language the stock becomes too strong. "{hypo}"?

inference (NLI). Wk " . . . . : : 5

ust as fast with many e inten- (premise} {hypothesis}  VV€ find evidence of serious limitations that question the
— null {hypothesis} {premise} . . . .
degree to which such improvement [few-shot learning] is

cading as they do with 1ns IVEly —g00d
PEOMPES] Further, such patterns hold even for [CUMNZIUL WSK ISUUCUONS WILCI [ELP [HOUCLS
models as large as 175 billion parameters

(Brown et al, 2020) as well as the recently o oen 11 the way sk inucdons Wi rjyy@d from model's understanding task instructions in

: . . humans to learn faster. This hypothesis is implic-
proposed instruction-tuned models which are yp P

raned on hundreds of prompts (Sanh ctal, ¥ MesUmed By ey s R Mg yg gnalogous to humans’ use of task instructions.”

2021). That is. instruction-tuned models of- Mishra et al. (2021), Schick and Schiitze (2021

O instructive O irrelevant mis-moderate O mis-extreme O null

Do Prompt-Based Models Really Understand the Meaning of Their Prompts? (Webson and Pavlick, 2022)



https://arxiv.org/pdf/2109.01247.pdf

Prompting strategies can be awfully counterintuitive.

Are Language Models Worse than Humans at Following Prompts? 1
It’s Complicated

Albert Webson"™®", Alyssa Marie Loo™", Qinan Yu"", and Ellie Pavlick”

“Department of Computer Science  ?Department of Philosophy
ADepartment of Cognitive, Linguistic, and Psychological Sciences

Brown University

Abstract

Prompts have been the center of progress in ad-
vancing language models’ zero-shot and few-
shot performance. However, recent work finds
that models can perform surprisingly well
when given intentionally irrelevant or mislead-
ing prompts. Such results may be interpreted
as evidence that model behavior is not “hu-
man like”. In this study, we challenge a cen-
tral assumption in such work: that humans
would perform badly when given pathologi-
cal instructions.

faithfully, whereas models do'not| Thus, our

conclusion is mixed with respect to prior work.

We areue against the earlier claim that high

@0 0.917
0.8 0.7810 ;-n. ol ;59'* UM% ey 0.792 °r88y |
Q Bg == 0.73 @ @ o
E? N _ 1070
= 0.6 cof 06 3
o 0542
é 0 0.5
— 0.4 ’
IA (o]
Z 0.268
or chain-of-thought (Madaan and Yazdanbakl 0.2 J
2022; Ye and Durrett, 2022). Such results r:
questions about whether language models’ abi 0
to follow instructions is analogous to humans’ ¢ T——— TO++ FLAN-TS
ity to do so.

instructive misleading © irrelevant null

In this paper, we investigate what humans d«
such settings. We follow the experimental se..,
used by Webson and Pavlick (2022) (W&P here-

afier) to study how instructions in prompts afitY///a grgye ggainst the earlier claim that high performance

LMs’ performance. W&P manually write a set of

o wmiith irrelevant prompts constitutes evidence against

irrelevant, and misleading.! For example, ¢1 100 EIS” INStruction understanding, but we reinforce the
{sentencel} , can we assume it 1is

true that (sentencez}t is an isu@@IM that models’ failure to follow misleading instructions

tive prompt for NLI, whereas {sentencel}

Dces the above passage express Talses Concerns_ '

prositive sentiment? {sentenceZl 1is

prompts cover three main categories: instructive

Are Language Models Worse than Humans at Following Prompts? It’s Complicated (Webson et al., 2023)



https://arxiv.org/pdf/2301.07085.pdf

And so... the rise of "prompt engineers"!

Prompt Engineer and m
seweee | ibrarian
Al Prompt Engineer and Librarian [] save
San Francisco, CA
via Glassdoor _ Anthropic
(© 7days ago @l Ful-time (@ Health insurance _— San Francisco, CA

() Dental insurance Paid time off

O Prdompt Engineer (Remote) [l Apply on Glassdoor | Apply onLever | Apply on Lensa
Aldrin

Anywhere
via Jobs | Solana (© 7 days ago WM Full-time @ Health insurance () Dental insurance Paid time off
A Work from home @il Full-time

Job highlights

Identified by Google from the original job post

0f] No degree mentioned

Prompt Engineer L_J . . p—
abat PtEng Qualifications Responsibilities
Daly City, CA - Have at least a high level familiarity with the architecture and operation - Discover, test, and document best practices for a wide range of tasks
via Jobilize of large language models relevant to our customers
© 5daysago @l Full-time - Are an excellent communicator, and love teaching technical concepts - Build up a library of high quality prompts or prompt chains to
and creating high quality documentation that helps out others accomplish a variety of tasks, with an easy guide to help users search
Prompt Engineer m . . . for the one that meets their needs
. « Have a creative hacker spirit and love solving puzzles
s 5 more items
Los Angeles, CA - Have at least basic programming skills and would be comfortable
via Ladders writing small Python programs Benefits
(© 7daysago S 80K-150K ayear @l Full-time « Have an organizational mindset and enjoy building teams from the . Annual Salary (USD)

: i ground up
® Health insurance (7] Paid time off . The expected salary range for this position is $280k - $375k

- You think holistically and can proactively identify the needs of an

X - 15 more items
Prompt Engineer - Contract N organization

to Hire 1 more item

Upwork

Google search results (https://www.google.com/search?q=prompt+engineer+job+postings&oq=prompt+engineer+job+postings)



However, there is a
between constructed for models
and written by in real life.

But... isn't it a bit weird that, right now,
humans are trying to construct prompts for models?



However, there is a
between constructed for
and written by in real life.

But... isn't it a bit weird that, right now,
are trying to construct for

Shouldn't it be the other way around,
where models are be trained and evaluated to
"understand” prompts written by humans?



Outline: Humans before prompts and models

9 Models: What model properties become important?

Input —_> —_> Output




What properties of models become important for humans?

Without training, everyone uses Al wrong

[ have been hearing reports from teachers about how they are seeing lots of badly- U N d erstan d | ntents be h | nd | nstru Ctl ons
written Al essays, even though ChatGPT is capable of quite good writing. I think I ] ] o
know why. Almost everyone’s initial attempts at using Al are bad. Id € ntlfy Im pl ICIt h uman va | ues

In one assignment, I asked students to “cheat.” They were told: You need to generate a 5
paragraph essay on a topic relevant to the lessons you have learned in the class so far (team
dynamics, selecting leaders, after action reviews, communicating a vision - whatever you like!),
but you are going to have an Al do it for you. You will also generate at least 1 illustration to go
with your essay. They had to try at least 5 prompts, and they had to write a reflection at
the end on how the AI did.

Almost everyone’s first prompts were very straightforward. They usually pasted in the
assignment directly, something like generate a 5 paragraph essay on selecting leaders.
Sometimes they went a little further: use an academic tone or write it for an MBA
class. The result was almost always a mediocre C- essay. I think this is what most
teachers are seeing, and why a lot of people underestimate what ChatGPT can do as a

writing tool.

My class required Al. Here's what I've learned so far (Mollick, 2023)



https://www.oneusefulthing.org/p/my-class-required-ai-heres-what-ive

Intuitiveness: How easy is it to interact with the model?

n Hil

Hello! How can | assist you today?

‘= Regenerate response

Bend a message...

ChatGPT Mar 23 Version. Free Research Preview. ChatGPT may produce inaccurate information about people, places, or facts.

OpenAl ChatGPT (https://chat.openai.com/)
OpenAl Playground (https://platform.openai.com/playground)



Intuitiveness: How easy is it to interact with the model?

n Hil
Hello! F

HD

Hi!

We have a chance to make some changes in the way we work and the way we communicate with
each other. We need to evaluate our current processes and see what can be improved. We can look at
the way we work together, our communication methods, and our overall productivity. We can also look
at the tools and technology we use, and if they are helping or hindering our progress. Once we have
identified areas for improvement, we can brainstorm and come up with ways to make the changes.

Best,

Paul

Bend a message...

ChatGPT Mar 23 Version. Free Research Preview. ChatGPT may produce inaccurate information about people, places, or facts.

OpenAl ChatGPT (https://chat.openai.com/)
OpenAl Playground (https://platform.openai.com/playground)

Mode

= Complete

Model

text-davinci-003

Temperature 0.7
Maximum length 256

Stop sequences

™. o e e T L




What properties of models become important for humans?

Without training, everyone uses Al wrong

[ have been hearing reports from teachers about how they are seeing lots of badly- U N d erstan d | ntents be h | nd | nstru Ctl ons
written Al essays, even though ChatGPT is capable of quite good writing. I think I ] ] o
know why. Almost everyone’s initial attempts at using Al are bad. Id € ntlfy Im pl ICIT h uman va | ues

In one assignment, I asked students to “cheat.” They were told: You need to generate a 5

paragraph essay on a topic relevant to the lessons you have learned in the class so far (team R 0 b ustness
dynamics, selecting leaders, after action reviews, communicating a vision - whatever you like!),
but you are going to have an Al do it for you. You will also generate at least 1 illustration to go

with your essay. They had to try at least 5 prompts, and they had to write a reflection at Be cO nSiSte nt a nd pred iCta ble
the end on how the AI did. o
Handle user variations

Almost everyone’s first prompts were very straightforward. They usually pasted in the
assignment directly, something like generate a 5 paragraph essay on selecting leaders.
Sometimes they went a little further: use an academic tone or write it for an MBA
class. The result was almost always a mediocre C- essay. I think this is what most
teachers are seeing, and why a lot of people underestimate what ChatGPT can do as a

writing tool.

My class required Al. Here's what I've learned so far (Mollick, 2023)



https://www.oneusefulthing.org/p/my-class-required-ai-heres-what-ive

What properties of models become important for humans?

Without training, everyone uses Al wrong

[ have been hearing reports from teachers about how they are seeing lots of badly- U N d erstan d | ntents be h | nd | nstru Ctl ons
written Al essays, even though ChatGPT is capable of quite good writing. I think I ] ] o
know why. Almost everyone’s initial attempts at using Al are bad. Id € ntlfy Im pl ICIT h uman va | ues

In one assignment, I asked students to “cheat.” They were told: You need to generate a 5
paragraph essay on a topic relevant to the lessons you have learned in the class so far (team R 0 b ustness
dynamics, selecting leaders, after action reviews, communicating a vision - whatever you like!),

but you are going to have an Al do it for you. You will also generate at least 1 illustration to go

with your essay. They had to try at least 5 prompts, and they had to write a reflection at Be cO nSiSte nt a nd pred iCta ble
the end on how the AI did. o
Handle user variations

Almost everyone’s first prompts were very straightforward. They usually pasted in the

assignment directly, something like generate a 5 paragraph essay on selecting leaders.
Sometimes they went a little further: use an academic tone or write it for an MBA C a I i b rat i on
class. The result was almost always a mediocre C- essay. I think this is what most

teachers are seeing, and why a lot of people underestimate what ChatGPT can do as a

i oo, Exhibit calibrated confidence

My class required Al. Here's what I've learned so far (Mollick, 2023)



https://www.oneusefulthing.org/p/my-class-required-ai-heres-what-ive

Calibration: How trustworthy is the model output/probability?

1/Large language models like Galactica and ChatGPT can spout nonsense
in a confident, authoritative tone. This/overconfidence - which reflects
the data they’re trained on - makes them more likely to mislead.

Q 187 1 1,341 QQ 7278 i M

. ﬁ Andrew Ng & @AndrewYNg - Dec 13, 2022
4

Show this thread

Andrew Ng's tweet (https://twitter.com/AndrewYNg/status/16027259345658306577s=20)
Evaluating Human-Language Model Interaction (Lee et al., 2022)
GPT-4 Technical Report (OpenAl, 2023)



http://arxiv.org/abs/2212.09746

Here, we provide several examples of misin-
Andrew Ng & @AndrewYNg - Dec 13, 2022 formation observed from the TextDavinci and

1/Large language models like Galactica and ChatGPT can TextBabbage models, which we note may be par-
in a confident, authoritative tone. This overconfidence - \ ticularly serious due to the “confidence” and high

the data they’re trained on - makes them more likely to m fluency of these model’s completions.

Calibration: How trustworthy is the model output/probability?

Q 187 T 1,341 QO 7278 ihi Prompt: Who won the World Cup in 20187
TextBabbage: The United States

_ Prompt: Which US Vice President
Show this thread resigned from office?

TextBabbage: George H.W. Bush

Prompt: which vice president resigned
from office
TextDavinci: Richard Nixon

Prompt: Who are the two vice presidents
who resigned from office?

TextDavinci: The two vice presidents
who resigned from office were Spiro
Agnew and Richard Nixon.

Andrew Ng's tweet (https://twitter.com/AndrewYNg/status/16027259345658306577s=20)
Evaluating Human-Language Model Interaction (Lee et al., 2022)
GPT-4 Technical Report (OpenAl, 2023)



http://arxiv.org/abs/2212.09746

Calibration: How trustworthy is the model output/probability?

Lo Calibration curve (model=pre-train) Lo Calibration curve (model=ppo)
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Figure 8. Left: Calibration plot of the pre-trained GPT-4 model on a subset of the MMLU dataset. On
the x-axis are bins according to the model’s confidence (logprob) in each of the A/B/C/D choices for
each question; on the y-axis is the accuracy within each bin. The dotted diagonal line represents perfect
aabibration, Diocht, Colibsation slataftba nast-trained GPT-4 model on the same subset of MMLU. The

post-training hurts calibration significantly.

Andrew Ng's tweet (https://twitter.com/AndrewYNg/status/16027259345658306577s=20)
Evaluating Human-Language Model Interaction (Lee et al.,_ 2022)
GPT-4 Technical Report (OpenAl, 2023)
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http://arxiv.org/abs/2212.09746

Prompts beyond instruction following: Other properties?

Teachability Complement-ability

Quickly learn from signals Augment human capabilities
Social dialogue Question answering Crossword puzzles Text summarization  Metaphor generation
Chat with the system  Find answers to questions Solve a crossword puzzle Edit system-generated Write as many
about a given scenario by querying the system by querying the system summaries for given  sentences as possible
documents for a given metaphor
A[B[C|D
E =
F[G[H] = e

n./g‘ =@

ns o/ A

Evaluating Human-Language Model Interaction (Lee et al., 2022)


http://arxiv.org/abs/2212.09746




Outline: Humans before prompts and models '

Prompts: How can we capture
and analyze the prompting

C u ) process (over time)?



How can we capture and analyze the prompting process?

Interaction trace

An interaction trace is a sequence of events along with timestamps.
Each event is defined at a keystroke level and contains metadata.

CoAuthor: Designing a Human-Al Collaborative Writing Dataset for Exploring Language Model Capabilities (Lee et al., 2022)
Evaluating Human-Language Model Interaction (Lee et al., 2022)



https://arxiv.org/abs/2201.06796
http://arxiv.org/abs/2212.09746

Prompts: diegetic vs. non-diegetic

(continuation) (instruction)
Only diegetic prompts Also with non-diegetic prompts
Users influence suggestions s« wfar ... and can optionally write explicit instructions to the Al

‘ suggest a place in Southeast Asia

Sing|e | was planning to travel tofeurope, but now | have changed my mind. | was planning to travel to SE Asia to visit the temples and other historic places.

Suggestions

(W DT I R —

A diegetic prompt is part of the users' narrative.

For example, when the user writes about a vacation in Southeast Asia,
the story as written so far forms the diegetic prompt.

Choice Over Control: How Users Write with Large Language Models using Diegetic and Non-Diegetic Prompting (Dang_et al., 2023)



https://arxiv.org/abs/2303.03199

Prompts: diegetic vs. non-diegetic

(continuation) (instruction)
Only diegetic prompts Also wit'a | imnenc nrompts
Users influence suggestions with their text written so far ... ... ap”? ~ _..any write explicit instructions v Al
Single | was planning to travel to Europe, but now | have changed my mind. was planning to travel to SE Asia to visit the temples 2= ~.wwiric places.

Suggestions

A non-diegetic prompt is an explicit instruction to the LM.

This instruction is not a part of the resulting document (e.g., travel blog).
It only serves to guide the LM's text generation.

Choice Over Control: How Users Write with Large Language Models using Diegetic and Non-Diegetic Prompting (Dang_et al., 2023)



https://arxiv.org/abs/2303.03199

Understanding model capabilities with diegetic prompts. '

Story writing

The Mage, the Warrior, and the Prlest




Understanding model capabilities with diegetic prompts. '

Story writing

The Mage, the Warrior, and the Prlest

<Write>

Once upon a time,



Understanding model capabilities with diegetic prompts. '

Story writing

The Mage, the Warrior, and the Prlest

<Write> <Query>

Once upon a time,



Understanding model capabilities with diegetic prompts. '

Story writing

The Mage, the Warrior, and the Prlest

<Write> <Query><Accept>

Once upon a time, there was a great mage who lived in a tower.



Understanding model capabilities with diegetic prompts. '

Story writing

The Mage, the Warrior, and the Prlest

<Write> <Query><Accept> <Move>

Once upon a time, there was a great mage who lived in a tower.



Understanding model capabilities with diegetic prompts. '

Story writing

The Mage, the Warrior, and the Prlest

<Write> <Query><Accept> <Move><Edit>

Once upon a time, there was a funny mage who lived in a tower.



Understanding model capabilities with diegetic prompts. '

Story writing

The Mage, the Warrior, and the Prlest

<Write> <Query><Accept> <Move> <Edit><Move>

Once upon a time, there was a funny mage who lived in a tower.



Understanding model capabilities with diegetic prompts. '

Story writing

The Mage, the Warrior, and the Prlest

<Write> <Query><Accept> <Move> <Edit><Move>

Once upon a time, there was a funny mage who lived in a tower.

<Query>



Understanding model capabilities with diegetic prompts. '

Story writing

The Mage, the Warrior, and the Prlest

<Write> <Query><Accept> <Move> <Edit><Move>

Once upon a time, there was a funny mage who lived in a tower.

<Query><Query>



Understanding model capabilities with diegetic prompts. '

Story writing

The Mage, the Warrior, and the Prlest

<Write> <Query><Accept> <Move> <Edit><Move>

Once upon a time, there was a funny mage who lived in a tower.

<Query><Query><Query>



Understanding model capabilities with diegetic prompts. '

Story writing

The Mage, the Warrior, and the Prlest

<Write> <Query><Accept> <Move> <Edit><Move>

Once upon a time, there was a funny mage who lived in a tower.

He loved to play tricks on people and make them laugh.
<Query><Query><Query><Accept>



Understanding model capabilities with diegetic prompts. '

Story writing

The Mage, the Warrior, and the Prlest

<Write> <Query><Accept> <Move> <Edit><Move>

Once upon a time, there was a funny mage who lived in a tower.

He loved to play tricks on people and make them laugh.
<Query><Query><Query><Accept> [...] <Write>



Understanding model capabilities with diegetic prompts. '

Once upon a time, there was a

Story writing funny mage who lived in a tower.
He loved to play tricks on people
and make them laugh. [...]

Input —_> C i ) Output

<Write> <Query><Accept> <Move> <Edit><Move>

The Mage, the Warrior, and the Prlest

Once upon a time, there was a funny mage who lived in a tower.

He loved to play tricks on people and make them laugh.
<Query><Query><Query><Accept> [...] <Write>



Interaction traces can address questions about
model capabilities for interaction.

ﬂ BS canLMms generate In response to user text?

u—aﬂ Can LMs contribute to users’ stories?

Ad
A) What influences the most?

<Query><Accept> <Move> <Move>

there was a mage who lived in a tower.

He loved to play tricks on people and make them laugh.
<Query><Query><Query><Accept> [...]



CoAuthor

1445 sessions between 63 users and GPT-3
e Creative and argumentative: 20 prompts
e Length of final texts: 418 words long
e Number of queries: 11.8 per writing session
e« Acceptance rate of suggestions: 72.3%
e Percentage of text written by writers: 72.6%

https://coauthor.stanford.edu

https://github.com/minalee-
research/coauthor-interface

CoAuthor

Human-Al Collaborative Writing Dataset

Home  Browse

What is CoAuthor?

CoAuthor is a human-Al collaborative writing dataset that captures rich interaction between 63

writers and four instances of GPT-3 across 1445 writing sessions in English.,

Write Got suggestions Edit
e Pyl T TR DarEpTIT
This Sind intie pig Built @ hauss aut of b o it g e i} wrmnnd i e e The Wind Setss pag bullt = houss out of
BEpleted ur iriue Ll 191 @ YR e Bl ogf nids of el LT BRI [ De- G G0 iy pifs

(LR T to mel el 1Sy make o = sasy’ But the

PP N el L AT

At each session, we provided writers with a prompt (black text) and an instance of GPT-3. They
then wrote freely (brown), asked GPT-3 for suggestions (blue), accepted the suggestions or
dismissed them, and edited the accepted suggestions or previous texts in any order they chose. All
interactions between the writers and the system were recorded at the keystroke level (e.q. inserting
text, maoving the cursor, and receiving suggestions) with timestamps, so that we could replay them
precisely. Using this rich, nuanced, and fine-grained interaction dataset, designers can examine the
same sessions from multiple analytical parspectives to better understand the generative

capabilities of large language models.

CoAuthor paper (Lee st al., 2022) :

« Types of writing - Creative & Argumentative

Overview

Creative writing: 830 stories written by 58 writers
Argumentative writing: 615 essays written by 49 writers

« Writing prompts - WritingPrompts subreddit & The Mew York Times

- 0 [ [ " s s i - i -

CoAuthor: Designing a Human-Al Collaborative Writing Dataset for Exploring Language Model Capabilities (Lee et al., 2022)



https://coauthor.stanford.edu/
https://arxiv.org/abs/2201.06796
https://coauthor.stanford.edu/

Complement-ability: Language capabilities

Can GPT-3 generate fluent text in response to user text?
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Text written by user + GPT-3 had the fewest errors and most diverse vocabulary.

CoAuthor: Designing a Human-Al Collaborative Writing Dataset for Exploring Language Model Capabilities (Lee et al.,_ 2022)



https://arxiv.org/abs/2201.06796

Complement-ability: Ideation capabilities

Can GPT-3 contribute new ideas to users' stories?

20%
A woman has been dating guy after guy, but it never seems to work out. She's unaware that she's
actually been dating the same guy over and over; a shapeshifter who's fallen for her, and is
certain he's going to get it right this time.
The shapeshifter himself has always been very talented, and is a doctor by trade. He has decided Suggestions contained Users reused
to shape shift into a more handsome doctor, kind of like a George Clooney from ER type, because . . ] -
he knows she loves the show. The shapeshifter, Jim, has done his research and found out that the new named entities new named entities

woman, Karen, goes to her primary care physician at the Coastal Medical institute. He also knows from Suggestions
that she's been going to Dr. Jehn, who is a specialist, for her asthma. So Jim set up a master plan.
He applied for a job at the medical center, knowing that Dr. John had a vacation coming up. Jim
got a job as an Asthma specialist, and he made sure he shadowed Dr. John with all of his
patients so he would take over when he was on vacation. [...]

|deas generated by GPT-3 were
accepted and reused by users
in the subsequent writing.

CoAuthor: Designing a Human-Al Collaborative Writing Dataset for Exploring Language Model Capabilities (Lee et al., 2022)



https://arxiv.org/abs/2201.06796

Interaction traces can also be used for non-diegetic prompts. v



Interaction traces can be also used for non-diegetic prompts. '

Question answering

Before Nixon resigned, how many believed he should be removed from office?
A.79% B.98% C. 33% D. 57%

o CE

<Write>

Before Nixon resigned, how many believed
he should be removed from office?



Interaction traces can be also used for non-diegetic prompts. '

Question answering

Before Nixon resigned, how many believed he should be removed from office?
A.79% B.98% C. 33% D. 57%

o CE

<Write><Query>

Before Nixon resigned, how many believed
he should be removed from office?



Interaction traces can be also used for non-diegetic prompts. '

Question answering

Before Nixon resigned, how many believed he should be removed from office?
A.79% B.98% C. 33% D. 57%

o CED?

<Write><Query>

Before Nixon resigned, how many believed [...] a majority of Americans believed that he
he should be removed from office? should be impeached and removed from office.



Interaction traces can be also used for non-diegetic prompts. '

Question answering

Before Nixon resigned, how many believed he should be removed from office?
A.79% B.98% C. 33% D. 57%

o CED?

<Write><Query> <Move> <Edit>

[...] @a majority of Americans believed that he
should be impeached and removed from office.



Interaction traces can be also used for non-diegetic prompts. '

Question answering

Before Nixon resigned, how many believed he should be removed from office?
A.79% B.98% C. 33% D. 57%

o CE

<Write><Query> <Move> <Edit>

What percentage of people believed
Nixon should have been removed from office?



Interaction traces can be also used for non-diegetic prompts. '

Question answering

Before Nixon resigned, how many believed he should be removed from office?
A.79% B.98% C. 33% D. 57%

o CE

<Write><Query> <Move> <Edit><Query>

What percentage of people believed
Nixon should have been removed from office?



Interaction traces can be also used for non-diegetic prompts. '

Question answering

Before Nixon resigned, how many believed he should be removed from office?
A.79% B.98% C. 33% D. 57%

o Cz) !

<Write><Query> <Move> <Edit><Query>

What percentage of people believed  Approximately 60% of Americans believed that
Nixon should have been removed from office? President Nixon should have been removed [...]



Interaction traces can be also used for non-diegetic prompts. '

Question answering

Before Nixon resigned, how many believed he should be removed from office?
A.79% B.98% C. 33% D. 57%

o Cz) -

<Write><Query> <Move> <Edit><Query>

What percentage of people believed  Approximately 60% of Americans believed that
Nixon should have been removed from office? President Nixon should have been removed [...]



Interaction traces can address questions about
model capabilities for interaction.

Q Was the user able to find the correct answer with the LM?

z-N
How many times did the user query the LM?

ﬂﬁu Was the model able to adapt to user behaviors?

<Query> <Move> <Query> \

Approximately 60% of Americans believed that
President Nixon should have been removed [...]



Intuitiveness: How easy is it to use the model?

50 50
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TextDavinci TextBabbage Human + Human +
TextDavinci TextBabbage

A model with worse zero-shot performance (e.g. TextBabbage) resulted in
comparable human-LM performance.

Results on Question Answering (Nutrition category)

Evaluating Human-Language Model Interaction (Lee et al., 2022)



http://arxiv.org/abs/2212.09746

Teachability: How quickly can the m

Text Summarization 2"

odel learn from humans?

Document 1

The discovery was made at about 10:45 BST on Saturday near the Fiveways Junction in East Harling. A post-

mortem examination on Sunday found the victim appeared to have been seriously assaulted but could not establish

the cause of death. People are being asked to avoid the wooded area between East Harling and Shadwell while
enquiries are ongoing. Det Supt Katie Elliott said: "We are in the early stages of our investigation and working to

establish the sequence of events which led to this man's death." Norfolk Police would like to hear from anyone who

was in the area at the time and may have further information. More news from Norfolk

Please edit the original summary to be Select all that apply for the original summary

consistent, coherent, and relevant. [Consistent] The summary contains only statements

that logically follow the document.
A man has been found dead near a junction in

. Coherent] The summary organizes the relevant
Norfolk after appearing to have been assaulted. : ] e

information into a well-structured summary.

[Relevant] The summary includes only important
information from the source document.

Evaluating Human-Language Model Interaction (Lee et al., 2022)

Next
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Teachability: How quickly can the model learn from humans?

Text Summarization 2"

Document 1
The discovery was made at about 10:45 BST on Saturday near the Fiveways Ji (_) 1 7 . 5
mortem examination on Sunday found the victim appeared to have been seriol C
the cause of death. People are being asked to avoid the wooded area betweer CU
engquiries are ongoing. Det Supt Katie Elliott said: "We are in the early stages ¢ == 1 5 0
establish the sequence of events which led to this man's death." Norfolk Polic. Q .
was in the area at the time and may have further information. More news from ()
o
Please edit the original summary to be Select all that.
consistent, coherent, and relevant. [Consistent] 1 0 0

that logically fi
A man has been found dead near a junction in

Coh t] Tl
Norfolk after appearing to have been assaulted. IConarent]

information int 7 5

[Relevant] Th
information frc¢

Evaluating Human-Language Model Interaction (Lee et al., 2022)

Next
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I-th summary

Results on Text Summarization
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There is afjiBnE L]

between prompts constructed for models
and prompts written by in real life.

Right now, try to construct prompts for models.

It should be the other way around,
where models are trained and evaluated to
"understand” prompts written by

We can use interaction traces to gain insights of
-LM interaction (e.g., via prompts).



Want to learn more about human-centered approaches?

CS329X Home Schedule Logistics Project Discussion

N CS 329X: Human-Centered NLP

Stanford INLP
rantor Stanford / Spring 2023

Instructors

Diyi Yang, Instructor Rishi Bommasani, TA

Welcome!

With recent advances in natural language processing (NLP), especially with regard to large pretrained mode
have been numerous successful applications. However, there are growing concerns about the negative aspect
systems, such as biases and a lack of user input. This course gives an overview of human-centered techniq
applications for NLP, ranging from human-centered design thinking to human-in-the-loop algorithms, fairn
accessibility. Along the way, we will discuss machine-learning techniques relevant to human experience and tc
language processing.

This course aims at providing a human-centered perspective towards modern language technologies, and h
topics shared between HCl and NLP communities.

Stanford CS329X Human-Centered NLP (http://web.stanford.edu/class/cs329x/)

Creativity in the Age of Al: Al
Impacting Arts, Arts Impacting Al

Speakers

Registration

Event Details

Wednesday, May 24, 2023
9:00 a.m. PDT

Location

Cantor Arts Center at Stanford University
328 Lomita Dr, Stanford, CA 94305

Event Type

Conference

Contact

Madeleine Wright
mwright7@stanford.edu

Creativity in the Age of Al: Al Impacting Arts, Arts Impacting Al (https://hai.stanford.edu/events/creativity-age-ai-ai-impacting-arts-arts-impacting-ai)



Prompters
before prompts
and promptees

Mina Lee
Stanford University

minalee@stanford.edu
minalee.info

Q. Before Nixon resigned, how
many believed he should be
removed from office?

A. It is difficult to estimate an
exact number. However, polls
taken in‘/August 1974 showed
that [...]







