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Abstract

Large language model (LLM) deployments increasingly rely on multi-agent archi-
tectures in which multiple models either compete through routing mechanisms or
collaborate to produce a final answer. In both settings, the learning signal received
by each agent is filtered by the system mechanism. Routing produces selection-
gated feedback where only the chosen response is evaluated, while collaboration
produces shared rewards that obscure the individual contribution of each agent. As
a result, standard RLHF objectives designed for a single deployed policy become
misspecified. We introduce Counterfactual Policy Gradients under Filtered Feed-
back for Multi-Agent LLMs (CoFi-PG), a unified framework for learning under
filtered feedback in multi-agent LLM systems. Our approach derives a counterfac-
tual per-agent training objective based on marginal contribution, which corrects
the learning signal under both routing and collaborative mechanisms. For routing
systems, the objective corresponds to off-policy corrections for selection-gated
feedback, while for collaborative systems it reduces to leave-one-out difference
rewards for credit assignment. We further analyze how softmax routing induces
risk-sensitive incentives and provide practical training algorithms that integrate
counterfactual estimators, multiturn-aware rewards, and policy optimization meth-
ods, and demonstrate the approach on a real-world reasoning dataset.
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2 Introduction

Many deployed LLM products are no longer a single monolithic policy. Instead, they are multi-agent
systems in which multiple specialized models are invoked and a system-level mechanism decides
what the user ultimately sees. Two common industrial patterns are (i) routing, where a controller
selects among experts (e.g., choosing between different specialist models) and only the selected

Preprint. Under review.



response is delivered, and (ii) collaboration, where roles such as planner—solver—critic—editor jointly
produce one final answer via a composition rule. In both patterns the learning signal received by any
single agent is filtered by the mechanism: under routing, reward is observed only for the selected
output (selection-gated feedback); under collaboration, a single final reward is shared across agents,
obscuring individual contributions (credit assignment).

Standard reinforcement learning from human feedback (RLHF) objectives are designed for a single
deployed policy receiving direct feedback. In multi-agent systems, however, the system mechanism
induces filtered feedback that makes naive per-agent RLHF either statistically biased (because
unselected actions are never evaluated) or strategically misaligned (because shared reward does not
reflect each agent’s marginal contribution). Our main novelty lies in introducing Counterfactual
Policy Gradients under Filtered Feedback for Multi-Agent LLMs (CoFi-PG), a unified framework
for learning under filtered feedback in multi-agent LLM systems. We instantiate this framework
through two concrete mechanisms, competitive routing and collaborative generation, and evaluate
the approach on a real-world reasoning dataset.

Concretely, we train each agent using a counterfactual advantage signal that measures its marginal
contribution to the final outcome, defined as the difference between the observed system reward and
the reward that would have been obtained if the agent had not participated. In routing systems, this
corresponds to removing the agent from the candidate set; in collaborative systems, it corresponds
to replacing the agent’s contribution with a baseline. We instantiate this objective using practical
estimators—doubly robust estimators for selection-gated routing and leave-one-out estimators for
collaboration—together with multiturn-aware rewards and GRPO optimization. Although motivated
by RLHF systems, the framework applies more broadly to multi-agent reinforcement learning settings
where feedback is filtered by a system-level mechanism such as routing or aggregation.

3 Related work

RLHF RLHF has become a dominant paradigm for aligning large language models with human
preferences by learning reward models from comparison data and optimizing policies accordingly [1].
Recent methods explore improved optimization procedures for large-scale LLM alignment, such as
GRPO, which stabilizes policy updates during training [2]]. Other work studies reward formulations
that capture longer-horizon conversational effects, including multiturn-aware rewards that evaluate
the downstream impact of intermediate responses in dialogue systems [3]]. These methods provide
effective tools for aligning LLM behavior with human preferences. However, most formulations
assume a single deployed policy and do not account for the filtered feedback mechanisms that arise
in multi-agent LLM systems.

Multi-agent RL. The multi-agent reinforcement learning literature studies the problem of credit
assignment in cooperative systems, where a global reward must be decomposed into meaningful
learning signals for individual agents. Prior work proposes mechanisms such as difference rewards
and counterfactual baselines that estimate each agent’s marginal contribution to overall system
performance [4, 5]. These ideas provide principled tools for attributing outcomes in multi-agent
settings but are mathematically limited to simplified environments and do not capture more general
settings with filtered feedback.

Contextual Bandits and Routing Routing mechanisms used in multi-agent LLM systems resemble
contextual bandit settings with selection-gated feedback, where only the reward of the chosen action
is observed. This partial-feedback setting has been extensively studied in off-policy evaluation and
learning from logged bandit data, where techniques such as importance sampling and doubly robust
estimators are used to correct for biased feedback logs [6].

Our work connects these strands by studying learning in multi-agent LLM systems under filtered
feedback and deriving counterfactual per-agent training objectives that correct the learning signal in
both routing and collaborative settings.



4 Framework for RLHF under Filtered Feedback

We introduce a unified framework for RLHF in multi-agent systems with filtered feedback. The
framework formalizes both routing and collaboration mechanisms and defines counterfactual marginal
contribution as the correct learning signal.

4.1 Interaction model

We model a conversation as an episodic process of length 7" with histories hy € H. At turn t, K
. . (LK) _ /(1) (K) . .. .
gents sequentially generate proposals a; = (a;’,...,a; ') according to a joint policy mg. We

assume the joint proposal distribution admits the autoregressive factorization

mo(al™™ | hy) = o, (af" | he) Hm) (af” | o), )

so that agent ¢ may condition on the proposals produced by earlier agents within the same turn.
This formulation captures common multi-agent pipelines such as planner—solver—critic architectures,

where later agents observe earlier outputs. The frequently used independent-agent model is recovered

as the special case 7y, (at 2 | ht atl i 1)) = my, (a,g | ht), which yields the product factorization

Wg(a,g”{) | ht) = H7T9 | ht). 2)

In the remainder of the paper, we use the autoregressive formulation [1| to model collaborative
generation pipelines where agents can observe earlier proposals, and the independent factorization
to model competitive routing settings where agents generate proposals without access to others’
outputs.

A mechanism M maps the set of proposals to the deployed output y; € V: y; = M (hy, aﬁ”‘) L&),
where &; captures any mechanism randomness (e.g., stochastic routing). The environment/user then
transitions as hyy1 ~ P(- | he,y:). A scalar feedback signal is computed on the deployed output,

r¢ = r(hs, yt), and the return is Ry.p = Zle T

Let the reward allocation rule of the mechanism be a;(hy, ail:K), &) € 10,1] and Z o =1,
which specifies the fraction of the deployed reward assigned to agent i. The expected ut111ty of agent

i at turn ¢ is defined as U; := E|«; (hy, at LK ,§t) (ht,yt)| , where the expectation is over proposal

generation and mechanism randomness.

The system objective is Jsys(01.x) := E[Zthl r(ht, yt)]. We keep 7(-) abstract here; in implementa-
tion we will instantiate r using a concrete reward construction (e.g., multiturn-aware reward).

Filtered feedback as partial observability of potential outcomes For any fixed (h¢, a; (1:K) , &), de
fine the deployed outcome y; and reward r; = r(hy, y;). Learning does not necessarily observe all po-
tential outcomes such as r(hy, y;) for alternative outputs y; that were not deployed. We formalize this

with a logging map A that produces an observation o; used for learning, o, = A(hy, aﬁl’K), Yty Ty Er)-
We say the system exhibits filtered feedback when o, contains only a strict subset of the information
required to evaluate counterfactual outcomes, i.e., when r(h;, y;) is unobserved for many y; induced
by alternative proposals or alternative mechanism decisions. Routing and collaboration are two
canonical mechanisms that induce filtered feedback in distinct ways.

Competitive routing  We use the independent-agent model (2)) in this setting. Each agent proposes

(0 A router selects an index I, € {1,..., K} with conditional

probabilities pi(ht, alt ) = Pr(l; =i | ht,agl:K)), and deploys y; = aEI’), yielding reward

a complete candldate answer a,

re = 1(hy, aEI”)). The key filtering is that the system observes r(h, agl")) but not r(hy, a,E )) for
j # I:. In competitive routing the allocation rule is a;; = 1{I; = i}, so the utility reduces to

U; = E[ ﬂ(ht,agi))]-



For example, a common router parameterization scores each candidate via s4(h, aiz)) and applies

softmax with temperature 7 (optionally mixed with uniform exploration e):

(sg(he,al™)/7) 1
pi = (1— )= : T )
S exp(solhe,af)/r) K

This is a contextual bandit with a large action space (the action is the selected candidate) and
selection-gated reward logging.

Proposition 1 (Softmax routing induces risk-sensitive incentives). Assume the router probabilities
p; are given by Eq. and that the score is a function of the candidate reward, sy(hy, a,(f)) =

o (r(he, az(f))) for some nonconstant function o. Let r(hy, agl)), ooy r(hy, agK)) be independent
conditional on hy. Then the expected utility U; = E[p;r(hs, a,(f))] cannot be characterized by the

mean reward E[r(h, agi))] alone.

Proposition[T]shows that under softmax routing an agent’s expected utility depends on the full reward
distribution rather than only its mean, since routing probabilities depend on the relative scores of all
candidates. Because only the deployed candidate’s reward is observed, learning must reason about
counterfactual rewards of unselected candidates.

Collaborative generation Agents produce contributions that are combined into one final deployed
answer. Concretely, the mechanism is an aggregation rule M and the deployed output is y; =

M (hy, aﬁlZK)), with the shared reward r; = r(h¢,y;). This corresponds to the allocation rule
o; = 1/K, so that U; = %E[r(hy, y;)]. Here the filtering is not that some reward is missing (we still
observe r;), but that the observed scalar r; does not decompose into per-agent contributions; each
agent receives a shared reward that conflates its own effect with other agents and interaction terms
induced by M.

Proposition 2 (Shared reward does not identify individual contribution). Fix t and h;. There

exist two collaborative mechanisms, given by aggregation rules M, M’ and reward functions

r, 1!, such that the resulting deployed rewards have the same distribution, r(hy, M (hy, agl:K))) 4

v (hey, M (hy, agl:K)))7 but agent i has different counterfactual marginal contributions under the two
mechanisms. Consequently, the shared utility U; = %]E[r(ht, y+)] does not identify the contribution
of agent 1.

Proposition 2| implies that shared rewards do not provide sufficient information to attribute the final
outcome to individual agents. In practical multi-agent LLM systems, this results in misleading
learning signals because the observed reward conflates an agent’s contribution with the actions of
other agents and the structure of the aggregation mechanism.

4.2 Counterfactual Marginal Contribution

Motivated by the limitations identified above, we introduce a baseline distribution g;(- | Ay, agl:i_l))

(1:i—1))

that generates a replacement proposal &Ei) ~ qi(- | he, a4 for agent 7 (e.g., a null message,

) denote the information available

before agent 7 acts. To construct the counterfactual outcome without agent 7, we replace the proposal
of agent ¢ with a,@ and generate downstream proposals sequentially under the counterfactual prefix.
Formally, define the counterfactual proposal sequence agl:K)’fi by agl:ifl)’fi = aﬁ“’”, agi)ﬁi =
aﬁ”, and for j > i, aij)’_l ~ 7. (- | he, aEl:]_l)’_l)

J

M (hy, a%lZK)’_i,ft_i) and r; " = r(hy,y; "), where & * denotes fresh mechanism randomness

. The counterfactual deployed output is y, Ci=

independent of the realized action agi).

Let Gy :== Zzzt r,, denote the return-to-go from turn ¢ onward. Define the counterfactual rewards
T, for u > ¢ recursively by running the same mechanism and environment dynamics under the
counterfactual proposal sequence, starting from the counterfactual output y, ‘. The corresponding

. —i T i
counterfactual return-to-gois G, * := . _, r. "



Definition 1 (Counterfactual Marginal Contribution). The counterfactual marginal contribution of
agent ¢ at turn ¢ is

Ay _]E[Gt G

zt7a§ )} .

Note that when proposals are generated independently in the competitive routing case, the conditioning
prefix vanishes and z; = h;. Then the counterfactual trajectory reduces to a leave-one-out construction
without downstream resampling.

4.3 Counterfactual Policy Gradient

We now characterize the policy gradient when each agent is trained using counterfactual marginal
contribution.

Theorem 1 (Counterfactual policy gradient under autoregressive multi-agent policies). Assume
the joint proposal distribution factorizes autoregressively as in (I). For each agent i, assume
o, (a,gl) | by, ailn*l)) is continuously differentiable in 0, the rewards are bounded, and policies are
differentiable. Let q;(- | h, a§1’“)) be a replacement distribution independent of 0;. Then

Vo, Juys(Or:5) = Zve log g, (af” | he,ay™ V) Ay, |.

Theorem [I| shows that counterfactual marginal contribution can be used as a valid policy-gradient
signal even when agents act sequentially. The remaining question is how to estimate A; ; when the
counterfactual reward is not directly observable. We next describe estimators for the routing and
collaboration settings.

Competitive routing: DR estimation under selection-gated logging In routing we observe only
(he, al"™) | I, r,) with 7y = r(hy, a!™)) and propensities p; = Pr(I, = j | hy,al"")). Define G
as the return-to-go that would be obtained if candidate j were deployed at turn ¢ while the rest of the
trajectory follows the same policies and environment dynamics. To estimate the unobserved candidate

return-to-go ng ) corresponding to deploying candidate j, we use contextual-bandit estimators.

Let fiy (e, agj )) be a learned predictor of ng). The doubly-robust estimate of the return-to-go of
candidate j is

G = fuhusa?) + TGy — iy (hn,a?))
j

Thus, if candidate j is not selected (j # I;), the estimate reduces to the model prediction é @ =
uw(ht, ) If candidate j is selected (j = I;), the estlmator uses the observed return-to-go to correct
the prediction Gg = [y (hy, aglf )+ i (Gy — Tig(he, at )) Therefore, unobserved candidate
returns rely on the learned predictor, while the observed return-to-go provides an importance-weighted
correction for the selected candidate.
Corollary 1 (Unbiased routing marginal contribution). Assume the routing setting with independent
candidate proposals, and Let ﬁi’t = Zszl pjégj) — Z]#p] 1G(j where p;

" are the router

probabilities after removing agent i. If either the propensities p; are correct or [iy(hy, agj )) = G,Ej ),
then ]E[ it | hesay (1 K)] E[G; — G, | hy, aEl:K)], which equals A; ; in the routing setting..

Collaborative generation: leave-one-out counterfactual evaluation In collaboration, we use the

autoregressive counterfactual construction defined above. Conditional on the pre-action information

= (ht,a (M_l)) we replace agent ’s proposal with a( 9

(4),—i

~ q;(- | z¢), resample all downstream

proposals a;
return-to-go G °.

for j > ¢ under the counterfactual prefix, and compute the resulting counterfactual

Corollary 2 (Unbiased leave-one-out credit). Let ﬁu =G -Gy ¢ Then IE[ it | 2t a,g )} =N,



4.4 Single-Turn Specialization

Many multi-agent LLM systems operate as a single decision problem at each prompt. In this case the
trajectory reduces to one turn and the return-to-go simplifies to the immediate reward. Let the agents
produce proposals (%) at history h, and let the mechanism deploy an output y = M (h, a(1))
with reward r(h, y). The system objective becomes Jsys(01.x) = E[r(h,y)] .

The deployed reward under the full system is G := r(h, y). To construct the counterfactual outcome
without agent 4, we replace its proposal by a baseline draw @*) ~ ¢;(- | h,a"*~1)) and define the
counterfactual proposal profile a(*%):~% by keeping the prefix fixed and inserting @*) (resampling
downstream proposals when the policy is autoregressive). Let G~ := r(h7 M (h, a(ME )’*i))
denote the corresponding counterfactual reward. The marginal contribution of agent ¢ becomes
A; := G — G~*. Under the policy factorization in (T)), the policy gradient reduces to

Vo, Juys = E[vgi log g, (a'?) | h, a1 D) Al} .

In competitive routing settings the mechanism selects one candidate y = a(?) with probabilities
pi(h,aM ) s0 G = Zj p;r(h,a¥)) and G= = Zj# pj*ir(h7 a¥)). In collaborative generation
settings the mechanism aggregates all proposals into a final answer, so G = 7(h, M (h, a(*%))) and
G~ = r(h, M(h,a5)=7)),

5 Implementation

The implementation of our method using GRPO and MR can be found in Appendix [F] for both
competitive routing and collaboration generation settings. In this project, we focus on the competitive
routing case with immediate reward.

Baselines We compare against two training objectives for the competitive routing setting, together
with two reference evaluations.

(i) Winner-take-all RLHF. Each agent proposes a candidate solution, the router selects one candidate
for deployment, and only the selected agent receives the observed reward. Unselected candidates
receive no learning signal. This corresponds to the naive selection-gated training objective and serves
as our main biased baseline.

(ii) Counterfactual DR-GRPO (ours). Our method replaces the winner-take-all signal with a doubly
robust estimate of each agent’s counterfactual marginal contribution under routing, as described in
Section|1] These estimates are then used inside the GRPO update.

(iii) Frozen single-agent reference. As a non-routed reference point, we also evaluate a single agent
without routed multi-agent training. This baseline is not directly comparable to the routed systems,
but it provides a useful lower-level reference for the underlying task.

(iv) Oracle routing diagnostic. In addition to the training baselines above, we report an oracle
diagnostic that selects, for each prompt, the highest-reward candidate among the candidates already
generated by the agents. This is not a trainable baseline, but rather an upper bound on performance
achievable by perfect routing over the current candidate set. It allows us to quantify residual router
regret separately from candidate quality.

6 Experiments

Task and setup. We evaluate the competitive-routing setting on GSM8K [7]. Each prompt is
treated as a single-turn decision problem: K = 3 agents each generate a complete candidate solution,
a router selects one candidate for deployment, and only the deployed output receives observed reward.
Because the task is single-turn, the return is the immediate reward. We score a completion by
extracting the final numeric answer from the last line, which must have the form <number>, and
comparing it to the gold answer. Reward is binary exact match, so mean reward equals exact-match
accuracy.

'Our implementation is available as a public Colab notebook [8]].



Models and agents. All agents share the same base model, meta-llama /Llama-3.2
-3B-Instruct, and are implemented as separate LoRA adapters on a shared backbone [9]. We
use K = 3 agents with lightweight specialization induced by short system prompts and distinct
decoding settings: a direct-computation agent, an equation-first agent, and a final-answer-only agent.
During training, each agent samples G = 4 completions per prompt. The g-th sample from each
agent is grouped into one routed candidate set, yielding G routed decisions per prompt per update.
At evaluation time, each agent produces one deterministic completion and the router selects the
candidate with highest predicted reward.

Methods. We compare three systems. (1) Frozen single-agent: the base model with an untrained
adapter, evaluated without routed training. (2) Winner-take-all GRPO: the routed baseline in which
only the selected candidate receives the observed reward and unselected candidates receive zero
advantage. (3) DR-GRPO: our method, which replaces the winner-take-all signal with the doubly
robust marginal-contribution estimator from Corollary I} We also report an oracle routing diagnostic
that selects the highest-reward candidate already present in the candidate set; this is not a trainable
baseline, but an upper bound on routing over the sampled candidates.

Training details. We use the signal_single configuration: 512 training examples, 128 evaluation
examples, 150 updates, batch size 1, group size G = 4, maximum generation length 96 tokens,
and seed 42. Each LoRA adapter uses rank r = 16, scaling o = 32, and dropout 0, applied to
g-proj, k_proj, v_proj, o_proj, gate_proj, up_proj, and down_proj. When needed, the shared
backbone is loaded in 4-bit quantized form. Adapter parameters are optimized with AdamW at
learning rate 10~°, with gradient clipping at norm 1.0. GRPO uses clipping parameter 0.2 and KL
coefficient 0.02.

Router and reward predictor. The router is driven by a lightweight learned reward predictor over
the prompt, candidate completion, and agent identity. Router probabilities are computed with an
e-mixed softmax. During training, the router exploration parameters are annealed from 7 = 1.00 to
0.70 and from e = 0.05 to 0.03. The reward predictor is trained from logged selected feedback using
areplay buffer of size 50,000, replay batch size 64, inverse-propensity weighting with floor 0.05, and
IPS clipping at 3.0. We warm up the reward predictor for the first 25 updates before applying policy
updates.

Evaluation metrics. Our primary metric is exact-match accuracy on GSM8K. To provide a more
qualitative, behavior-level analysis beyond accuracy, we also report routing entropy, reward-predictor
Brier score, per-agent selection share, a specialization score based on prompt-type heuristics, and
oracle routing diagnostics including oracle accuracy, and regret.

Results.
Method Accuracy T Reward? Entropy Brier| Specialization
Frozen single-agent 0.352 0.352 - - -
Winner-take-all GRPO 0.37 0.37 0.68 0.50 0.46
DR-GRPO 0.41 0.41 0.79 0.43 0.58

Table 1: Main results on GSM8K.

Method Router acc. T Oracle acc. T Regret |
Winner-take-all GRPO 0.37 0.45 0.08
DR-GRPO 0.41 0.47 0.06

Table 2: Oracle routing diagnostic.

Specialization score denotes the proportion of examples for which the router selects the agent whose
assigned specialty matches a simple heuristic label of the problem type. Router accuracy denotes the
exact-match accuracy of the router-selected candidate. Regret is defined as oracle accuracy minus



router accuracy, where the oracle selects, for each example, the highest-reward candidate among all
generated candidates. Lower regret indicates better routing.

Analysis. Table[T|shows that DR-GRPO yields the strongest overall performance. Relative to the
frozen single-agent reference, routed training already improves accuracy modestly (0.37 vs. 0.352)
under winner-take-all updates, but the counterfactual correction provides a substantially larger gain,
reaching 0.41 accuracy. This is a 5.8-point absolute improvement over the frozen baseline and a
4-point improvement over winner-take-all GRPO. Since the two routed methods differ only in whether
they correct for selection-gated feedback, this gap is consistent with our central claim: in routed
multi-agent systems, naive winner-take-all updates discard useful learning signal from unselected
candidates and therefore train the agents and router less effectively.

The auxiliary metrics suggest that the gain is not merely due to higher-variance exploration, but to a
qualitatively better learned routing policy. DR-GRPO attains lower routing entropy than a uniform
router would, but higher entropy than winner-take-all training (0.79 vs. 0.68), indicating that it avoids
premature collapse onto a narrow subset of agents. This is accompanied by a substantially better
reward-predictor Brier score (0.43 vs. 0.50), suggesting that counterfactual training improves the
calibration of the router’s scoring model. The specialization score also increases from 0.46 to 0.58,
providing preliminary evidence that the corrected objective encourages more meaningful functional
differentiation across agents rather than simply amplifying whichever agent happens to be selected
early in training.

The auxiliary metrics provide a rigorous qualitative analysis of system behavior beyond exact-match
accuracy. DR-GRPO achieves higher entropy than winner-take-all training (0.79 vs. 0.68), better
Brier score (0.43 vs. 0.50), and stronger specialization (0.58 vs. 0.46), suggesting less premature
collapse, better router calibration, and more meaningful differentiation across agents.

The oracle diagnostic in Table 2] further clarifies the gain. DR-GRPO improves both realized router
accuracy (0.41 vs. 0.37) and oracle accuracy over the sampled candidate set (0.47 vs. 0.45), while
reducing regret from 0.08 to 0.06. This suggests that correcting for partial feedback improves both
candidate quality and routing quality. Although the study is small-scale (single seed, small GSM8K
subset, lightweight LoRA adaptation), the directional pattern is consistent across metrics, providing
initial evidence that counterfactual correction is useful in routed multi-agent LLM training.

7 Conclusion

We study RLHF for multi-agent LLM systems in which the feedback available to each agent is
filtered by a system-level mechanism. Our main contribution is CoFi-PG, a counterfactual policy-
gradient formulation based on marginal contribution. The framework provides practical estimators
for two common settings: doubly robust correction for competitive routing and leave-one-out credit
assignment for collaborative generation, yielding a simple training recipe that integrates naturally
with GRPO and a learned router. Our GSMS8K experiments provide initial empirical support for this
framework. In a competitive-routing setup with three LoRA-based agents, DR-GRPO outperforms
both a frozen single-agent reference and a winner-take-all routed baseline. The corrected objective
improves exact-match accuracy, reduces router regret relative to an oracle over the sampled candidate
set, and yields better reward-predictor calibration and stronger specialization. These results are
consistent with the view that naive winner-take-all training is misspecified under selection-gated
feedback, whereas counterfactual correction recovers a more informative learning signal.

A key limitation of this work is that our empirical evaluation remains small-scale, and several
extensions remain for future work. First, the routing experiments should be expanded to larger
models, larger training sets, and multiple seeds. Second, the collaborative setting, where filtered
feedback appears as shared reward rather than selection-gated logging, should be evaluated empirically
using the leave-one-out estimator developed in the paper. Third, richer reward models, including
long horizon MR metrics as introduced by Wu et. al. [3]], and stronger routers may further improve
performance and help disentangle gains from better candidate generation versus better routing. More
broadly, our results suggest that as LLM systems increasingly rely on mixtures of experts, tool-
using pipelines, and multi-agent decompositions, training objectives must account explicitly for the
mechanism that mediates feedback. Counterfactual credit assignment provides one principled way to
do so.
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A Proof of Proposition (1)

Proof. Assume the router probabilities p; are given by Eq. (3) and that the score is a function of the
candidate reward,

so(he,af”) = o(r(he, o))
for some nonconstant function o.

Let ) .
W; = exp(o(r(he, al"))/7),  C:=_ exp(a(r(he,af’))/7).
J#i
Then the softmax routing probability satisfies

= (- e
bi= EWl—f—C EK.

The expected utility is

W;

@=EWNMJ9H=O—OE[ mmﬂ9ﬂ+g;mmmﬂ9»

Since proposals are independent, 7 (A, agi)) is independent of (r(hy, aij ))) ;i and therefore indepen-

dent of C'. Using the tower property,

Wi ONE Wi ()
E[Wi—FC’r(ht’at )} _E{E{Wi—i—CT(ht’at )1 C |-

For any fixed ¢ > 0, define

oM/
velr) = G e
Then -
ELMLCNM¢%|C=%:Ewmﬂm¢%n
Hence

“:UffEWANMa9m+f%meﬂW»

Because o is nonconstant, ¥.(r) is not affine in r. Therefore there exist two reward distributions
with the same mean that produce different values of E[i)c(r)]. Consequently U; is not determined by

E[r(hy, agi))] alone.
O

B Proof of Proposition (2))

Proof. 1t suffices to construct one example with K = 2.

Let agl), ag2) be independent Bernoulli(1/2) random variables.

Define the first mechanism O @ O @
M(hiya; 7 ay™) 2= (a7, ay7),

with reward function O @ W
T(hta (at y Oy )) =ay .

Then the deployed reward is Bernoulli(1/2).

Define a second mechanism

M (he,al?, 0l = (al?, af?),
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with reward
v (h, (ag”, a*))) == af?.

This reward is also Bernoulli(1/2). Hence
r(he, M (he,a"™)) £ 0 (he, M (R, ™)),

However the marginal contribution of agent 1 differs.
Under the first mechanism, replacing ag ) by an independent draw a,

the reward from ag ) §1). Thus

it ~ Bernoulli(1/2) changes

1
1) (1 1 1
Eloi" - & | 0] = of - 2
which is nonzero whenever a{") # 1.

Under the second mechanism the reward depends only on a§2), so replacing agl) does not affect the
reward:

2 2 1
E[ag)—ai)mg )]:0.

Therefore the two mechanisms produce the same reward distribution but different marginal contribu-
tions for agent 1. Hence the shared utility

Uy = %E[T(hta Yt)]

does not identify the contribution of agent 1. O

C Proof of Theorem ()

Proof. Let
1K
T_(h17a'1 ’517y17r1,h27"'5hT7a'j(1“ )a§T7yT77ﬁTahT+1)

denote a full trajectory. Let pg(7) denote its probability law under the joint policy profile § =
(61,...,0K).

By the autoregressive factorization of the proposal policies, the trajectory law can be written as

T

pQ(T) = p(hl) H [7@1 (1) ‘ ht H 7T9 | htaaqgl:jl))‘| p(ftayt7rt7ht+1 ‘ ht>a1(§1:K))a

t=1

where the final factor collects the mechanism randomness, deployed output, reward, and environment
transition, and is independent of 6.

The system objective is

Toys(01.5) = Ey, [Zrt] :/(Z”) po(7) dr

t=1

By the assumed regularity conditions, differentiation and expectation may be interchanged, so

T

Vo, Jsys = / (Zrt) Vo,po(T)dT.

t=1
Applying the log-derivative identity,
Vo,po(T) = po(T) Vg, log pe(7),

gives

syb =E

(i Tu) Vo, Inge(T)] )

u=1
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Since 6; appears only in the policy of agent i,

Vo, log pe(T ZV@ log g, (") | hy,alM 1),

Substituting this into the previous dlsplay,

T T
ZVgilogm;( )\h a(“ U)(Zm)].

t=1 u=1

Vo, Jsys = E

We now replace the full sum of rewards by the return-to-go. Fix ¢. For every u < ¢, the reward r, is
measurable with respect to the sigma-field generated by variables produced before agent 7 acts at turn
t, in particular with respect to

= (ht,ail:i_l))
and earlier randomness. Therefore,
E[Vgi log g, (agi) | z¢) ru] = E[ru E [Vgi log g, (agi) | z¢) ‘ th .
Now
E[ Vo, log s, (af | 2)

zt} ng (a]z) Ve, logmg,(a| z) ng 7o, (a | zt) = Vg, 1 =0.

Hence '
E[V@i log g, (aE” | z¢) ru] =0 (u <t).
Therefore
T .
Vo, Jsys = E Z Vo, log my, (a,E” | 2¢) Gt |
t=1
where

T
= E Tu-
u=t

Conditional on z;, the counterfactual return G; * is generated independently of the realized action
a{"). Therefore
E [Vgi log p, (agi) | z¢) G;Z} =0.
Indeed,

E[ Vo, log o, (o} | ) G7”

AP en ] G E[ve log g, (al") | z4)

Zti| =0.
Subtracting this zero term yields

T
Vo, Juys = E| Y Vg, logmg, (af” | 22) (G — G7)

t=1

Finally, by definition,
Ai,t = |:Gt G ‘ 2ty CL,g ):| .

Since
Vo, log g, (at | 2¢)

is measurable with respect to (z¢, aﬁi) ), the tower property implies

E[V@i log g, (agi) | z) (Gy — G;i)} = E[Vgi log 7y, (a,(f) | z¢) Ai,t} .
Substituting this into the previous display gives

Z Vg log 71'9 ) ‘ ht (1 - 1)) Az,t] .

This proves the theorem. O

VG syb 91 K
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D Proof of Corollary ()

Proof. Condition throughout on the realized routing context (h, ailZK)). Under the independent
routing setting, the candidate set is fixed, and the router selects I; € {1, ..., K} with propensities
pj =Pr(l, =7 | ht,aglzK)).

For each candidate j, define ng ) as the return-to-go that would be obtained if candidate j were de-
ployed at turn ¢ and the remainder of the interaction evolved under the same policies and environment
dynamics.

The doubly robust estimator is

PPN . 1{, = N ;
G = i o) + =2 (G o)
J

We first show that, under either stated condition,

E[GY | heaf™ ) = G,

If the regression model is correct, i.e.

then
égi ) _ G:Ej) +
Taking conditional expectation,

Al : : 1{l, = j | ,
(G ol )= 6P+ B[ M =G - 6l )]

pj

Since, conditional on (h, aEl:K), I, = j), the observed return-to-go has conditional mean ng ), the
second term is zero, hence

EIG | he,af™) = G,
If instead the propensities are correct, then
;=7 . 1 , , ;
B[ M= a9 = Lpet = g ol LG | o 1= 1) = 6
J J
Also,

WL=j} .
E[ L =25 )

pj
(1:

is measurable with respect to (hy, a; 'K)). Therefore,

bl = bl
because [y (A, agj))
BIGY | hes i) = iy (s o) + G = (e a?)) = G

Thus in either case, A ‘
E[GY | heyal™™] =GV,
Now by definition,
K
A@t — ijng) _ Zp;ngj)'
j=1 j#i
Taking conditional expectation and using linearity,

K
EAie | he,al ™1 =N pEICY | he,af™ 1 =" prBIGY | he,af"™)).
i=1 J#i
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Substituting the unbiasedness of each @ﬁj ),
Bl ool ™) = 368 - TG
J#i

The first term is exactly the conditional expected return-to-go under the actual router, and the second
is the conditional expected return-to-go under the router with agent ¢ removed. Hence

]E[ﬁi,t | ht,agl:K)] =E[G, — G| ht,agl:K)]_

This proves the corollary. O

E Proof of Corollary (2)

Proof. In the collaboration setting the counterfactual trajectory without agent ¢ is constructed by

replacing the proposal a,g ") with an independent draw a( D qi(- | z¢), resampling all downstream

proposals under the counterfactual prefix, and rolling the mechanism and environment forward under
the same dynamics. Let A; ; = G — G, *. Then

E[Aiy | 2,07 = E[G, — G777 | 2, a").

By Definition|[T} the right-hand side equals A; ;. O

F Implementation with GRPO and MR

GRPO with filtered-feedback correction Fix a history h; and draw N joint proposal samples

a,gan) from the joint policy 7y using the autoregressive factorization in (I)). For each sample n, the

mechanism produces a deployed output y; , and the corresponding return-to-go G' ,,. For each agent
1 we construct a scalar training signal G ,,, and compute the group-normalized advantage [2]]

’\ _ i,n Zn’ Gz ,n’
l n —
\/N n/ z n’ N Zn// Gl n”)

We then optimize the clipped GRPO objective [2]

Li(0;) =Ep, nt {min<pi,n,tle\i,na clip(pine, 1 —€,1+ G)A\zn)] — BE, [KL( ),

o, (Wi,n,t|he,Win, <t)
Tyold (Wi,n,t [Pt Wi n,<t)
3

where p; ¢ = . The only mechanism-specific component is the training signal

(N?i,n, which estimates the marginal contribution A; ;.

Competitive routing  For each joint sample n, the router selects I, ~ (- | he, atln )) and deploys
Yt,n = Gt,1,., n» yielding return-to-go G . Since rewards for unselected candidates are unobserved,

we learn a predictor fiy(he,a) and construct doubly robust estimates éj,n = fiy(he,aejn) +

1{11;"”_] ;i (Gen — Iy (hy, ap50)) - Let pj_; denote router probabilities after removing agent i. The

training signal is C:'ln = Zj pjméj,n - Zﬁéz Pin G

Collaboration generation For each sample n we observe G ,,. To evaluate the counterfactual
(15—

without agent i, we replace its proposal with ¢ ;n ~ qi(- | he,a;,, )) resample downstream

proposals, and compute the counterfactual return G fl The training signal is Gm =Gin — Gt_ -

14



MR instantiation The theoretical objective uses the return-to-go G; = Zzzt 7y, as the training
signal. Computing G exactly would require simulating the full future dialogue trajectory after each
response, which is typically infeasible. Instead we approximate the expected return-to-go using a
multiturn-aware evaluation metric [3/].

For a history—response pair (h;, y;) we estimate the expected terminal dialogue quality by sampling
future trajectories 7 ~ p(- | h, y;) and evaluating the completed dialogue with a terminal scoring
function R:

:[\/,l:l.:{(ht7 yt) = ]ETNP('“ltyyt) [R((ht, yt) D T)} .

This quantity approximates the downstream return-to-go, MR(h¢, y¢) =~ E[G; | ht, y4]. In practice
we define the training reward as 7(hs, y¢) := MR(h¢, y;). When the interaction reduces to a single
decision step, the return-to-go equals the immediate reward and the MR estimator collapses to

r(h,y) == R(h,y).
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