
Concept Training for Human-Aligned
Language Models
Stanford CS224N Custom Project

Christine Zhang
Department of Computer Science

Stanford University
chrzhang@stanford.edu

Abstract

The next-token prediction (NTP) objective trains language models to predict a
single continuation token at each step. In natural language, however, a prefix can
be continued in many valid ways, and even similar meanings may differ in surface
form. For example, the sentence “this website is safe to browse” could plausibly
continue with words such as browse, search, visit, surf, or navigate. While standard
NTP training treats these alternatives as mutually exclusive targets, we explore a
framework that instead predicts concepts, approximated as sets of semantically
related tokens. We show that models trained with concept supervision exhibit
stronger alignment with human semantic similarity judgments on multiple lexical
benchmarks. These gains are accompanied by lower perplexity on semantically
meaningful words (definition in Section 5.1), and a modest increase in global
token-level perplexity, reflecting a tradeoff between standard NTP optimization
and concept-level supervision. Our results suggest that concept-level objectives
can improve semantic alignment while maintaining competitive language modeling
performance.
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2 Introduction

Large language models (LLMs) generate coherent text, answer questions, and perform increasingly
complex reasoning tasks. Yet, the training objective underlying most state-of-the-art LLMs remains
strikingly limited: predicting the next token in a sequence. Although the next token prediction (NTP)
objective has been successful in practice, it restricts LLMs to learning surface-level token patterns.
Specifically, NTP treats different surface realizations as distinct outcomes, even when they convey
the same or very similar meaning.

In contrast, humans reason and communicate with concepts that may be realized by variations in
phrasing and context. Synonyms such as “dad” and “father” refer to the same conceptual entity, and
words that are not exact synonyms can realize the same concept in certain contexts. For instance,
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“dog” and “pet” can often be interchangeable. As a result, NTP may penalize one valid completion in
favor of another, which diverges from the way humans semantically process concepts Holtzman et al.
[2021], Shani et al. [2026].

Here, we modify the training objective to predict concepts rather than surface-level tokens, where
we approximate concepts as sets of contextual synonyms. We introduce a self-contained training
pipeline that leverages the model’s own knowledge to make its representations more concept-aware.

Our concept-trained models show stronger alignment with human semantic intuition. Moreover,
despite not being trained to predict exact tokens, concept models achieve lower perplexity and higher
accuracy on content words (definition in Section 5.1) than both pretrained and NTP-trained baselines.
At the same time, global token-level perplexity increases, suggesting that concept-level predictions
shift models away from mere NTP.

3 Related Work

NTP’s tendency to reward only exact token matches has been shown to penalize correct concepts,
distort token rankings, and produce undesirable behaviors Holtzman et al. [2021], Shani et al. [2023],
Iyer et al. [2026], Liu et al. [2026]. Bender and Koller [2020] argue that this surface-level focus
limits a model’s ability to learn true semantics, emphasizing the distinction between meaning and
form. Empirical work supports this, showing that NTP and teacher-forcing can fail on tasks requiring
entailment, planning, or multiple valid continuations Bachmann and Nagarajan [2024], Merrill
et al. [2024]. Together, these suggest that fluent generation does not necessarily imply semantic
understanding.

Recent work has explored modifying pretraining to address these limitations. A survey by Wyatt
et al. [2025] categorizes these approaches into: multi-token prediction Liu et al. [2024], Ahn et al.
[2025], plan-then-generate frameworks Mahajan et al. [2026], Wei et al. [2025], latent reasoning
approaches Barrault et al. [2024], Tack et al. [2026], continuous generation Li et al. [2022], Shabalin
et al. [2025], and non-transformer architectures Gu and Dao [2024], Huang et al. [2026]. Others
focused on mitigating NTP’s limitations during post-training. Alignment techniques such as RLHF
and DPO Ouyang et al. [2022], Wu et al. [2023], Rafailov et al. [2023], instruction tuning, contrastive
learning, and multitask finetuning introduce semantically informed signals during finetuning.

The most closely related approaches incorporate concept-level information directly into the training
signal. Chen et al. [2025] propose Concept-Aware Fine-Tuning, which augments NTP with auxiliary
heads predicting future tokens. Iyer et al. [2026] introduce next-synonym and hypernym prediction
methods that enrich training data with semantically related alternatives. Although these methods
improve perplexity and downstream performance, they rely on external resources to define concept
sets. In contrast, we recover concept structure directly from the model without external supervision.

4 Approach

4.1 Concept Training Objective

We introduce a concept-level loss that rewards semantically equivalent completions, rather than a
single surface form.

Let S denote an input sentence prefix (e.g., “this website is safe to ”), and let T be the original content
token (“browse”). We define T ∗ as the set of contextual synonyms for T {browse, search, visit, surf,
navigate, access, click, view, ...}. Instead of optimizing the likelihood of predicting the exact token
T , the concept objective rewards the model for predicting any token belonging to the conceptual
equivalence class T ∗. Formally:

Lconcept(T
∗ | S) = − log

|T∗|∑
n=1

p(tn ∈ T ∗ | S,Θ)

where Θ denotes the model parameters and p(tn ∈ T ∗ | S,Θ) is the probability assigned by the
model to the n-th token in the contextual synonym set T ∗. This objective encourages the model
to distribute probability mass across multiple realizations of the same concept, rather than
concentrating exclusively on a single lexical form.
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(a) Our loss function incorporating both the NTP objective and the concept objective, with the tradeoff tuned via
a concept weight hyperparameter λ. Setting λ = 0 is pure NTP training, and increasing λ makes the models
more concept-oriented.

(b) Our process for concept dataset generation, illustrated on one word for this sequence. We pass each sequence
into Llama 3.1 8B, and for each noun, verb, or adjective token that comprises an entire word, we extract the top
200 NTP completions. Then, we prompt Llama 3.1 8B Instruct to select the best contextual synonyms for the
content words (definition in Section 5.1) in each sequence. These synonyms form the concept set for the original
word in the sequence.

Figure 1: Concept Training Pipeline. (a) shows the loss function modification, and (b) depicts the
data processing phase for enriching it with concept signal.

4.2 Combined Training Loss

As illustrated in Figure 1a, we combine the standard NTP loss with the concept loss using a weighted
linear interpolation:

Ltotal = (1− λ)LNTP + λLconcept

where λ ∈ [0, 1] controls the strength of concept-level supervision. Setting λ = 0 is equivalent to
standard NTP training, while larger values place increasing emphasis on concept prediction.

To prevent the concept objective from dominating NTP, we introduce a probability mass threshold
on the contextual synonym set. If the cumulative probability assigned by the model to tokens in T ∗

exceeds a certain threshold (we used 0.6), we set Lconcept = 0 for that training example. This ensures
that once the model sufficiently captures the concept, additional optimization pressure is removed. In
practice, we found that this threshold was only reached less than 1% of the time during training.

5 Experiments

5.1 Data

To create our concept datasets, we used the standard training datasets: 1) AllenAI’s C4 Raffel et al.
[2020], and 2) OpenWebText Gokaslan and Cohen [2019], an open-source WebText replication.
From each corpus, we downsample 2,000 English text sequences, keeping only sequences with 50 <
characters < 2,000.

Figure 1b depicts the data generation process. For each sequence, we identify tokens that correspond
to complete words (rather than subwords) and are nouns, verbs, or adjectives, ensuring that meaningful
semantic alternatives exist. We first tokenize each sequence using the Llama 3.1 8B tokenizer and
retain only tokens that form complete words, determined by verifying that both the current token and
the following token begin with a space. We then apply spaCy part-of-speech tagging to identify nouns,
verbs, and adjectives. To ensure consistency between tokenizations, we verify that these tokens align
between spaCy’s tokenizer and the Llama 3.1 8B tokenizer. Using this procedure, complete-word
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Figure 2: Models with higher levels of concept awareness align more closely with human se-
mantic intuition on MEN, WordSim353, SimLex-999, and STS-B. Pure NTP post-training slightly
degrades semantic understanding, while concept supervision improves alignment with human se-
mantic judgments. For SimLex-999, concept training helps except at concept weight 1, suggesting
token-level supervision is more important for this benchmark. Red dots indicate baseline models
(pretrained and pure NTP post-trained models).

single-token nouns, verbs, and adjectives constitute on average 28% of tokens in each sequence. We
name these tokens content words.

Then, we use Llama 3.1 8B Grattafiori et al. [2024] to generate the top 200 most likely NTPs for each
of these word positions. These candidates represent potential surface forms of the same underlying
meaning. Next, we filter this pool to identify contextually interchangeable tokens by prompting
Llama 3.1 8B Instruct to select which candidates could replace the original token without changing
the meaning of the sentence (Appendix A). The resulting subset forms a contextual synonym set,
which we treat as a discrete approximation of the concept associated with that token in its context.

5.2 Evaluation method

We post-train Llama 3.1 8B, Llama 3.2 3B, and Llama 3.2 1B Grattafiori et al. [2024] using concept
loss weights λ ∈ {0, 0.25, 0.5, 0.75, 1.0}, to evaluate the effect of increasing concept weight and
model size (training details in Appendix B).

We evaluate our models against two baselines: the base model with no post-training and the base
model post-trained with only NTP loss (λ = 0) using the same training data. The former measures
the effect of post-training; the latter isolates the contribution of the concept objective.

We train all model variants on C4 and OpenWebText separately to assess the effect of training data.
We evaluate the base, NTP, and concept models on alignment with human semantic judgments
(Section 5.3.1) and NTP perplexity and accuracy on held-out data (Sections 5.3.2 & 5.3.3).

5.3 Results

5.3.1 Increased Semantic Understanding

We evaluate alignment with human semantic judgments using both word pairs and sentence pairs
with four standard benchmarks. MEN Bruni et al. [2014] contains 3,000 word pairs annotated by 50
humans based on relatedness judgments. Participants were not instructed about the difference between
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Figure 3: Content word NTP perplexity and accuracy using a held-out set of 1,000 C4 and Open-
WebText (OWT) samples. The in-domain plots show results for models trained on one dataset and
evaluated on the same dataset, while OOD means training on C4 and evaluating on OWT or vice
versa (training data in legend). Performance generally improves as concept supervision increases,
with some models showing a small dip between concept weights 0.75 and 1.0. Red dots indicate
baseline models (pretrained models and the pure NTP post-trained models).

similarity and relatedness, where similarity can refer to {“car, automobile”}) and relatedness can be
{“wheels, car”}. WordSim353 Finkelstein et al. [2002] consists of 353 word pairs annotated by 13-16
humans. Participants estimated the relatedness of each pair on a scale from 0 to 10. SimLex-999
Hill et al. [2014] contains 999 word pairs. Unlike MEN and WordSim353, SimLex-999 quantifies
similarity rather than association or relatedness. Similarity is defined as synonymy, and each pair
is rated by roughly 50 humans. STS-B Cer et al. [2017] consists of 1,500 sentence pairs, drawn
from news headlines, video and image captions, and natural language inference data. Each pair is
human-annotated with a normalized similarity between 0 and 1.

For all benchmarks, we feed each word or sentence through the model and apply mean pooling
over the final-layer hidden states, followed by L2 normalization. We then compute cosine similarity
between the two vectors in each pair and report Spearman correlation with human judgments.

Concept-trained models achieve substantially higher Spearman correlation than both baselines
on all semantic similarity tasks (Figure 2). In contrast, NTP-only post-training slightly degrades se-
mantic alignment relative to the pretrained model, suggesting that continued token-level optimization
alone can weaken semantic structure, whereas concept supervision mitigates this effect.

For the SimLex-999 benchmark, we note that the optimal concept weight is 0.75 rather than 1 for
the 1B and 8B models. We observe the same general trend that concept training helps with human
semantic alignment, but the decrease in correlation at concept weight 1 may indicate that token-level
supervision is more important for SimLex-999 compared to MEN, WordSim353, and STS-B.

5.3.2 New Metric: Content Word Perplexity

While we deem human alignment to be the most relevant metric, this approach requires manual
annotation and is therefore costly and difficult to scale. In contrast, perplexity remains the dominant
automatic metric for LLM evaluation due to its simplicity and ease of computation.

Yet, standard perplexity treats all tokens equally, averaging across function words and content-bearing
words. This can obscure meaningful improvements in semantic modeling. Several studies show that
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prioritizing more informative or challenging tokens can improve model performance on downstream
tasks Bigelow et al. [2025], Thankaraj et al. [2025], Lin et al. [2024], Yang et al. [2025].

Consistent with this view, recent work has questioned the practice of computing perplexity by
averaging across all tokens. Fang et al. [2024] show that perplexity computed only on key tokens
correlates better with performance on long-context benchmarks. Similarly, Miralles-González et al.
[2026] argue that aggregating token-level metrics via simple averaging ignores differences in token
predictive difficulty, and propose weighting schemes that emphasize more informative tokens. Meister
and Cotterell [2021] find that low-perplexity models may still fail to capture important linguistic
properties. Together, these findings suggest that the standard global perplexity approach, which
treats all tokens equally, may obscure meaningful differences in token importance.

Motivated by these observations, we introduce a more informative metric, which we call content
word perplexity: standard NTP perplexity computed only over whole-word tokens that are nouns,
verbs, or adjectives. These tokens typically carry most of the semantic content of a sentence, while
less informative tokens such as “is”, “a”, “are”, and “the”, as well as subword fragments, are excluded.

We define content word perplexity as:

Content Word PPL = exp

(
1

|T |
∑
t∈T

NLL(t)

)

where T denotes the set of content word tokens in a sequence, and NLL(t) is the negative log-
likelihood of token t.

We evaluate perplexity and accuracy over content words rather than averaging across all tokens.
Experiments are conducted on 1,000 held-out samples from each training corpus. We report results
for both in-domain data (held-out samples from the training corpus) and out-of-distribution (OOD)
data (samples from the other corpus).

Our results show that concept models outperform both the pretrained and NTP-trained baselines
in content word perplexity and accuracy (Figure 3), suggesting that concept-level supervision
provides a richer learning signal than standard NTP training. Notably, NTP models (λ = 0) show no
difference relative to the base model, whereas models with concept training exhibit lower perplexity
and higher accuracy (significant under paired bootstrap confidence intervals; see Appendix C).

Concept models also demonstrate stronger OOD generalization. When models trained on C4
are evaluated on OpenWebText (and vice versa), they achieve lower perplexity and higher accuracy
than both baselines (significant under paired bootstrap confidence intervals; see Appendix C). These
findings suggest that concept-level supervision improves robustness to domain shift and leads to
models that generalize more reliably to unseen data.

We also observe that increasing concept weight from λ = 0 to λ = 0.75 yields monotonic improve-
ments in content word performance. At λ = 1, however, some models plateau or slightly degrade,
suggesting that retaining some degree of token-level supervision is beneficial. In practice, combining
concept-level and token-level objectives yields the strongest overall performance.

5.3.3 Global Perplexity

Figure 7 shows that concept models exhibit minor degradation relative to the base model for both
in-domain and OOD evaluation, with the λ = 1 model showing the largest drop. This pattern is
consistent with our objective: concept training emphasizes semantically meaningful tokens, which
are typically harder to predict than the function words that dominate global perplexity (content words
make up 28% of tokens in our data). For λ = 1, the larger degradation likely reflects that the model
is trained on fewer tokens, since loss is applied only to content words, while the other models receive
NTP supervision on all tokens.

We conclude that models with concept weights of 0.25 and 0.5 achieve the best trade-off, improving
human alignment while increasing global perplexity by less than one point and reducing
content-word perplexity by more than five points (Appendix D).
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Figure 4: Clustering ability generally improves as concept weight increases, with degradation at
λ = 1. These results show that concept training helps models to learn better semantic distinctions,
but some amount of NTP supervision is necessary to maintain general semantic understanding.

6 Analysis

6.1 Improved Cluster Separation

To examine the effect of concept training on internal geometry, we analyze hidden states on 1,000
held-out samples. For each sequence, we randomly select one content word and replace it with each
synonym in its concept set to construct concept variations. We then extract the last-layer hidden state
of the content token for all tokens in the set.

We evaluate whether synonyms for the same concept occupy a coherent region in representation
space using intra- and inter-concept cosine similarity. Intra-concept similarity is the mean pairwise
cosine similarity among hidden states sharing a concept, while inter-concept similarity is the mean
across words belonging to different concepts. The clustering score is the difference between these
values. We find that all models have comparable intra-concept similarity, but concept models show
notably lower inter-concept similarity, indicating that concept loss sharpens decision boundaries
rather than collapsing embeddings (Figure 4, left). Thus, concept supervision combined with NTP
training preserves representational expressivity while learning more meaningful semantic boundaries.

We observe that the 8B model shows smaller clustering improvements than the 1B and 3B models,
likely because the base 8B model already exhibits stronger semantic understanding and therefore
benefits less from additional concept learning.

We also compute each concept’s centroid and report the mean pairwise cosine similarity across
centroids. Centroid similarity decreases as concept weight increases, consistent with the inter-concept
separation above (Figure 4, right).

6.2 Learning from Noise

To verify that gains stem from semantically coherent synonym sets rather than mere lexical variation
(i.e., noise as regularization), we train control models with randomized synonym assignments. We
pool all synonyms from the training set and, for each sequence, randomly sample a matching number
of words from this pool, replacing every true synonym set with this noise-based control.

As representatives of the general trend, we show the in-domain NTP accuracy on content words and
the WordSim353 correlation in Figure 5 (all results in Appendix E and Appendix G). We find that
even at the weight on the noise “concept” loss, models trained with randomized synonym assignments
perform substantially worse than both the pretrained and NTP-trained baselines on both NTP and
human semantic alignment benchmarks. These results indicate that the improvements from concept
training are not simply due to additional label variability or regularization. Instead, semantically
structured concept supervision appears necessary for the observed gains, enabling models to improve
performance on both NTP and human alignment tasks relative to all baselines.

6.3 Supervision Proportion

We trained our models on all content words in our data. To assess the effect of different amounts
of content words used for training, we run our concept training on different proportions of content
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Figure 5: Noise models perform substantially worse than models with semantically structured clusters,
with monotonically decreasing accuracy and human similarity correlation as more noise is injected.

Figure 6: As the proportion of content words receiving concept loss increases, content word accuracy
initially increases and then remains stable from 25% to 100%. Alignment with human semantic
judgments on WordSim353 steadily improves. Results are averaged across model sizes and datasets.

words from each sequence. We evaluate concept training using 100%, 50%, 25%, and only the last
of these content words. For the last content word, we use the last word in each sequence, where we
filtered sequences to end in a content word.

Similar to Section 6.2, we show representative results for NTP content word accuracy and Word-
Sim353 correlation in Figure 6. Even with concept training on only the last word in each sequence, we
observe notable improvements in human semantic alignment, and increasing the proportion of concept
supervision further improves performance. Content word perplexity and accuracy remain similar
for models with 25%, 50%, and 100% supervision, suggesting that 25% supervision is sufficient
to saturate NTP performance, while higher proportions primarily improve alignment with human
semantic judgment. These results suggest that NTP metrics may saturate before models fully capture
conceptual structure, while human-aligned semantic benchmarks provide a more sensitive measure of
improvements in semantic understanding. Full results for this ablation are reported in Appendix F.

7 Conclusion

We introduce a self-supervised method for training LLMs using a concept-based objective that
complements standard NTP. We show that concept-level models learn more meaningful semantic
boundaries, align better with human intuition, and better predict semantically informative tokens in
both in-distribution and OOD settings. These results suggest that incorporating concept signal into
training can yield more human-like representations.

Our results also highlight the importance of the evaluation metric. Concept models better model
content words, but not all other tokens. Because frequent function words dominate global perplexity,
improvements on meaningful tokens can be obscured. Evaluating content word perplexity better
reflects how models capture semantic structure.

Future work can explore multilingual data, multi-token expressions, and evaluations on additional
downstream tasks. More broadly, we suggest that incorporating concept-level training objectives and
evaluating models on semantically meaningful predictions can lead to LLMs that better reflect the
conceptual organization underlying human language.
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A Prompt to Extract Concept Sets

This is the prompt for Llama 3.1 8B Instruct to select the subset of contextual synonyms from the top
200 decoded tokens generated by Llama 3.1 8B. We use deterministic sampling for reproducibility
and a repetition penalty of 1.1.

Find contextual synonyms for the word {target} in this text:
{input_sequence}
Available tokens: {decoded_tokens}
Instructions:
- Find ALL possible synonyms from the available tokens that could
replace {target} in this context
- Return ONLY a comma-separated list of synonyms from the available
tokens, surrounded by square brackets
- Include every relevant synonym
- NO duplicates allowed
- NO explanations or extra text
- If no synonyms found, return: []
Example format: [word1, word2, word3]
Synonyms for {target}:

B Training Details

We split each dataset into 90% train and 10% validation. All models are trained using LoRa Hu et al.
[2022] with a learning rate of 7× 10−5 and batch size of 2 for 5 epochs, leading to a training time of
approximately 1.5 hours on an NVIDIA RTX A6000 GPU. The loss plateaus by the end of the fifth
epoch — with early stopping enabled, we find that models typically stop training around 4 epochs.
We limit the contextual synonym set size to a maximum of 10 excluding the content word itself, and
we use a probability mass threshold of 0.6.

C Statistical Significance Test for Content Word NTP Improvements

We report our results for paired bootstrap confidence intervals for the difference in content word
negative log likelihood (NLL) and accuracy between each concept-trained model and the pretrained
base model. These metrics are computed on content words in 1,000 held-out samples. We divide our
results into two tables, with Table 1 for in-domain results and Table 2 for out-of-domain results. We
use OWT as an abbreviation for OpenWebText.

We conduct our bootstrapping with 1,000 bootstrap samples and a 95% confidence interval.
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Accuracy ↑ NLL ↓
Model Train/Eval λ Lower Upper Lower Upper

Llama
3.2 1B

C4 / C4

0.0 −0.0034 −0.0009 −0.0047 −0.0012
0.25 +0.0136 +0.0171 −0.1082 −0.1028
0.5 +0.0235 +0.0277 −0.1671 −0.1590
0.75 +0.0304 +0.0355 −0.2026 −0.1916
1.0 +0.0313 +0.0370 −0.2065 −0.1909

OWT / OWT

0.0 +0.0002 +0.0024 −0.0154 −0.0113
0.25 +0.0174 +0.0204 −0.1303 −0.1251
0.5 +0.0283 +0.0320 −0.1951 −0.1878

0.75 +0.0356 +0.0398 −0.2347 −0.2250
1.0 +0.0393 +0.0441 −0.2480 −0.2343

Llama
3.2 3B

C4 / C4

0.0 −0.0014∗ +0.0006∗ −0.0026 −0.0001
0.25 +0.0158 +0.0187 −0.1073 −0.1032
0.5 +0.0267 +0.0303 −0.1698 −0.1633

0.75 +0.0350 +0.0395 −0.2131 −0.2043
1.0 +0.0396 +0.0448 −0.2386 −0.2261

OWT / OWT

0.0 −0.0015∗ +0.0009∗ −0.0165 −0.0120
0.25 +0.0172 +0.0205 −0.1281 −0.1222
0.5 +0.0290 +0.0332 −0.1890 −0.1812

0.75 +0.0371 +0.0419 −0.2226 −0.2122
1.0 +0.0390 +0.0444 −0.2290 −0.2149

Llama
3.1 8B

C4 / C4

0.0 −0.0024 −0.0003 +0.0054 +0.0085
0.25 +0.0152 +0.0181 −0.0988 −0.0945
0.5 +0.0265 +0.0301 −0.1588 −0.1522
0.75 +0.0352 +0.0396 −0.1961 −0.1869
1.0 +0.0359 +0.0411 −0.2122 −0.1998

OWT / OWT

0.0 −0.0009∗ +0.0016∗ −0.0117 −0.0072
0.25 +0.0174 +0.0207 −0.1177 −0.1121
0.5 +0.0286 +0.0326 −0.1683 −0.1605

0.75 +0.0348 +0.0395 −0.1891 −0.1785
1.0 +0.0299 +0.0357 −0.1703 −0.1554

Table 1: Paired bootstrap 95% confidence intervals of difference vs. base model (adapter − base),
in-domain evaluation. Intervals marked ∗ contain 0 and are not statistically significant. We see
that the models trained with λ = 0 sometimes do not have significant differences compared to the
pretrained model, and when they do, the difference is often in the undesired direction, indicating
that pure NTP post-training may degrade model performance on content words. In contrast, models
trained with concept supervision have notable improvements in both accuracy and NLL for content
words.
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Accuracy ↑ NLL ↓
Model Train/Eval λ Lower Upper Lower Upper

Llama
3.2 1B

C4 / OWT

0.0 −0.0016∗ +0.0003∗ +0.0027 +0.0051
0.25 +0.0139 +0.0167 −0.1034 −0.0994
0.5 +0.0249 +0.0284 −0.1695 −0.1634

0.75 +0.0347 +0.0388 −0.2134 −0.2049
1.0 +0.0405 +0.0453 −0.2415 −0.2294

OWT / C4

0.0 −0.0051 −0.0025 +0.0202 +0.0249
0.25 +0.0105 +0.0139 −0.0837 −0.0778
0.5 +0.0194 +0.0235 −0.1489 −0.1409

0.75 +0.0271 +0.0321 −0.1929 −0.1819
1.0 +0.0318 +0.0375 −0.2180 −0.2025

Llama
3.2 3B

C4 / OWT

0.0 −0.0016∗ +0.0005∗ −0.0027 −0.0001
0.25 +0.0152 +0.0181 −0.1061 −0.1020
0.5 +0.0260 +0.0299 −0.1677 −0.1611

0.75 +0.0354 +0.0399 −0.2071 −0.1977
1.0 +0.0390 +0.0442 −0.2272 −0.2144

OWT / C4

0.0 −0.0042 −0.0016 +0.0148 +0.0195
0.25 +0.0105 +0.0139 −0.0844 −0.0785
0.5 +0.0204 +0.0247 −0.1459 −0.1375

0.75 +0.0274 +0.0324 −0.1878 −0.1765
1.0 +0.0315 +0.0373 −0.2192 −0.2041

Llama
3.1 8B

C4 / OWT

0.0 −0.0026 −0.0003 +0.0056 +0.0087
0.25 +0.0145 +0.0176 −0.0964 −0.0920
0.5 +0.0264 +0.0301 −0.1519 −0.1449

0.75 +0.0348 +0.0392 −0.1803 −0.1708
1.0 +0.0344 +0.0397 −0.1823 −0.1691

OWT / C4

0.0 −0.0062 −0.0034 +0.0243 +0.0300
0.25 +0.0091 +0.0127 −0.0712 −0.0645
0.5 +0.0205 +0.0250 −0.1268 −0.1181

0.75 +0.0288 +0.0336 −0.1600 −0.1488
1.0 +0.0308 +0.0369 −0.1817 −0.1658

Table 2: Paired bootstrap 95% confidence intervals of difference vs. base model (adapter − base),
out-of-domain evaluation. Intervals marked ∗ contain 0 and are not statistically significant. We
see the same trends as in the in-domain evaluation. For cross-domain, the models trained with
λ = 0 commonly perform worse than the pretrained models, again suggesting that pure NTP post-
training may degrade model performance on content words. In contrast, models trained with concept
supervision have notable improvements in both accuracy and NLL for content words across the board.
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D Global Perplexity

In Figure 7, we report the global perplexity for our models, which includes all tokens in each
sequence.

Figure 7: Global perplexity and accuracy across all tokens. For models with concept weights
of 0.25 and 0.5, the increase in perplexity and corresponding decrease in accuracy are relatively
small. We argue that this modest degradation is a worthwhile tradeoff given the substantially larger
improvements in next-token prediction for content words. As shown in Figure 3, content words
exhibit much lower accuracy and higher perplexity than the global averages reported here, indicating
that they are generally more difficult for models to predict. Our models with weights 0.25 and 0.5
significantly improve performance on these challenging tokens while only slightly reducing global
NTP performance. For the λ = 1 model specifically, we note that the large degradation is likely
due to training on fewer tokens than the other models. This pure concept-trained model only has
loss acting on the content words in each sequence, while the other models can learn from all tokens
through NTP.
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E Plots Including Noise Models

As described in Section 6.2, we include plots showing models trained with randomized synonym
assignments, along with their counterparts trained using proper synonyms. Figure 8 shows alignment
with human semantic judgments on the benchmarks that we use in the main text. Figure 9 illustrates
their performance on NTP perplexity and accuracy for content words. Figure 10 demonstrates the
clustering geometry results.

Figure 8: Correlation with human semantic judgments on MEN, WordSim353, SimLex-999, and STS-
B benchmarks, along with results from models trained with randomized synonym assignments. We
observe that training with random synonyms substantially degrades models’ semantic understanding
ability, making them significantly less aligned with human semantic intuition.
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Figure 9: Perplexity and accuracy on content words including models trained with randomized
synonym assignments. The weight 1 randomized models’ perplexities are on the order of 104; we
exclude them from the graphs so that they do not distort the perplexity plots’ scales. We see that
training with random synonyms significantly worsens both perplexity and accuracy, while training
with our concept sets allows models to improve their NTP performance over the baselines.

Figure 10: Clustering score plots including models trained with randomized synonym assignments. In
agreement with Figure 8, training with random synonyms substantially degrades the models’ ability
to separate concept clusters, indicating that semantically coherent concept sets are necessary for
learning meaningful semantic boundaries and that clustering improvements are not simply due to
additional label variability during training.
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F Plots Comparing Different Supervision Proportions of Content Words

As described in Section 6.3, we report results for models trained on different amounts of content
words within each sequence. We run ablations for only the last content word, 25% of content words,
50%, and 100%. In the main paper, we primarily discuss the 100% model.

For simplicity in the plots below, we average over the three different model sizes (1B, 3B, and 8B) as
well as the two datasets (C4 and OpenWebText). Figure 11 shows results on the human semantic
similarity tasks for different proportions of concept supervision. Figure 12 shows results on perplexity
and accuracy for content words, and Figure 13 illustrates the clustering results.

Figure 11: Correlation with human semantic judgments on MEN, WordSim353, SimLex-999, and
STS-B benchmarks with results from models trained with different proportions of concept supervision,
based on the number of content words participating in the concept loss. In general, increasing the
proportion leads to stronger alignment with human semantic judgments, suggesting that concept-level
supervision improves the semantic structure of learned representations.
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Figure 12: Perplexity and accuracy on content words for models trained with different proportions
of content words. We observe a substantial improvement in both perplexity and accuracy when
moving from training only on the final word to training on 25% of content words. However, there is
little additional improvement between the 25%, 50%, and 100% settings. This suggests that concept
training improves next-token prediction for content words, but increasing the proportion of such
tokens used for supervision yields diminishing returns.

Figure 13: Clustering score and concept centroid similarity for models trained with different propor-
tions of content words. For concept weights of 0.25, 0.5, and 0.75, clustering performance remains
largely stable across all proportions. In contrast, the model trained with concept weight 1 shows
degraded clustering as the proportion of tokens receiving concept loss increases. This suggests that
relying exclusively on concept-level supervision (λ = 1) may compress representations excessively,
as the model lacks the finer-grained signal provided by the standard NTP objective.
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G Numerical Results for 100% Proportion Model

We include all numerical results for the models trained using 100% of the possible content words in
each sequence, as these are the models that we primarily discuss in the main text. Tables 3 and 4 show
results for the models trained on C4: the former reports the human semantic alignment benchmarks,
and the latter reports the NTP and clustering metrics. Tables 5 and 6 follow the same format for the
models trained on OpenWebText (OWT).

Model Post-train
Method λ MEN ↑ SimLex ↑ WordSim353 ↑ STS-B ↑

Llama
3.2 1B

Baseline Base 0.3196 0.1534 0.2211 0.5790
0.0 0.3162 0.1444 0.2242 0.5796

Concepts

0.25 0.3366 0.1554 0.2360 0.5915
0.5 0.3519 0.1636 0.2461 0.6024

0.75 0.3679 0.1677 0.2518 0.6112
1.0 0.3875 0.1623 0.2659 0.6274

Noise

0.25 0.2941 0.1384 0.2020 0.5826
0.5 0.2736 0.1268 0.1855 0.5624

0.75 0.2447 0.0965 0.1602 0.5270
1.0 0.0748 −0.0065 0.0570 0.1683

Llama
3.2 3B

Baseline Base 0.3173 0.1672 0.2017 0.5962
0.0 0.3270 0.1631 0.2074 0.5917

Concepts

0.25 0.3405 0.1658 0.2238 0.6071
0.5 0.3507 0.1707 0.2340 0.6208

0.75 0.3649 0.1781 0.2481 0.6337
1.0 0.3936 0.1844 0.2733 0.6482

Noise

0.25 0.2910 0.1471 0.1721 0.5886
0.5 0.2663 0.1404 0.1500 0.5732

0.75 0.2366 0.1154 0.1266 0.5278
1.0 0.0606 −0.0006 0.0589 0.1784

Llama
3.1 8B

Baseline Base 0.3585 0.1547 0.2381 0.6011
0.0 0.3818 0.1568 0.2482 0.5967

Concepts

0.25 0.3963 0.1638 0.2595 0.6114
0.5 0.4073 0.1680 0.2657 0.6247

0.75 0.4193 0.1705 0.2774 0.6339
1.0 0.4362 0.1623 0.3008 0.6462

Noise

0.25 0.3339 0.1462 0.1932 0.5755
0.5 0.3099 0.1300 0.1790 0.5538

0.75 0.2796 0.1049 0.1418 0.5285
1.0 0.0811 −0.0111 0.0700 0.1631

Table 3: Performance on human semantic similarity across model sizes, training weights, and
concept types for models trained on C4. We pool final-layer token embeddings to obtain fixed-length
representations, compute pairwise cosine similarity, and report Spearman correlation with human-
annotated semantic similarity scores. ↑/↓ denotes higher/lower is better, and bold indicates the best
performance for each model.
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Model Post-train
Method λ

Clustering
Score ↑ ID PPL ↓ OOD PPL ↓ ID Acc ↑ OOD Acc ↑

Llama
3.2 1B

Baseline Base 0.4530 40.61 38.56 0.3061 0.3011
0.0 0.4502 40.49 38.71 0.3057 0.3005

Concepts

0.25 0.4763 36.48 34.84 0.3224 0.3164
0.5 0.5003 34.38 32.65 0.3322 0.3278

0.75 0.5269 33.20 31.28 0.3388 0.3379
1.0 0.5648 33.11 30.47 0.3419 0.3441

Noise

0.25 0.2609 67.82 62.75 0.2639 0.2651
0.5 0.2097 139.55 130.08 0.2159 0.2238

0.75 0.1545 401.52 374.05 0.1405 0.1522
1.0 0.0046 19670.63 28643.16 0.0025 0.0023

Llama
3.2 3B

Baseline Base 0.5251 30.10 28.43 0.3391 0.3347
0.0 0.5104 30.91 28.39 0.3372 0.3341

Concepts

0.25 0.5367 27.93 25.62 0.3539 0.3514
0.5 0.5564 26.46 24.12 0.3648 0.3626

0.75 0.5733 25.70 23.22 0.3708 0.3723
1.0 0.5755 25.78 22.80 0.3717 0.3763

Noise

0.25 0.3158 52.71 47.92 0.3022 0.3022
0.5 0.2589 108.50 99.13 0.2589 0.2632

0.75 0.1962 299.11 264.21 0.1771 0.1920
1.0 0.0070 19518.80 28898.47 0.0028 0.0023

Llama
3.1 8B

Baseline Base 0.6258 25.10 22.26 0.3601 0.3640
0.0 0.6215 25.27 22.42 0.3586 0.3626

Concepts

0.25 0.6345 22.95 20.26 0.3750 0.3801
0.5 0.6395 21.88 19.19 0.3839 0.3924

0.75 0.6376 21.50 18.68 0.3911 0.4010
1.0 0.6115 22.03 18.68 0.3902 0.4011

Noise

0.25 0.4321 43.65 39.49 0.3286 0.3337
0.5 0.3539 85.58 78.40 0.2950 0.3042

0.75 0.2652 223.01 203.15 0.2217 0.2368
1.0 0.0095 23849.59 35501.71 0.0024 0.0022

Table 4: Clustering score and content word NTP performance across model sizes, training weights,
and concept types for models trained on C4. In-distribution (ID) refers to evaluations on held-out
C4 samples, while out-of-distribution (OOD) refers to evaluations on OpenWebText. Perplexity and
accuracy are measured on only content words. ↑/↓ denotes higher/lower is better, and bold indicates
the best performance for each model.
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Model Post-train
Method λ MEN ↑ SimLex ↑ WordSim353 ↑ STS-B ↑

Llama
3.2 1B

Baseline Base 0.3196 0.1534 0.2211 0.5790
0.0 0.3182 0.1540 0.2199 0.5759

Concepts

0.25 0.3365 0.1644 0.2371 0.5891
0.5 0.3527 0.1699 0.2509 0.6003

0.75 0.3659 0.1698 0.2557 0.6099
1.0 0.3823 0.1614 0.2693 0.6238

Noise

0.25 0.2969 0.1403 0.1990 0.5878
0.5 0.2866 0.1309 0.1913 0.5644

0.75 0.2589 0.1091 0.1641 0.5308
1.0 0.0753 −0.0093 0.0781 0.1697

Llama
3.2 3B

Baseline Base 0.3173 0.1672 0.2017 0.5962
0.0 0.3214 0.1576 0.2158 0.5934

Concepts

0.25 0.3372 0.1669 0.2279 0.6059
0.5 0.3483 0.1726 0.2365 0.6185

0.75 0.3605 0.1768 0.2462 0.6286
1.0 0.3817 0.1804 0.2696 0.6435

Noise

0.25 0.2908 0.1441 0.1690 0.5932
0.5 0.2771 0.1422 0.1600 0.5791

0.75 0.2489 0.1247 0.1336 0.5265
1.0 0.0634 −0.0071 0.0431 0.1738

Llama
3.1 8B

Baseline Base 0.3585 0.1547 0.2381 0.6005
0.0 0.3830 0.1634 0.2566 0.6028

Concepts

0.25 0.3987 0.1702 0.2712 0.6160
0.5 0.4086 0.1768 0.2842 0.6267

0.75 0.4154 0.1767 0.2906 0.6368
1.0 0.4275 0.1685 0.3071 0.6505

Noise

0.25 0.3419 0.1515 0.2249 0.5872
0.5 0.3225 0.1377 0.2017 0.5672

0.75 0.2846 0.1159 0.1605 0.5249
1.0 0.0909 −0.0099 0.0709 0.1923

Table 5: Performance on human semantic similarity across model sizes, training weights, and concept
types for models trained on OpenWebText. We pool final-layer token embeddings to obtain fixed-
length representations, compute pairwise cosine similarity, and report Spearman correlation with
human-annotated semantic similarity scores. ↑/↓ denotes higher/lower is better, and bold indicates
the best performance for each model.
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Model Post-train
Method λ

Clustering
Score ↑ ID PPL ↓ OOD PPL ↓ ID Acc ↑ OOD Acc ↑

Llama
3.2 1B

Baseline Base 0.4474 38.56 40.61 0.3011 0.3061
0.0 0.4451 38.05 41.54 0.3024 0.3024

Concepts

0.25 0.4712 33.94 37.46 0.3200 0.3183
0.5 0.4942 31.85 35.13 0.3313 0.3275

0.75 0.5172 30.65 33.67 0.3388 0.3358
1.0 0.5516 30.30 32.91 0.3428 0.3408

Noise

0.25 0.2712 63.97 66.20 0.2675 0.2673
0.5 0.2147 132.84 137.04 0.2246 0.2188

0.75 0.1566 377.89 399.66 0.1558 0.1452
1.0 0.0033 18020.53 23964.93 0.0047 0.0039

Llama
3.2 3B

Baseline Base 0.5247 28.43 31.00 0.3347 0.3391
0.0 0.4997 28.03 31.53 0.3343 0.3362

Concepts

0.25 0.5230 25.09 28.57 0.3535 0.3513
0.5 0.5402 23.63 26.90 0.3658 0.3617

0.75 0.5528 22.87 25.84 0.3741 0.3690
1.0 0.5482 22.77 25.08 0.3764 0.3734

Noise

0.25 0.3194 48.69 49.70 0.3047 0.3046
0.5 0.2580 100.46 100.20 0.2663 0.2595

0.75 0.1916 275.96 273.07 0.1933 0.1902
1.0 0.0054 18376.56 22826.87 0.0068 0.0055

Llama
3.1 8B

Baseline Base 0.6200 22.26 25.10 0.3640 0.3601
0.0 0.6078 22.05 25.80 0.3644 0.3552

Concepts

0.25 0.6203 19.84 23.45 0.3831 0.3710
0.5 0.6222 18.89 22.21 0.3945 0.3829

0.75 0.6168 18.53 21.51 0.4013 0.3912
1.0 0.5832 18.92 21.10 0.3969 0.3938

Noise

0.25 0.4253 39.22 41.40 0.3362 0.3302
0.5 0.3482 77.73 79.74 0.3067 0.2967

0.75 0.2619 202.21 217.33 0.2445 0.2293
1.0 0.0076 22424.33 29168.22 0.0049 0.0037

Table 6: Clustering score and content word NTP performance across model sizes, training weights,
and concept types for models trained on OpenWebText. In-distribution (ID) refers to evaluations
on held-out OpenWebText samples, while out-of-distribution (OOD) refers to evaluations on C4.
Perplexity and accuracy are measured on only content words. ↑/↓ denotes higher/lower is better, and
bold indicates the best performance for each model.
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